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Abstract
Enabling intelligent mobile systems to interact with their surroundings requires a suitable
environment model that incorporates different layers of information consistently. This model is
the decision base for all planned and executed actions. Such models typically include a geometric
map, i.e., a representation that encodes geometric information together with features that can be
detected with the system’s sensors, as well conceptual and factual background knowledge about
the application domain. The challenge in creating such semantic maps is to find representations
that consistently fuse different information layers in a memory efficient way, are scalable in terms
of mapped area, flexible in terms of the application domain and can be delivered on demand from
a dedicated storage device. This thesis summarizes contributions to three different aspects of
semantic mapping, namely the creation of annotated multi-modal polygonal maps of large scale
environments, means to distribute and manage geometric and semantic knowledge, and examples
of successful real world applications of the latter.
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Chapter 1

Introduction
For autonomous agents, the internally stored representation of the surroundings is the basis for
all planned and executed actions. Automatic generation of such environment models is currently
an active field of research. Particularly, the creation of so called Semantic Maps from sensor data
is still widely regarded as an open problem. Semantic Maps refer to maps that add conceptual
knowledge about classes and their relations as well as the poses of class instances to classic
robotic maps that are often used for localization and path planning to allow reasoning [97].
Although the desired layout and properties of semantic maps have been discussed for several
years [59, 81], a general scalable 3D mapping approach for large domains – both in terms of
concepts and geometric extension – is still missing, especially for outdoor scenarios, as Kostavelis
and Gasteratos concluded in their state of the art survey [80].
Towards more general solutions in the context of automated semantic mapping, several issues
have to be addressed. To represent arbitrary geometries, a 3D spatial representation has to
be defined that serves as a basis for grounding object classes and instances geometrically. It
should be able to incorporate information from different modalities consistently into the 3D
representation and be scalable to represent large environments efficiently. It should be general
in terms of application domains and representable geometries as well as associated background
knowledge. To make such a generalized model applicable in the context of mobile robotics, it
should also be possible to draw simpler representations from the global world model that allow
different robots with different configurations to operate. An example of this is the generation of
annotated 2D grid maps from the 3D model that can be used for path planning and navigation
based on the robot’s physical setup [118].
In previous works it was shown that polygonal surface reconstructions from point cloud data
can fulfill the geometric demands of such a world model [139, 142]. Methods adapted from
computer graphics allow the mapping of co-calibrated RGB camera data onto the polygons as
textures. Although the geometric reconstruction of polygonal maps is in principle feasible, they
are currently not widely used in the context of semantic mapping. This thesis summarizes the
author’s contributions in the field of generation and deployment of multi-modal polygon maps
with semantic annotations. These contributed papers address three open topics in this field.
The first field of interest is the continued development of methods for automatic computation of polygon maps with mapped camera data from on urban scale. This includes methods
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for memory management and compressed storage, co-calibration of hyper-spectral cameras with
laser scanner systems and the definition of a file format for storing this kind of multi-modal
environment data. The second area is the deployment of such maps for robotic applications.
This includes geometric analysis of polygonal maps to generate cost maps for navigation and the
derivation of spatial relations as factual knowledge as well as the development of tools to make
these available for reasoning systems and robot control architectures. The third area of contributions is the demonstration of the desired flexibility of the developed tools and representations
in real-life applications. Specifically, the transfer from well known indoor office scenarios to a
totally different domain, namely an agricultural harvesting process.
The remainder of this thesis is organized as follows: First, the current state of the art is
discussed to demonstrate the scientific relevance of the addressed research topics. The following
chapters sum up the contributed papers of this thesis to the areas of Multi-modal polygonal
map generation (Chapter 3.1), deployment of such maps in robot control frameworks like ROS
(Chapter 3.2) and applications in semantic mapping (Chapter 3.3). Chapter 4 summarizes the
research results, the final Chapter gives a statement on the author’s contributions to the paper
summarized in the preceding chapters.

Multi-modal 3D Polygon Maps for Semantic Mapping

Chapter 2

Research Statement
The research presented in this thesis mainly addresses three aspects towards multi-modal semantic polygon maps: building urban scale semantic maps with consistently mapped data from
different sources, making the information encoded in such maps available on mobile systems,
and using such semantic maps in real-life applications. The scientific relevance of these – with
respect the to current state of the art – is discussed in the following sections.

2.1

Multi-modal Polygonal Map Building

All tasks in robotics need an internal machine-readable representation that supports the application domain. Currently, several fundamentally different, task-specific types of such maps
have been established. For example, in navigation and path planning grid maps are state of
the art. In these maps, the mapped area is discretized into pixels that encode cumulative information about a fixed size part of the world. These grid maps are commonly based on data
from 2D range sensors like laser scanners or sonars [52] that is fused using an appropriate SLAM
algorithm [126]. Each cell in such a map encodes the probability that the corresponding area
is occupied, given previous sensor data. For pure path planning in 2D scenarios encoding the
occupancy probability is sufficient [90, 125] to support established probabilistic localization and
navigation methods [56]. For more advanced applications, this approach can be extended to
include additional information layers besides occupancy like elevation and roughness [54, 89] or
even the original sensor data [68]. These multi-layer approaches allow to build 2.5D representations to encode heights above a defined ground grid called Digital Elevation Maps (DEMs).
DEMs have been successfully applied in navigation of rough terrain [115] or semantic scene interpretation [92]. Although they can reflect the topography of a surface, DEMs are only able to
encode one surface level. Encoding free space between several layers is not possible.
This limitation can be solved by building suitable representations from 3D data, either from
laser scanners [25, 29] or depth cameras [79, 94]. A straight-forward extension of 2D pixels in
grid maps and 2.5D DEMs are 3D voxel maps based on octrees [143] or voxel hashing [86, 96].
Currently, the wellknown Octomap package in the Robot Operating System (ROS) [109] is state
of the art for representing full 3D environments [71]. These maps can be used to generate several
2D navigation maps depending on the robot’s geometry to allow safe navigation in cluttered
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environments [70] or for applications in grasping [39, 75] and is also integrated in the well
known MoveIt package in ROS [37]. It has also been used to integrate semantic information [27,
92]. However, these representations only deliver a – possibly semantically annotated – discrete
geometric world model [46]. The resolution of the representation here always depends on the
level of discretization. Higher resolute grid or voxel maps allow more precise navigation, but
come at the cost of a significant increase in memory usage.
Despite theses limitations, voxel maps have been successfully used in large-scale mapping
applications. In [46] de Gregorio and di Grassi used semantically annotated voxel maps with
voxel hashing for safe autonomous navigation. In their experiments, they used voxel sizes of
5, 10 and 20 cm resolution. As they internally used octrees as the representation, the memory
consumption was high. Although they did not excatly state how large the memory footprint
was, in [71] the same data set was evaluated on an Octomap and consumed 380 MB at 10 cm
resolution. Given the fact that modern terrestrial laser scanners have a much higher resolution
in millimeter range, the resulting descretization error is comparably high.
To overcome this discretization error, other representations are needed. For 2D occupancy
maps, the concept of so called Hilbert Maps was recently introduced [110] and successfully used
for smooth path planning [57]. However, these papers again only proposed methods for 2D
applications. In [19], Armeni et al. present methods to decompose 3D point clouds of buildings
into semantically annotated sets of boxes. Such model-based approaches are often found in the
literature [65, 111, 149], but are inherently limited to the set of pre-defined reference classes that
are fitted to the input data, again leading to very compact but also very task-specific environment
models.
For continuous 3D maps, polygonal representations in the form of triangle meshes are an apt
candidate as a more general representation. In previous work, we have shown that the generation
of high quality maps from 3D point clouds acquired from 3D laser scanners is feasible for mediumsized environments [51, 137, 139, 142], like single buildings, streets or office corridors. This
previous work also showed that polygonal representations can significantly reduce the memory
required to store an accurate model of the environment, compared to the input point clouds
or voxel maps. Using mesh optimization techniques, it was possible to reduce the memory
requirements to a few megabytes in comparison to several hundred megabytes when using voxel
maps as reported in [71].
Besides 3D laser scanners, RGB-D cameras have been successfully used by Whelan et al. for
partial mapping of office buildings with Microsoft Kinect cameras [135]. However, the presented
renderings of the scanned surfaces were based on the internal volumetric representation, rather
than the extracted polygon maps. Additionally, the RGB information from the used sensor were
not fused with the computed environment model.
This disregards another benefit of polygonal maps, namely, the possibility to project texture maps to the generated polygons as shown in [129, 141]. Besides generating photo-realistic
renderings of the recorded environments, the computation of textures for 3D polygon models
opens up the possibility to fuse data from 2D cameras with the 3D information encoded in the
polygonal model. The data stored in such textures is not necessarily limited to RGB color data.
Data from sensors that measure in different spectral domains can in principle be mapped as well.
Examples are thermal cameras [30, 134] that sense the intensity of infrared thermal radiation
or hyperspectral cameras that can measure more or less continuously along the electromagnetic
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spectrum. The integration of such additional data modalities – especially in combination with 3D
information – is potentially relevant for practical applications in robotics, like disaster scenarios
(e.g. nuclear power plants), rescue robotics or agricultural robotics.
This idea of integrating textures from different modalities sketches the path to using pure 3D
feature maps in which image features are projected onto a polygonal mesh. By this, the 2D image
features are associated with 3D positions gathered from the underlying continuous environment
model. This would allow to use feature-based localization directly without having to estimate 3D
information from motion like in Orb-Slam and similar monocular methods [93, 95] or external
tracking, since the collected features have known 3D positions. For such a vision only approach,
it would not be necessary to deploy the complete polygonal model to the robot, as all information
is encoded in the 3D feature map. For robots with a more sophisticated sensor equipment, it
might be beneficial to use the complete geometry information. Hence, strategies to integrate
data of different modalities into such annotated polygon maps is desirable and representations
that support the extraction of one or more layers on demand are needed.
In [34], Cabeza et al. showed, that the way geometry is represented has a significant impact on the queries that can be efficiently answered in a given representation. In their paper,
they discuss the properties on a conceptual level for remote sensing applications. Their analysis showed that polygonal maps outperform DEMs and point cloud based representations in
terms of execution time on urban-scale domains. They argued that for classical remote sensing
applications, polygonal surface reconstructions and DEMs can be considered to be more or less
equal. In robotic scenarios, this view is not always valid. Consider a multi storey complex like
a parking garage where the task is to drive from point A in the lowest deck to point B on the
upper, a full 3D representation that represents the different stories is needed to compute a valid
path from A to B. One could argue that a topological representation of the different levels with
somehow defined transition points would be sufficient for such a scenario, however, being able
to represent the whole structure is as such generally desirable. But the generation of large-scale
maps of such proportions on consumer hardware is still regarded as an open problem [80].
The contributions summarized in Chapter 3.1 pick up these open problems in polygonal
mapping and present novel methods for generating multi-modal polygonal maps, including the
descriptions of a sensor system that allows to map hyper-spectral data to 3D geometry.

2.2

Introducing Polygonal Maps in Robotic Applications

To make such multi-modal polygonal maps available in robotic applications, it is necessary to
define interfaces and file formats that allow to access these maps within robot control frameworks.
Currently, ROS is the de-facto standard environment for developing and testing new methods
on mobile systems [43]. ROS itself provides a wide range of tested solutions for localization,
path planning and navigation that communicate via standardized message formats. However,
the support of 3D maps is limited. Although support for 3D point clouds exists, these are
mostly used in the context of SLAM with emphasis on creating consistent point clouds that
build up the map. In the literature, these 3D maps are seldom used for purposes other than
benchmarking the quality of the evaluated SLAM methods [60, 82, 121]. Support for textured
3D polygonal environment maps is completely missing on all levels: there is no common file
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format definition for the consistent handling of annotated polygonal maps, there are no message
definitions for sending and receiving such structures with ROS nodes and online visualization in
RViz is not possible. 3D is only available for robot descriptions in URDF format [127] which
are loaded statically from the file system. For development, implementation and evaluation of
novel algorithms that rely on polygonal map data, it is necessary to create an infrastructure
that is compatible with the already existing software, to allow competitive analysis against the
established 2D methods [113] and dynamic computation and distribution of 3D data structures.
Another open problem is finding a file format that allows to store the computed maps together
with the sensor data they were derived from. This is essential to provide reference data sets for
benchmarking of future developments. In ROS, so called Rosbags [124] can record and replay
sensor data, but storing them together with the resulting maps is not easy. For permanent
storage other solutions have to be found that prevent the scattering of collected sensor data from
the derived robotic maps.
To tackle these issues, we proposed and evaluated a file structure based on HDF5 and implemented the missing interface nodes and plug-ins that enable to publish data from such a
persistent storage into ROS. We also proposed a mesh-based navigation algorithm that relies on
this novel infrastructure. The contributions in that field are summarized in Chapter 3.2.

2.3

3D Semantic Mapping

In addition to the geometric aspects of robotic mapping, generating a semantic representation
from such maps is highly desirable for real-life applications. This section gives an overview of the
state of the art in semantic mapping based on the more exhaustive review published in [1]∗ and
state the open problems in this area that are addressed in the research presented in Chapter 3.3.
In the area of semantic mapping significant progress has been made in recent years. Successful
applications include task planning [58], localization [106, 146], navigation [28, 44] and humanrobot-interaction [21]. However, finding an universal representation – especially for 3D data – is
still regarded as an open problem [80].
This heterogeneity is also reflected in the definition of semantics maps, which either intentionally make no particular assumption about the mapping process or the underlying representations
[85, 97], or rely on the concept of hybrid maps [33, 59]. Yet, a common agreement is that semantic
maps have to be paired with formal knowledge representations and reasoning, to unfold their full
potential. Recent literature provides several examples of how knowledge base components can
be beneficial in semantic mapping [31, 35] for reasoning about the environment using ontological
and graph-based knowledge representations based on description logics [20].
One example for such a system is KnowRob [123], which combines a knowledge representation in the Web Ontology Language (OWL) and Prolog-based reasoning with an interface to
the robot’s control architecture. In the context of semantic mapping it has been used to answer
queries about a semantic object map [102]. It has been used in various projects like RoboHow,
which fostered information from the World Wide Web to find instructions for solving everyday
manipulation tasks [130]. Another example is RoboSherlock, which defines a generic interface
for perception algorithms and a knowledge bases to consistently feed perceptions from different
modules into the knowledge base [22]. OpenEASE aims at creating a knowledge base for ma-
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nipulation episodes that can be queried by multiple robots to share their experiences in order to
learn manipulation tasks and to improve their performance [23].
Evidently, semantic maps are intertwined with knowledge representations and reasoning capabilities. Managing these inter-dependencies remains an open issue. In [80] Kostavelis and
Gasteratos regarded the question of How semantic maps aid knowledge representation and vice
versa?, as one of the open topics in semantic mapping. A similar aspect concerning harvesting of such concealed implicit knowledge was given by Lafarge in [83]. Here the author stated
that “Geometry, structure, semantic and physical coherence contribute to characterizing the nature of objects, and can be further exploited to understand their utility and to specialize their
computerized modeling.”
These statements point out that ontologies and other formal knowledge representation schemata can yield additional insights into a model of the robot’s surroundings by encoding and
revealing attributes even when these are not perceivable. However, the authors stressed that
proper semantic mapping fuels the knowledge representation by recognizing and anchoring entities in the environment to connect spatial and semantic knowledge. For that, they considered it
important to create a spatially ordered hierarchy. This assessment directly points to the challenge
of continuously grounding the spatial relations of objects within an environment.
To logically reason about the spatial relations between entities by using qualitative spatial
reasoning (QSR), they need to be explicitly stored as symbolic knowledge. Qualitative constraint
calculi, like the interval calculus [17] or the Region Connection Calculus (RCC) [40], can effectively reason about sets of qualitative spatial relations. Suitable software solutions like the SparQ
toolbox [145] exist, but are rarely integrated into semantic mapping approaches. According to
Wolter and Wallgrün, this is due to a lack of explicitly available qualitative spatial relations,
since this important step called qualification is often missing and remains largely unsolved in
practice. The lack of effective tools for grounding spatial relations in sensor data captured from
the real physical environment restricts a wide-spread use of QSR in robotics.
Uncovering spatial relations can be part of the map building and anchoring process. Sjöö
et al. presented a combination of an axiomatic system and probabilistic inference to interpret
topological spatial relations such is-on or is-in during the mapping process [116]. For additional
examples of reasoning with spatial relations in the context of real-world robotics applications,
we refer to the comprehensive review by Landsiedel et al. [84].
This state of the art review shows that combing different data modalities coherently and
making implicit facts represented in the stored environment representations explicitly available
is challenging. The contributions summarized in Chapter 3.3 address these representation and
coherence problems. They are based on the idea of combining a spatial database with ontological
knowledge base component. Using rule-based qualitative spatial analysis, implicit knowledge
about the spatial relations of the stored objects in the spatial component is then made explicitly
available for reasoning in the knowledge base component. The resulting framework called SEMAP
is closely connected to ROS to make these functionalities available in robotic systems.

Multi-modal 3D Polygon Maps for Semantic Mapping

Chapter 3

Contributions
This Chapter is summarizes the main contributions of the scientific publications summarized
this thesis1 , sorted by the addressed research topics according to the research statement given in
Chapter 2. The presented algorithms and methods regarding map generation are implemented
in our Las Vegas Reconstruction Toolkit (LVR)2 and which is published under the BSD license.
Most of the evaluated data can be downloaded from the project web site. The presented semantic
mapping framework SEMAP is also freely available.

3.1

Multi-modal Polygon Maps

Publication summarized in this section:
• T. Wiemann, H. Annuth, K. Lingemann, and J. Hertzberg. An extended evaluation of
open source surface reconstruction software for robotic applications. Journal of Intelligent
& Robotic Systems, 77(1):149–170, 2015.

3.1.1

Evaluation of Mesh Generation Algorithms

To establish the use of polygonal maps for robotic purposes, it is crucial to identify methods that
are suitable to generate such maps fast and with low computational effort. Especially interesting
are methods that reconstruct polygonal surfaces from unordered point cloud data, as provided
by 3D laser scanners or other depth sensors like stereo or RGB-D cameras. The aim of such
reconstruction algorithms is to generate a polygonal mesh of the surfaces sampled by the 3D
sensors.
Our former research [136] concentrated on the evaluation of Marching-Cubes-based methods
to solve this problem and provided an open source reference implementation. As there are
several other open source libraries available that also implement Marching Cubes variants with
different mathematical surface representations, we started to investigate how these different
1
Citations of papers that are summarized in this theses are marked with an ∗ to separate them from my
publications that are not part of this thesis.
2
www.las-vegas.uni-osnabrueck.de
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Figure 3.1: Comparison of the normal estimation results from different software packages using k = 20
nearest neighbors. From left to right: LVR, LVR RANSAC, PCL, CGAL and Meshlab.

libraries perform under the constraints stated above in the context of robotic mapping. In [137],
we presented first results3 and published an extended study in [11]∗ .
In this study, we evaluated the different surface reconstruction algorithms provided in Meshlab [38], PCL [112] and CGAL [36] against our own LVR reference implementation, namely
Marching Cubes based on Algebraic Point Set Surfaces (APSS) [64], Poisson Reconstruction [76],
Ball Pivoting [24], and Alpha Shapes [66, 103]. We considered to also evaluate approaches based
on Delaunay triangulation and Voronoi filtering like Power Crust [18], but did not include them
due to license issues or missing APIs that allow to integrate them into robotic control architectures.
In the provided evaluation, we concentrated on three main aspects: Run time performance,
geometrical precision of the computed surface reconstructions and robustness against sensor
noise. To cover a wide range of robotic applications, we generated a number of test data sets
with different sensors in structured and unstructured environments and used these data sets
as input for the different surface reconstruction algorithms. Most of them rely on a surface
normal estimation for each of the sample points provided by the 3D sensors. This is usually done
using Hoppe’s approach, where a tangent plane is fitted against a set of neighboring points (“kneighborhood”) [69], which requires an efficient k nearest neighbor search algorithm “knn-search”.
Fig. 3.1 compares different approaches for tangent plane estimation on a low resolution laser scan
taken with a tilted SICK LMS 200 laser scanner and a single frame from a Kinect camera. It
compares (left to right): LVR’s adaptive and RANSAC implementation, PCL’s solution based
on principal component analysis (PCA) [144], and Hoppe’s original approach as implemented in
CGAL and Meshlab.
It is obvious that PCL and Meshlab orient the normals towards scene center, while all other
libraries orient them away from the center point. This is usually not a problem, since Marching
Cubes is symmetric, i.e., consistently inverted normals produce the same results. Interestingly,
the Hoppe implementation in Meshlab causes a flip of normals between walls and floors / ceilings, which may cause discontinuities in the reconstructions. The quality of the normals was
3

This paper was nominated for best paper award on ICAR 2013.
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Table 3.1: Run times for different normal estimation implementations in seconds.
k

LVR

RANSAC

PCL

CGAL

Meshlab

SICK Scan

5
10
15
20

0.3
0.4
0.7
0.7

0.6
0.9
1.4
1.9

0.3
0.4
0.5
0.6

2.2
2.9
4.0
4.9

15.8
16.6
17.8
18.8

Kinect

5
10
15
20

0.2
0.4
0.5
0.6

0.9
1.5
2.2
2.8

0.6
0.7
1.0
1.1

2.5
5.9
7.2
8.5

9.6
11.4
12.8
14.1

subjectively good in all libraries, with LVR, LVR RANSAC and PCL yielding better results in
sparse data. LVR’s adaptive approach was better in the outer sparse regions compared to PCL.
The CGAL implementation failed to compute normals for a large number of data points in the
Kinect data. This implementation seems to be quite sensitive to noise in the input data.
Corresponding run times are shown in Tab. 3.1. In terms of run time, PCL and LVR are
comparable, LVR being slightly slower in the laser scan data due to the adaptive k neighborhood
growing as described in the paper. The RANSAC implementation was quite slow compared to
the SVD-based approaches. The longest run times were measured using Meshlab and CGAL due
to the fact that their implementations do not support parallel computation.
The different reconstruction methods were evaluated separately in two different application
scenarios: environment mapping with high resolution terrestrial laser scanners and indoor service
robotics, where we concentrated on a typical table top setup. Examplary results are given in
Fig 3.2. They were conducted with different sensors and are transferable to the outdoor results
discussed in the full length paper.
The point cloud in the first row was taken with a Leica HDS 6000 laser scanner on a table
top with cups and bowls. It consists of 3 692 170 points with a distance accuracy of about 1 mm.
The second example is a scan acquired with a rotating SICK LMS 200 laser scanner containing
27 720 points. The angular resolution of the scanner is 1◦ horizontal, the distance accuracy is
about 2 cm. Besides the laser scanner data, we reconstructed two Kinect frames. One was a
tabletop similar to the laser scans, the second featured the segmented objects to compare the
reconstruction results for solid objects.
The Marching Cubes implementations in LVR and Meshlab’s APSS show similar results,
although APSS is more sensitive to noise. To get reasonable results from APSS, the resolution of
the voxel grid used by Marching Cubes had to be increased compared to the other implementation
to actually produce triangles. This resulted in long run times and a larger number of triangles.
For reasons unknown, this algorithm produced no reconstruction of the cup and stapler in the
RGB-D frame, although the same normal data was used for both LVR and APSS. We tried
different parameter settings, but without success. Both Marching Cubes variants worked well on
concave and convex geometry.
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(a) High Resolution Laser Scanner Data

(b) Rotating SICK Laser Scanner

(c) Kinect

(d) Segmented Object from Kinect Data

Figure 3.2: Evaluation of the geometric properties for different input data types in a tabletop setting.
Left to right: LVR, APSS, Ball Pivoting, Poisson Reconstruction, Alpha Shapes. The last row shows in
addition the reconstruction of a segmented beverage container from Kinect data.

Ball Pivoting and Alpha Shapes produce accurate results on the mostly concave objects.
On open geometries these algorithms produce undesirable triangulations on the intersections
between the tabletop and the additional objects. Since the input points are triangulated directly, the inherent sensor noise is also present in the reconstructions. A main disadvantage
of the Alpha Shape implementation is that the normals of the generated triangles are oriented
inconsistently, resulting in inconstant lighting when rendered. Poisson Reconstruction generally
produces smooth reconstructions on all datasets. The main advantage of this algorithm is that
holes in the input data are filled up reasonably, which can be desirable for some robotic applications like grasping, when invisible parts of the target objects are filled up symmetrically.
Noticeable examples of such “fill ups” are cup and bowl in the Leica dataset. Generally, however,
such extrapolation without data support is problematic, as the other examples show, where the
rims of the open objects are filled up incorrectly.
To asses the influence of noise, we applied the same algorithms on a synthetic point cloud
sampled from a CAD model of a table. Then we added different levels of Gaussian noise to this
ground truth data and compared the accuracy of the computed meshes to the reference model using a software called CloudCompare [62], which is state of the art to compute similarity measures
between meshes and point clouds. The main goal of this test was to measure the reconstruction
accuracy towards a reference geometry rather than to evaluate how well an algorithm fits the
possible noise of the input data. The results of this experiment are shown in Tab. 3.2.
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Table 3.2: Evaluation with added Gaussian noise against ground truth geometry displaying mean and
max distance towards the reference and run time for different noise levels.

Method
LVR
APSS
Poisson
α Shapes
Pivoting

Time

σ = 0.0 cm
Mean. Dist.

Max. Dist.

Time

σ = 0.5 cm
Mean. Dist.

Max. Dist.

Time

σ = 1.0 cm
Mean. Dist.

Max. Dist.

0.90 s
936.21 s
105.10 s
3.66 s
1138.34 s

0.01 cm
0.01 cm
0.41 cm
0.50 cm
0.03 cm

1.26 cm
1.26 cm
8.83 cm
2.52 cm
1.26 cm

2.00 s
105.77 s
62.53 s
6.00 s
1133.32 s

0.20 cm
0.25 cm
24.00 cm
0.58 cm
0.58 cm

2.52 cm
2.95 cm
93.20 cm
3.87 cm
3.87 cm

3.50 s
221.88 s
28.62 s
66.85 s
1334.97 s

0.73 cm
0.82 cm
26.53 cm
0.93 cm
1.090 cm

3.00 cm
6.62 cm
87.21 cm
5.26 cm
5.26 cm

As expected, the direct triangulation algorithms show an increasing error when the noise level
rises. Thus, the similar/identical mean values are close to the used variances. LVR and APSS
produce the lowest errors due to the underlying approximation with Hoppe’s distance function
or MLS projection respectively. The increasing run time for LVR can be explained by the chosen
parameterization since we used an increased k-neighborhood for distance function calculation,
i.e., LVR averages the distance to the k nearest tangent planes to determine the signed distance.
In addition to these exemplary results, we also evaluated other important metrics like a
detailed run-time analysis and topological correctness of the computed meshes. Generally, the
evaluations show, that LVR produces geometrically and topologically accurate results even on
noisy data. In terms of run time it outperforms most of the other open source software and
allows to generate accurate polygonal models from typical data from sensors used in robotics.
In this paper, the main focus was on the geometric aspect of generating polygonal environment
representations. In the next section, I summarize the included papers dealing with sensor data
fusion and annotation of polygonal maps.

3.1.2

Co-calibration of 3D Laserscanner and Hyperspectral Line Camera

Publication summarized in this section:
• F. Igelbrink, T. Wiemann, S. Pütz, and J. Hertzberg. Markerless Ad-hoc Calibration of
a Hyperspectral Camera and a 3D Laser Scanner. Advances in Intelligent Systems and
Computing. Springer International Publishing, 2018.
Multi- and hyperspectral imaging has been used in remote sensing since the start of NASA’s
Landsat missions in the late 1970s and early 1980’s [41, 63]. Hyperspectral cameras split up
the spectrum of the incoming light into buckets of wavelength intervals to capture the intensity
distribution. These cameras are usually built as line cameras, where one dimension of a frame
refers to the spatial image component and the other to the spectral distribution. Today, classification of different materials using machine learning techniques is state of the art in this area [91].
With the development of UAVs as well as small and cheap sensors, the use of hyperspectral and
multi-spectral imaging has also become an active research area in robotics, especially in crop
monitoring [88, 119]. In most cases, these sensors are used to acquire geo-referenced images,
which are later used as input for classification algorithms.
The use of such cameras in combination with 3D laser scanners is seldom seen. One approach
to co-calibrate a hyperspectral camera against a laser scanner was presented in [32, 150], but
relied in manually placed markers in the scanned environments. For applications in robotics
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Figure 3.3: Setup to generate hyperspectral panorama images. The hyperspectral line camera is rotated
on top of a Riegl VZ400i laser scanner (left). The single line images are concatenated to a 2D hyperspectral
panorama image.

it is desirable to achieve such a calibration online on demand without the need for external
markers. To solve this, we developed a mobile laser scanning system that maps the data from
a hyperspectral line camera (PikaL) to a high resolution terrestrial laser scanner (Riegl VZ400i)
that can be calibrated instantly without having to place artificial markers. The robot setup is
shown in the left image of Fig. 3.3. To our knowledge, such an integrated setup is currently
unique. In this setup, the hyperspectral line camera is rotated in top of the Riegl laser scanner.
Since the the laser scanner delivers very precise angular measurements at a high frequency, it is
possible to associate each camera frame with a corresponding angle. Taking the rotation speed of
the scanner into account, it is possible to generate “hyperspectral panorama images” as sketched
in Fig. 3.3.
Our first approach was to use the standard OpenCV calibration algorithm with a checkerboard pattern to determine the extrinsic calibration against the scanner, however, OpenCV’s
pinhole camera model did not match the setup, since the rotating hyperspectral camera is effectively creating a cylindrical image [114]. Hence, we implemented a calibration pattern, which uses
a panoramic camera model [4]∗ . The panoramic calibration consists of three steps: projection
of the 3D laser points into a panoramic image plane that can be compared to the hyperspectral
data, computing a similarity metric using a mutual information approach, and extracting the
extrinsic parameters after an optimal match was found. An example of this matching process in
shown in Fig. 3.4. The left image shows a part of the generated panorama image. The image
in the middle shows the back projected intensity values of the 3D laser scanner using the current model parameters. The black areas are parts of the scene that are not visible by the laser
scanner. The matching process tries to maximize the similarity between the two images using
Normalized Mutual Information (NMI) [120].
NMI is an extension of the regular Mutual Information (MI) that attempts to remove dependency of regular MI on the total amount of information contained in both images, as this
dependency might cause MI to produce false global maxima where the overlap of both images is
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Figure 3.4: An excerpt of an panorama image generated with the hyperspectral line camera (left) and
the back-projection of intensity values of the 3D point with the current model parameters (middle). The
plot on the right displays the plot of the smoothed and regular target function under different rotations
κ.

small. NMI is computed from the Shannon entropies as follows:
N M I (M, N ) =

H (N ) + H (M )
,
H (M, N )

where
H (M ) = −

X

pM (m) log

m∈M

H (N ) = −

X

pN (n) log

n∈N

H (M, N ) = −

X X
m∈M n∈N

(3.1)

1
pM (m)

1
pN (n)

pM,N (m, n) log

(3.2)
1
pM,N (m, n)

are the individual and joint entropies. M, N are the discrete random variables, pM , pN is the
probability distribution over M and N , respectively, and pM,N is the joint probability distribution
of both variables. For image registration, the probability distributions pM , pN , and pM,N can be
approximated by a histogram of the intensity values measured by the camera and the measured
reflectance of the laser beams that were projected onto the image plane using the panoramic
camera model:
(
n
1 if x = k
1X
p̂ (X = k) =
φk (Xi ) , k ∈ [0, 255] , where φk (x) =
(3.3)
n
0
otherwise
i=1
Now, the objective function for the optimization problem can be defined as:
Θ̂ = arg max NMI (M, N ; Θ)
Θ

(3.4)

which has its global maximum at the optimal parameters of the camera model.
This produces a nonlinear, non-convex objective function Θ̂ with many local maxima, as depicted in Fig. 3.4. Although this function is suitable for optimization, it would require expensive
algorithms like, e.g., particle swarm optimization [122] or simulated annealing to ensure robust
conversion.
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Method
Basic NMI (particle swarm)
Basic NMI GPU
NMI + smoothing (256 bins)
NMI + smoothing (16 bins)
GPU implementation

1 Scan

5 Scans

10 Scans

6.3 h
498.63 s
342.48 s
545.77 s
19.87 s

20 h
2342.76 s
1777.93 s
2383.72 s
117.62 s

40 h
4358.91 s
3631.66 s
4271.45 s
143.39 s

Table 3.3: Run times of the different approaches for one calibration on a CPU
and on the GPU implementation.

To enable fast optimization, the objective function Θ̂ has to be smoothed. Analysis shows
that the non-convex behavior is mainly caused by the histogram approximation of the probability
distributions, which suffers from a high mean-squared error (MSE). Smoothing Θ̂ aims at reducing the MSE, which can be achieved by various means. A common approach is to smooth the
histograms by using a continuous interpolation method, e.g., kernel density estimation (KDE)
or B-Splines, for approximating the probability distributions [101, 147]. This smooths the objective function and makes the target function differentiable, enabling to use efficient robust
gradient-descent-based optimization algorithms. In our approach, we use a Gaussian filter on
the projected images at the borders of objects, which are produced by distant points in the laser
scan with potentially very different reflectance values or with no corresponding scan points at all
due to the transformation. This in turn smooths the distribution differences in the computed histograms between consecutive iterations resulting in a smoother target function, as shown in the
right image of Fig. 3.4. Here the regular and smoothed target functions for one of the rotational
parameters κ are shown. The smoothed function only has one global maximum the corresponds
to one of the maxima of the regular function.
Optimization on this smoothed target function was done using a particle swarm optimization
algorithm [78] and implemented on a GPU to speed up the computations. The resulting times
for CPU and GPU-based optimization with different number of bins in the used input histograms
are shown in Tab. 3.3.
Obviously, the CPU version without smoothing of the objective function is not feasible due
to high run time. Smoothing and reduction of the histogram size decreased the run time significantly due to the Nelder-Mead optimization, requiring significantly less evaluations of the
target function. Note that the CPU version using the full 256 bins converged faster than the
solution using 16 bins, but did so on a local maximum only. The GPU implementation is much
faster, converging to the global maximum in just under 20 s for a single scan. It is fast enough
to provide a fast calibration of the camera in the field at high resolutions.
Since there are no reference data sets for this novel technology, we created a reference data set
in the Botanical Garden of the University of Osnabrück [12]∗ and defined a HDF5 file structure
to efficiently store and access the collected data. A description and evaluation of the HDF5
structure is given in Chapter 3.2.1. The reference data set consists of 16 hyperspectral laser
scans and covers an area of approximately 70 × 75 m. Each 3D laser scan was taken with a field
of view of 360 × 100◦ with an horizontal and vertical angular resolution of 0.05◦ , resulting in
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Figure 3.5: Visualizations of the Botanical Garden data set. The top row shows renderings of the
spectral intensities at 400 nm (left), 600 nm (middle) and 800 nm (right). The lower row shows an overview
of the whole data set with RGB annotations (left) and normalized NDVI values (right); the gravel
pathways clearly stick out in the NDVI representation.

approximately 70 million points per scan. For each scan position, we collected the full spectral
data in 150 buckets between 400 nm and 1000 nm. Additionally, we took 5 24-megapixel RGB
images per scan for RGB annotation. The total amount of collected raw data sums up to 45 GB
for this relatively small area. The single scans were automatically registered based on the GPS
pose estimations provided by the Riegl laser scanner and the robots odometry using slam6d4 .
Fig. 3.5 shows exemplary 3D views on the data set with different modalities. The top row
shows renderings of the same scenes with annotated spectral intensities at wavelengths of 400, 600
and 800 nm respectively. For rendering, the measured intensities were normalized and mapped
to an blue to red color gradient, visualizing the different intensity distributions at different
wavelengths. The pictures in the bottom row show overview renderings of the whole data set
with RGB annotation (left) and mapped NDVI (Normalized Difference Vegetation Index) values. The NDVI highlights regions that are covered with living plants. Human-made inorganic
structures like pathways are clearly distinguishable in this representation. We added this picture
to demonstrate the potential of the combination of hyperspectral and spatial information for
robotic applications. Especially for semantic classification, the use of such sensor combinations
seems to be extremely beneficial, particularly in combination with methods from remote sensing,
4

www.slam6d.sourceforge.net
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where classification of hyperspectral images is an established discipline. Note, that the spectral
intensities of the different scans have not been normalized yet. This task would require a reference spectrum. Due to the rotating camera in our setup, acquiring such a spectrum is difficult,
since it is only valid for small variations of the camera’s field of view.

3.1.3

Large Scale Mapping with Kinect Fusion

Publications summarized in this section:
• T. Igelbrink, T. Wiemann, and J. Hertzberg. Generating topologically consistent triangle
meshes from large scale kinect fusion. In 2015 European Conference on Mobile Robots
(ECMR), IEEE, Sep. 2015.
• T. Igelbrink, T. Wiemann, and J. Hertzberg. Online mesh optimization for large scale
kinectfusion meshes. IFAC-PapersOnLine, 49(15):126–131, 2016. 9th IFAC Symposium
on Intelligent Autonomous Vehicles IAV 2016.
• A. Mock, T. Wiemann, D. Borrmann, T. Igelbrink, and J. Hertzberg. Real time texture
generation in optimized large-scale polygon meshes with kinectfusion. In Proceedings of
ISR 2016: 47st International Symposium on Robotics, June 2016.
An alternative mapping method especially tailored for RGB-D cameras is Kinect Fusion [74].
It uses a so called “Projective ICP” approach with filtering and re-sampling to fuse the noise
depth frames of such cameras smoothly into a TSDF volume of fixed size. A TSDF volume
is a three dimensional array that stores a signed distance value in each voxel that encodes the
relative distance to a scanned surface. To avoid ambiguities, the values are truncated to a fixed
amplitude, hence TSDF. Using Marching Cubes, such volumes can be polygonalized in real
time on a GPU. The limitation to a fixed volume was overcome with the Kintinuous algorithm
presented by Whelen et al. [135], which shifts the internal TSDF representations as soon as the
camera leaves the allocated volume.
The main drawback of this approach is that it produces redundant vertices in the reconstructions and inconsistent triangle orientations, which makes further processing for robotic applications problematic, since these redundancies have to be filtered out to get topologically sound
triangle meshes. In [5]∗ , we presented an approach to generate topologically correct triangle
meshes directly with KinectFusion. We introduced a hashing-based method to correct these issues directly while computing the meshes and compared the topological soundness of our method
with the original Kintinuous implementation and the Kinect Fusion Large scale implementation
in PCL [112].
Our implementation is based on the freely available Kinect Fusion implementation by Anatoly
Baksheev that allows to stream the TSDF-values directly from the GPU to the CPU of the host
system. Here, we integrate to TSDF data into a hashing-based grid structure that allows to
identify redundant vertices in constant time. In this voxel grid, each cell C can be accessed via
three indices i, j and k that represent the position of a cell within the three dimensional grid.
The cells within the grid are managed in a hash map with an unambiguous hash function H:
H(i, j, k) = i · dimx · dimy + j · dimy + k
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Figure 3.6: Searching for redundant vertices within the hash grid. The green edge is shared with three
adjacent cells. Vertex e12 might have been already generated on one of the red edges and should be
reused is possible (left). These relations are encoded in a look-up table (right).

The constants dimx and dimy are the maximal possible indices in the corresponding direction.
They are determined by the axes parallel bounding box of the input data and the chosen voxel
size d:
xmax − xmin
e
d
ymax − ymin
e
dimy = d
d

dimx = d

xmax , xmin etc. are the highest occurring coordinate values in the respective dimension. To
ensure that all cell indices are positive, we shift the coordinate system by to the local origin:
i=b

x − xmin
c
d

The same calculations apply for j and k using the y and z coordinates. Using these unique indices
each cell of the extracted TSDF representation can be integrated into the grid. The main benefit
of using this indexed representation is that adjacent cells of a cell Ci,j,k can be found easily by
increasing or decreasing the cell indices without storing pointers or references. In C++, elements
stored in hash maps can be found in constant time at the cost of a small memory overhead, but
this is negligible compared to the overhead of storing pointers to all 26 possible neighborhood
relations of a single cell.
To find redundant vertices in the reconstruction process we exploit the properties of the hash
grid structure to find adjacent neighbor cells. Marching Cubes uses a pre-computed lookup-table
to determine which vertices located on the cell boundaries are used for reconstruction. In our
implementation we use the numbering proposed in the original paper. The search for redundant
vertices is displayed in Fig. 3.6. In the example the triangle vertex e12 on the green edge is used
in a triangle definition. This vertex may have been already generated when a cell that shares
the green edge with the current cell was evaluated. In this example the possible candidates
are displayed with red edges. To find appropriate vertices, their indexing has to be considered.
Vertex e12 is called e11 in the right cell and e10 respectively e9 in the cells above.
To encode these relations we use a lookup table that encodes, for each of the 12 possible
vertices of a cell, which adjacent cell may have already created it as well as the corresponding
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Figure 3.7: Volume shifting process and extracted slice (red) and the implemented processing pipeline.

index of this vertex in that cell. The neighborhood relation is stored by providing the relative
indices of a neighbor cell candidate. The entries in the lookup table are consequently quadruples
that store these relative indices and the corresponding vertex number. An extract of this table
is displayed in the right part of Fig. 3.6. Each line in the table encodes the neighbor search
information for one of the 12 vertices in each cell in 3 quadruples. In the presented example,
the first line encodes that v0 can be found by looking up v4 in cell Ci,j,k+1 , v6 in Ci,j−1,k+1 or
v2 in Ci,j,k−1 . Such precomputed neighborhood encoding can be determined for all 12 possible
vertex positions. In our implementation they are used directly in Marching Cubes to determine
if a vertex is already present in the triangle mesh.
The part of the TSDF volume which is shifted out of scope by ux , uy , uz is called a slice
and downloaded to main system memory. Once the slice is copied to main memory, the GPU
values are cleared and filled with new data. After shifts, the Marching Cubes reconstruction on
the hash grid is performed asynchronously to unlock the TSDF volume as quickly as possible
to ensure that the GPU based tracking and integration algorithm can continue with minimal
interruption. This process is sketched in Fig. 3.7.
Exemplary results of our approach are shown in Fig. 3.8. Tab. 3.4 compares the topological
measures of our reconstructions with meshes generated with the freely available implementations
in PCL and the original Kintinuous implementation. The results show that our implementation
produces no redundant vertices and faces and is free of topological errors like T-vertices or
incorrectly oriented faces, which are responsible for the rendering artifacts evident in the bottom
images of Fig. 3.8.
Although our approach improved the topological correctness of the computed reconstructions significantly, the generated meshes still show many redundant triangles on planar surfaces.
In [140], we presented an approach for mesh reduction on planar surfaces, that clusters planar
regions and then re-triangulates their boundaries with larger triangles using OpenGL’s tesselator. In [6]∗ , we integrated this approach into the KinectFusion implementation described above
and called it LVR-KinFu.
As before, the KinectFusion Large Scale implementation runs on the GPU and downloads
the slices to the host system. Here, an extended processing pipeline fuses and optimizes the new
data on the fly. The main problem is the identification of what we call Merge Cells and Merge
Vertices. Merge Cells are edge cells of the slice and are used for merging the slice into the global
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Figure 3.8: The evaluated data sets “Tea Kitchen” (left) and “Laboratory” (right). The pictures demonstrates rendering artifacts due to incorrect triangle orientations in generated with Kintinuous (bottom)
compared to correctly oriented faces generated with our approach (top).

representation, Merge Vertices are vertices on the boundaries of the slices. Given a slice S with
the dimensions is , js and ks , its global alignment offsets ∆i, ∆j and ∆k, and the voxel grid cells
of the slice C(i, j, k), the set of Merge Cells F is defined as:
F = {ci,j,k ∈ C|i ∈ {∆i, is } ∨ j ∈ {∆j, js } ∨ k ∈ {∆k, ks }}
Because of the topologically correct reconstruction, the identified vertices are unique. Based
on these vertices and the Merge Vertices from the last slice St−1 , the LVR-KinFu reconstruction
algorithm is capable of merging the two slices seamlessly together to in an iteratively growing
mesh. In this growing mesh, only completely reconstructed planes are reduced. To detect these
finished planes, we iteratively cluster a planar region, until its contour contains no further Merge
Vertices. After reduction, such cluster is then removed from a list of active clusters and integrated
into the final, reduced mesh. This process is illustrated schematically in Fig. 3.9. Here, a table
with a monitor on top is reconstructed. The red box shows the active reconstruction volume,
merge vertices are indicated by red dots. In the fist picture, the volume was shifted after the part
of the table with monitor was scanned and reconstructed. The table surface is only partially
reconstructed, as it contains Merge Vertices, in contrast to the screen of the monitor. After
next volume switch (middle), the table surface is complete and the monitor surface has already
been reduced. After this final switch, the complete area was seen and all planar surfaces have
been reduced. To evaluate our procedure, we compared the size of the computed meshes, their
topological properties and accuracy of the available algorithms on different data sets. Exemplary
results are given in Tag. 3.5. After fusion of planar faces, the size of the generated reconstructions
decreases drastically at the cost of a small error in precision as reported by CloudCompare.
However, these errors are still well below the distance accuracy of the sensor and can therefore
be neglected.
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Table 3.4: Results of the topological analysis of the generated meshes and file sizes in MB in binary
PLY format.
Tea Kitchen
Method

Kintinuos

Number of Vertices
Number of Faces
Duplicate Vertices
Duplicate Faces
Unreferenced Vertices
T-Vertices
File size

PC Lab

PCL

LVR-KinFu

479 800 2 812 240
944 936
932 384
1 687 1 932 436
410
840
6 030
201
62 026
10 213
20.2
32.4

516 253
977 027
0
0
0
0
22.2

Kintinuos

PCL

LVR-KinFu

3 444 219 6 542 497
1 342 211 8 456 122
8 218 3 253 075
3 200
3 789
33 561
1 456
263 735
83 587
78.9
111.5

1 707 305
3 125 305
0
0
0
0
72.5

Figure 3.9: Online planar surface optimization

The next logical step after planar clustering into the KinectFusion pipeline is to fuse the
RGB information from the camera with the generated polygonal models in the form of bitmap
textures. Such textures add an additional modality to the polygonal models and allow to fuse
visual features with 3D geometry. One approach to generate such textures was presented in [117].
Here, the authors merge a visual SLAM method with depth image processing. In this work
the authors concentrated on the accuracy of the visual SLAM approach and did not reduce the
reconstructed models. As our algorithm already clusters planar regions, we extended our pipeline
with a re-projection step, that allows to map the RGB images from the used RGB-D camera to
the polygonal models. The resulting algorithm was presented in [7]∗ .
The texture generation procedure consists of three steps. First, an optimal local coordinate
system for the texture pixels is determined. It is chosen such that a maximum overlap of the
virtual coordinates and the extracted plane is ensured. In this 2D plane, oriented in 3D space,
a set of points on the reconstructed surface is sampled. Second, these reference points are used
to compute the homography between the planar surface and the camera’s image plane using the
internal calibration and the external tracking from KinectFusion. Third, the RGB-values from
pixels that can be projected from the camera to the reconstructed scene are copied to a texture
bitmap for this plane that is aligned according to the chosen coordinate system (virtual texture).
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Table 3.5: Comparsism of topological and accuracy analysis of the original implementations and the
include d online reduction (distances in m and file sizes in MB).

Metric

Kintinuos

PCL

LVR-KinFu

Online Optimization

Number of Vertices
Number of Faces
Duplicate Vertices
Duplicate Faces
Unreferenced Vertices
T-Vertices
Accuracy/Deviation
File size

1 577 064
2 904 135
32 476
1 704
29 786
212 378
0.0/0.001
63.0

10 376 748
3 458 916
8 643 773
609
899
61 275
0.0003/0.024
211.0

1 435 311
2 720 008
0
0
0
0
0.0001/0.008
58.3

427 346
646 581
0
0
0
10 234
0.0011/0.012
12.9

Determining the optimal local coordinate system is non-trivial. In principle, the orientation
could be determined by a principal component analysis (PCA). However, since the principal axes
of the extracted polygons are often insignificant, PCA will often deliver unsatisfying results. In
our approach, we rotate the main coordinate axes in small steps (e.g., 1◦ ) and then compute
the area of overlap between polygon and minimum bounding box in the rotated system. The
so-determined maximum is then used as the local reference system.
Every valid virtual pixel in the planar 3D coordinate system now corresponds to a pixel in
the 2D system of the camera’s image plane. To compute rectified images for texturing, we need
to find the transformation matrix that projects the RGB values of the camera to the current
plane, i.e., we need a matrix that projects every 2D position in the camera image plane to the
corresponding virtual 3D pixel position in the reference coordinate system of the current plane.
So the problem boils down to finding the perspective transformation between two sets of pixels.
This homography H between the pixels (x, y) and (x0 , y 0 ) in the two planes can be computed by
minimizing the following error term E for the matrix entries h in H via RANSAC:

X
h11 xi + h12 yi + h13 2
0
E=
xi −
h31 xi + h32 yi + h33
i
(3.5)


X
h21 xi + h22 yi + h23 2
0
+
yi −
h31 xi + h32 yi + h33
i

Using H, the camera image is then projected into a 2D bucket-array that captures the bitmap
texture aligned along the local coordinate system of the current plane. Due to the perspective
projection encoded in H, the image is distorted as if the plane was seen from a perpendicular
view as needed for textured rendering.
Usually, a scene can not be captured with a single view. Hence, the camera is moved around
and the single frames are integrated into the global reconstruction. In this process, it may
happen that areas of an already reconstructed part of the environment are seen again from a
different perspective. To minimize the distortions in the generated textures and increase their
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Figure 3.10: Comparism of texture quality between LVR’s KinectFusion implementation (left) and PCL
KinectFusion Large Scale (right).

quality, we prefer images that were taken from a large angle, i.e., preferably perpendicular, to
the extracted planes. Hence we implemented an algorithm that takes the relative position of
the camera towards a plane into account. If a part of a texture is seen from a larger angle than
before, the corresponding parts of it are overwritten with pixel data from the current point of
view.
We evaluated our approach against the existing texturing algorithm in PCL’s KinectFusion
implementation. Some results are shown in Fig. 3.10. Here, our simple camera angle heuristic
reduces the number of mismatched RGB values in the reconstruction noticeably and show less
distortions than the model generated with PCL.

3.1.4

Generating Pattern Textures

Publication summarized in this section:
• K. Rinnewitz, T. Wiemann, K. Lingemann, and J. Hertzberg. Automatic creation and
appli- cation of texture patterns to 3d polygon maps. In 2013 IEEE/RSJ International
Conference on Intelligent Robots and Systems (IROS), IEEE, 2013.
One problem when using textures in polygonal meshes is the memory consumption for large
textures. To reduce the amount of memory needed, a typical approach is to exploit regularities
that occur in human made environments. A typical example is a wall, textured by a repeated
image of a few bricks. Another way of reducing the amount of texture data is to find instances
of objects with the same, not necessarily patterned, texture, and to reuse previously generated
textures. In [10]∗ , we presented an approach to organized textures in a data base to re-use them if
possible and extract suitable patterns to optimize their size. These methods were not developed
specifically for KinectFusion but for handling high resolution images that are acquired with a
terrestrial laser scanner.
In the first step an initial bitmap for a polygon is computed is described in the previous
section. This image is compared with the images stored in a texture database for the current
model. To speed up the matching process, we also store SURF features for each image in the
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database. If a matching texture is found in the data base, it is applied to the current polygon. If
not, the bitmap is analyzed to detect patterns. If a periodic pattern is detected, the corresponding
pattern bitmap is extracted and added to the database, otherwise the initial pattern is stored. If
different data sets from the same environment are reconstructed, the produced databases can be
reused. In the same way, precomputed standard textures can be applied to the reconstruction.
The main problems to be solved with this approach are the comparison of existing textures
and the detection and extraction of existing patterns. Texture analysis has been an extensive
field of research since the late 1950’s. A commonly used method to determine the similarity of
the images is cross correlation [77]. A survey of different image matching approaches is given
in [87]. An approach to extract patterns from images was presented in [105]. Our work extends
this approach to make it more robust via testing the extracted pattern textures against the initial
bitmaps.
Our approach combines three techniques: Color histogram based correlation, cross correlation
and feature based matching. Histogram based matching is fast, but has a high rate of false
positive detections. Cross correlation delivers good results and can be computed fast in frequency
space, but it is very sensible to the right separation threshold. Feature based matching delivers
the best results, but is comparatively slow. To find a suitable compromise between accuracy and
computation speed we choose the following approach: (1) filter out candidates that definitely
do not match using Color Coherence Vectors (CCV) [104], exploiting the fact that this method
detects mismatching images safely. (2) Instances of already detected patterns within the textures
are detected using cross correlation. (3) The remaining images are matched using SURF features
and SIFT descriptors.
Histogram based matching counts for each color channel the number of occurrences of a given
value h(f ), f ∈ [0, 255]. The matching score d between two images is defined naively as
d=

X

|hr1 (f ) − hr2 (f )| +

f

X
f

|hg1 (f ) − hg2 (f )| +

X

|hb1 (f ) − hb2 (f )|.

f

One problem when using histogram based approaches to match images is that quite different
distributions of pixel values can result in identical histograms. An approach for solving this
problem is to consider the connectivity in images as well, storing for each color histogram entry
(r, g, b) in the variable αf how often a color is present in large blobs with size ≥ s, and likewise
in βf the number of occurrences in blobs of size < s, cf. [104]. The matching score is then refined
as:
d=

X

+

X

+

X


r
r
r
r
|αf,1
/N1 − αf.2
/N2 | + |βf,1
/N1 − βf,2
/N2 |

f


g
g
g
g
|αf,1
/N1 − αf,2
/N2 | + |βf,1
/N1 − βf,2
/N2 |

f


b
b
b
b
|αf,1
/N1 − αf,2
/N2 | + |βf,1
/N1 − βf,2
/N2 | ,

f

for two images of size N1 and N2 , and their respective values of α and β for each r, g, b value.
This normalized formulation further enables us to compare two images of different size.
After images that are obviously dissimilar are rejected based on CCV-matching, we test if
an already detected and archived pattern is present in the current texture bitmap. Patterns are
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detected using cross correlation, defined as
P
(I1 (i) − I¯1 ) · (I2 (i − d) − I¯2 )
qP
c(d) = qP i
2·
¯
¯ 2
(I
(i)
−
I
)
1
i 1
i (I2 (i − d) − I2 )
for two gray scale images I1 and I2 with mean gray values of I¯1 and I¯2 . The idea is to move the
pattern candidate with different offsets d over the current data image. If two images match well at
a certain position, the products create high values, which sum up to a high correlation value. The
denominator ensures normalization. The computation of the cross correlation has to be evaluated
for every picture in the database and cannot be precomputed. The naive implementation is
expensive. Fortunately, performing the operation in frequency space via Fast Fourier Transform
is quick, so there is no critical performance issue with this approach.
In addition to the cross correlation test, we integrated feature based matching using the SURF
implementation of OpenCV. Feature based matching works well under constant light conditions
and in rich-textured environments with many detectable features. Consequently it will fail in
featureless areas. Thus, the feature matching step mainly enhances the matching score for reuse
of distinctive textures. A high matching score of cross correlation and feature analysis indicates
a high probability of a positive match.
To extract patterns from a given bitmap we have to answer two questions: Is there a pattern
in this image, and if so, what is the optimal cut to create a texture that reproduces the pattern
correctly? For pattern detection we use auto correlation. The auto correlation ρ(d) of a gray
scale image I with Nx × Ny = N pixels is basically a convolution of the image with itself:
PN −1
ρ(d) =

i=0

¯ · (I(i − d) − I)
¯
(I(i) − I)
PN −1
¯2
i=0 (I(i) − I)

with d = y · Nx + x for a pixel (x, y) in I. To detect patterns in x and y direction we examine
the summed correlation values in ρx and ρy :
Ny −1

ρx (x) =

X
y=0

ρ(x, y)

and

ρy (y) =

NX
x −1

ρ(x, y).

x=0

Two examples of summed correlation values for a periodic and non-periodic image are shown
in Fig. 3.11. As one can see, the functions are symmetric and show peaks at high correlation
points. As expected, the periodic image shows more and higher peaks than the non-periodic
image. For each significant peak, i.e., relative distance and amplitude to the next peak are high,
we extract the pattern that is defined by the image coordinates of the detected peaks. To identify
the best matching pattern, we cross correlate each candidate with the original image and choose
the one with the best matching score. The main advantage is that cross correlation favors small
patterns, which is desired here.
We quantitatively evaluated our approach on data sets of different quality (Riegl laser scanner
vs. Kinect). Screen shots from renderings of the reconstructions are given in Fig 3.12 for the Riegl
data set (a) and the Kinect point cloud (b). The first rows of the two subfigures compare the
visual quality of the reconstructions with and without pattern extraction and matching. Areas
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Table 3.6: Results for pattern extraction and texture reuse.

Non-Patterns
Patterns
Compression
Data set # Planes Gen. Matched Gen. Matched False (before/after)
Artificial
Kinect
Church

6
90
349

1
12
171

1
55
11

(a)

2
10
167

2
13
0

0
3
9

0.8 / 0.3 MB
12.1 / 2.3 MB
28.0 / 2.9 MB

(b)

Figure 3.11: Summed horizontal correlation values for a periodic (a) and non periodic image (b) for
horizontal auto-correlation.

with substantial visual differences are marked by yellow circles. The second rows show detail
shots from the reconstructions where extracted patterns were used. The borders of the patterns
are indicated with solid lines, the area where the repeated texture is used is marked dashed.
The overall visual appearance is very similar, although unpropitious pattern extractions and
wrong matches appear (marked with yellow circles). Generally the pattern extraction works well.
Especially the extraction of the pattern for the houses in the city data set and the blackboards
in the Kinect data sets reduce the amount of needed pixel data significantly (cf. Table 3.6).

3.1.5

Large Scale Surface Reconstruction from 3D Laser Scans

Publications summarized in this section:
• T. Wiemann, M. Mrozinski, D. Feldschnieders, K. Lingemann, and J. Hertzberg. Data
handling in large-scale surface reconstruction. In E. Menegatti, N. Michael, K. Berns,
and H. Yamaguchi, editors, Intelligent Autonomous Systems 13. Springer International
Publishing, 2016.
• T. Wiemann and I. Mitschke. Verteilte Oberflächenrekonstruktion aus 3D Punktwolken.
avn – Allgemeine Vermessungs-Nachrichten, 125(3):11–20, February 2018.
• T. Wiemann, I. Mitschke, A. Mock, and J. Hertzberg. Surface reconstruction from arbitrarily large point clouds. In 2018 Second IEEE International Conference on Robotic
Computing (IRC), Jan 2018.
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(a) Experimental results for the church data set.

(b) Experimental results for the Kinect data set.

Figure 3.12: Comparison of the initial and optimized reconstruction (first rows) for the evaluated
real-life data sets. Detailed views of extracted patterns are given in the second rows.
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Figure 3.13: Comparism of the memory consumption for a high resolution laser scan (18 million points)
and a laser scan taken with a tilted laser scanner.

The KinectFusion-based methods presented in the previous sections are specially tailored for
integration frames from depth-cameras and strongly rely on the ordered structure of the stream
of depth low resolution images. For unordered, high resolution point clouds from terrestrial
laser scanners, these methods cannot be used directly. Although one could argue that the backprojection of point clouds into image structures described in the literature [72] could be applied,
terrestrial scans are usually taken from a small number of scan positions with relatively large
positional offset. Hence, for such data other methods are needed to create maps of large scale
environments.
When reconstructing large areas with Marching Cubes from terrestrial data, two main bottlenecks become apparent: the time needed for normal estimation on large point clouds to represent
a signed distance function [69, 100] and the memory required to hold a 3D voxel representation in
working memory. In [16]∗ we presented an optimized octree implementation and an distributed
normal estimation approach to reduce the memory overhead and computed surface normals on
a cluster computer via the messing passing interface (MPI) [133]. In this paper, we relied on a
MPI master node that reconstructs the polygonal map and a set of helper nodes, i.e., a number
of computers in a local network, that are used to compute the normal data in parallel before the
actual reconstruction is performed.
To reduce the memory footprint during reconstruction, we enhanced the octree structure
proposed by Elseberg et al. [53] and implemented the functionality to search for adjacent leafs
to make it compatible with LVR’s hash-based grid. In addition, we added functionality to allow
thread-parallel surface reconstruction. The first problem can be solved by exploiting the encoding
presented in [53]: Each node contains a bit pattern that encodes whether a child exists and, if
it does, whether it is a leaf. Every bit refers to a sub-octant with known relative position. A
look-up table encodes for each leaf, where (i.e., in which child of the current leaf’s parent node)
to search for an existing neighbor. For parallel reconstruction, every child node in the octree is
evaluated in parallel. Since the number of leaves is usually high, we use a thread pool pattern
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Figure 3.14: Comparism of reconstruction run time on a SICK LMS laser scan between hash grid (left)
and octree (right) for different voxel sizes in parallel reconstruction with multiple threads.

Figure 3.15: Examples of data packages created from the kD tree (yellow). All consist of a similar
number of points. Left: Region with low point density. Middle: Region with high point density. Right:
Points highly distributed within the chunk.

the reduce thread generation and termination overhead. With these extensions, we were able
to achieve comparable run time performance to the hash-based approach whilst reducing the
memory overhead significantly as the evaluation in Fig. 3.13 demonstrates.
Here, we tested the two reconstruction methods on two different data sets: A high resolution
laser scan consisting of 18 million points and a laser scan taken with a tilting SICK laser scanner
with about 300.000 points. As the worst-case amount of memory needed theoretically increases
cubically with the resolution, we varied the voxel sizes in the evaluation, to demonstrate the
efficiency of our data structures. For relevant voxel sizes between 5 cm and 10 cm the octree
reconstruction saves about one third of total memory compared to the hash grid. Interestingly,
for lower voxel sizes the memory consumption is nearly constant, with the octree needing more
memory than the hash grid. This is due to the static internal data structures that are needed
to manage the tree linking or the hash table respectively. For high resolution reconstructions
the memory overhead becomes negligible and the octree-based reconstruction outperforms the
hash-based one in terms of memory consumption at cost of run time, as shown in Fig. 3.14.
For large-scale normal estimation, we developed an approach to divide point clouds into
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Figure 3.16: Run-time and normal quality evaluation for distributed normal calculation implemented
with OpenMPI.

chunks of equal size and sent them to worker nodes (processes on the same computer or in a
local network) via MPI. Here, the main challenge is to generate the data packages that are sent
to the clients. We implemented a subdivision based on kD trees with a custom split rule to
sub-divide a leaf alternately along the longest mean axes of the point coordinates if a maximum
number of points is reached. The maximum point criterion ensures that most chunks are filled
up to the predefined chunk size. The alternating split along the mean axes ensures that points
are clustered locally, which is required for normal estimation. To prevent splits that may produce
undesirable point configurations, e.g., leafs with too few points or too low local density, we try
to detect such configurations by analyzing the shape of regions covered by the leaf points. If the
bounding box of the stored points becomes too narrow, we shift the split axis until a reasonable
density and point distribution is found. Some examples of the resulting local packages are shown
in Fig. 3.15. The computation times and normal quality evaluations are shown in Fig. 3.16. The
error distribution shows that the deviation of normals computed with the distributed approach
delivers comparable results to the original, locally computed normals.
The main drawback of these approaches are that the final reconstruction is still done on the
main MPI node. The reduction of memory overhead helps to scale up the reconstructible volume,
but does not scale to indefinitely large environments. We solved this problem by also distributing
the signed distance function calculation and the mesh generation via MPI. Additionally, we implemented an GPU-accelerated kd-tree based on [107] to further speed up the normal estimation
on computing nodes with GPU. The algorithmic details are described in [14]∗ . An extended
evaluation was published in [15]∗ . The idea is to use the hash-grid approach to generate a “meta
grid” that sub-divides the reconstruction volume into smaller grinds that are small enough to
fit to the RAM size of the used compute nodes. We further assume, that all nodes share a
common large file system (hard drive or mounted server volume). Disk space in this context is
not considered to be limited resource.
For partitioning, we define the chunk size in terms of multiples of the voxel size. Each chunk
is a memory-mapped file, in which the points that belong to this part of the input volume are
stored on the shared file system. The position of these serialized chunks in the global grid can be
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Figure 3.17: Partitioning of the global grid into chunks. The colors indicate the sub-volumes of 5 × 3 × 4
cells. The files representing data from the corresponding volumes are shown on the right.

encoded by the triple (i, j, k) of the “lowest” cell in the chunk, which is encoded into the name of
the generated file. To ease later interpolation at the borders of the generated chunks, the chunks
on the disk are partially overlapping. The scheme for chunk generation and global indexing is
sketched in Fig. 3.17.
In this example, the chunks have a size of 5 × 3 × 4 cells, indicated by the different colors,
and are overlapping by one cell. The generated files are shown on the right. The numbers in
the file name indicate the positions of the serialized volumes in the grid based on (i, j, k). The
file extensions define the type of stored data for this chunk, namely, the grid structure with
SDF values (.grid), the local triangle mesh (*.ply) and the corresponding parts of the point
cloud (.pcd). The size of the chunks can be chosen freely, but to minimize overhead from disk
reading and writing, one should see to generate chunks that maximize RAM usage on the slave
nodes to reduce the number of hard disk accesses. Apparently, the optimal chunk size depends on
the configuration of the used computer and can be adapted accordingly. Again, we use the fastlookup of the hash grid to avoid duplicate vertices. Since the position of each chunk within the
global grid can be derived from the file names of the chunks, it is possible to convert the indices
of the local grids into indices of the global grid. If the cell that requires lookup is outside the
local chunk, the corresponding chunk will be loaded from the hard drive and the respective cell is
searched in this chunk. To avoid unnecessary index transformations, all searches are performed
in global grid indexing.
Since the sub grids contain the corresponding points the point normals can be computed
locally either on the node’s CPU or a GPU. Depending on the node’s configuration, the data
flow is different, as depicted in Fig. 3.18. Without GPU, (Fig. 3.18a), the nodes perform all
operations: normal estimation, signed distances computation and mesh generation is performed
by the slave nodes and the global mesh is fused on the master node. If a node has a compatible
GPU (CUDA Device), the normal estimation step is delegated to the graphics card as depicted
in Fig. 3.18b.
The GPU-accelerated normal estimation is divided into kd-tree construction on the CPU
(host) of the slave node and normal estimation on the GPU (device). The point cloud partition
received from the data manager is used to generate a kd-tree. Usually, kd-trees are generated
recursively. However, the processors on a GPU, being optimized for stream processing, have
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(a) General reconstruction pipeline

(b) Data flow for GPU-based reconstruction

Figure 3.18: Data flow in large scale reconstruction with CPU nodes (a) and GPUs (b).

only limited computational capabilities. There is no execution stack, which prohibits recursive
function calls, so the kd-tree search has to be formulated without recursion.
To avoid recursive traversal, we use an array-based kd-tree. Such a representation using
the default median split rule would lead to a high memory overhead. Therefore, we use a leftbalanced kd-tree as described in [107]. In our case, we are searching for l-th smallest element
leading to a left-balanced kd-tree. This l can be determined for each subset of size N with the
split rule presented in Eq. 3.6. Each subset is split up on the l-th smallest element.
S = {2blog2 (N −1)c , n − 2blog2 (N −1)c−1 }
l = min s

(3.6)

∀s∈S

Afterwards, the constructed kd-tree and the point cloud are copied to the global memory of
the device in a linear array. Additionally, memory for the computed normals is allocated. We
implemented the GPU-accelerated normal estimation in CUDA and OpenCL. Both frameworks
use the concept of kernels to implement code that is executed in parallel on each computing
unit of the graphics card. Our normal estimation is divided into two kernels: the NormalEstimation-Kernel and the Normal-Interpolation-Kernel. First, normals are estimated with the
normal estimation kernel. Each computing unit takes one query point and looks it up in the
kd-tree stored in global memory. The approximated k nearest neighbors are found by traversing
through the kd-tree. The tree encoded in the array is traversed as follows: The index of the
parent node can be determined by iparent = b i−1
2 c. The index of the left and right child is given
by ilef t = 2 · i + 1 and iright = 2 · i + 2. Using these traversing rules, it is possible to search
for nearest neighbor points like in classical implementations. To estimate normals for these kneighborhoods, we use an iterative formulation of PCA that can be executed on the GPU. The
normal interpolation kernel then averages these initial normals with their nearest neighbors to
ensure smooth results. These normals are then inserted into the CPU pipeline described above.
With this approach, we are able to reconstruct large volumes on standard PCs (one core as
master and one slave per core) and cluster computers via MPI, as we do not have to keep all
data in a global RAM. With the presented distribution and load balancing approach, the process
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Figure 3.19: Comparison of run time for normal estimation on CPU and GPU (left) and memory trace
of the reconstruction process with chunking (LVR MPI) and without chunking (LVR).

has a more or less constant memory footprint, as the evaluation in Fig. 3.19 demonstrates. Although the LVR reconstruction finishes faster (end of the blue curve), it has a considerably larger
memory footprint. The reconstruction with chunking needs more time, but limits the memory
consumption. Note that the normal estimation evaluated in the left diagrams speeds up the
processing be several orders of magnitude when using a GPU. The memory tracing experiment
was done with the CPU-implementation for consistency. Integrating the GPU implementation
can obviously speed up the reconstruction significantly, but the speed-up is limited by the bandwidth of the storage used. A detailed evaluation of these effects is given in [15]∗ . To illustrate
the consistency of the reconstructions, some detailed views on a large scale mesh of Bremen’s
City Centre are shown Fig. 3.20.
With this line of work, we are finally able to generate polygonal meshes on city scale in
high resolution from terrestrial laser scans. Future work will include the integration of mesh
optimization methods to remove redundant triangles and implementation of frustum culling
based on the hash-grid structure to allow real time rendering of the scenes. Currently, with
standard software, rendering is only possible with very low frame rates. Also, an integration of
our texture mapping algorithm is pending.

3.2

Management and Deployment of Polygonal Maps

This subsection focuses on the deployment of polygonal maps in robotic applications. It describes
solutions for efficient storage of point clouds and the corresponding reconstructions.
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Figure 3.20: Exemplary reconstructions on the Bremen City data set with a voxel size of 5 cm. The
reconstructed volume has a size of approximately 300 m × 500 m × 300 m. All experiments were done on
a PC with Intel Core i7 850 processor and 16 GB RAM. For GPU evaluation, we used a Nvidia GeForce
GTX 750Ti with 2 GB RAM.

3.2.1

Storing and Distributing Large Scale Maps

Publications summarized in this section:
• T. Wiemann, F. Igelbrink, S. Pütz, and J. Hertzberg. A file structure and reference data
set for high resolution hyperspectral 3d point clouds. IFAC-PapersOnLine, 2019.
• S. Pütz and T. Wiemann. Tools for visualizing, annotating and storing triangle meshes in
ros and rviz. In 2019 European Conference on Mobile Robots (ECMR), IEEE, 2019.
• T. Wiemann, F. Igelbrink, S. Pütz, M. kl. Piening, S. Schupp, S. Hinderink, J. Vana, and
J. Hertzberg. Compressing ros sensor and geometry messages with draco. In 2019 IEEE
International Symposium on Safety, Security and Rescue Robotics (SSRR2019). IEEE,
2019.
When dealing with large-scale environment data, suitable ways of storing the gathered information consistently have to be found. For the sake of reproducibility and to make scientific
data publicly available, it is necessary to keep the association between the original data and
the derived representations intact. We evaluated several methods ranging from spatial data
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Figure 3.21: Proposed scheme for
distribution of large scale maps in
robotic applications. Static data is
stored in a persistence layer and promoted via interface nodes to application specific frameworks.

bases [47] to ROS bag files and data storage in dedicated directories. The first and straight
forward approach is to store the sensor data and derived maps into different files in a directory
structure. This kind of data storage has several drawbacks as we argued in [12]∗ : depending on
the configuration of the system, fusing data from different sources might result in large number
of generated files, if frames from all sensors are stored independently. Distributing such data
from a file system is generally not desirable. Compressing the data in a Zip file would solve
the problem of scattering, but uncompressing only parts is ineffective. ROS bags on the other
side allow to store the data as they were recorded in a single file and also allows to “replay” the
recording process, as all data is timestamped. However, ROS bags are problematic when the
files become too large and are specially tailored for ROS. For polygonal maps, spatial data bases
are apt candidates for storing the data. But the efficient association with the raw sensor data is
not possible, since such spatial databases are not optimized, for example, to handle large point
clouds. From our point of view, HDF5 [55] files overcome these drawbacks. We implemented an
interface that is compatible with common exchange formats in LVR and proposed a file structure
for our hyperspectral laser scanning system presented in Sec.3.1.2.
The HDF5 file format has several advantages over using directory structures. An HDF5
file has an internal structure similar to a file system consisting of groups (directories) and data
sets (files), allowing for flexible hierarchical storage of data. Additionally, the format supports
attaching meta data to each object. This makes it easy to store data of different modalities in
a self-explanatory format, as required for our data sets. More so, it allows for keeping related
data closely together, e.g., the meta data related to a data set is attached directly to it, rather
than being kept in a separate file. The HDF5 format is very flexible regarding data storage,
access and memory layout. As an alternative to storing a data set as a single continuous block
of memory, a chunked layout is available, where a data set is split into several, equally sized,
chunks, which are stored separately in the file. This significantly improves i/o performance while
working on subsets of the data, because not all data has to be loaded into memory. Storing the
data in a chunked layout allows for additional compression of a data set with multiple available
algorithms. The different memory layouts and the compression can be freely mixed within one
file, which allows for great flexibility.
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Figure 3.22: HDF5 file sizes of the Botanical Garden data set with different compression methods and
chunk sizes.

Our view on integrating HDF5 files into robotic framework is summarized in Fig. 3.21. The
HDF5 files holds the complete recorded static environment data and serves as a persistent storage. Via pre-processing nodes, the data can be pre-processed5 , e.g., to filter the data, do the
registration or compute suitable maps. These maps are added to the original data in the HDF5
files, keeping the desired association alive. On top of the HDF5 layer, we implemented an API,
that allows efficient addition and extraction of typical robotic data like images, laser scan data
and positional information. Via this low-level API, framework specific interface nodes that can
be used to propagate the static data into a specific framework.
In [12]∗ , we presented a proposal for a HDF5-structure and an evaluation of this format
using a reference data set recorded with our hyperspectral scanning system. Since HDF5 also
offers data compression, we evaluated compression rates, file creation time and data access time
using different data alignments within the stored data chunks. Exemplary results are shown in
Fig. 3.22 and Tab. 3.7.
Here, we evaluated the time to load a single scan position from a HDF5 file and compared
it to direct loading of raw data from a directory and a gzip-compressed directory. For the gzip
comparison, we extracted the compressed data to a separate directory and loaded the extracted
raw data. As expected, the access time for gziped data is significantly slower than direct data
access. Surprisingly, the HDF5 access is about 45% faster than direct reading of the individual
files. The high HDF5 reading performance can be explained with the internal chunking which
5
Depending on the view on the process, one could also argue that this a post-processing step, as it is done after
data collection. From an application-based view it is pre-processing, as the collected data has to be conditioned
appropriately for the desired application.
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Table 3.7: Comparison of creation and access times for a single scan position.

Representation

Creation Time

Access Time

Size

Directory
gzip
HDF5

n/a
4:33 min
4:41 min

52 s
68 s
32 s

2.1 GB
1.5 GB
1.6 GB

is optimized for fast data access. In directory access we store the singe hyperspectral channel
images in PNG files, which may produce reading overhead. Generally, this evaluation proves
that the use of HDF5 files is a good choice for permanent storage and fast access. The most
significant drawback here is the comparatively long time that is needed to generate the HDF5
files from the initial directory representation of the raw data.
To distribute the data from the persistence layer into robotic frameworks corresponding
interfaces have to be defined. To enhance the support of 3D polygonal data within ROS, we added
the missing infrastructure to represent and visualize such maps [8]∗6 . Currently, ROS focuses on
2D solutions [54, 90] or Octomaps [46, 71]. We implemented this missing infrastructure, which
is freely available in the Mesh Tools 7 bundle. The Mesh Tools contain interdependent packages
and tools to visualize and transform meshes and to make semantic annotations. The tools build
on top of our mesh_msgs message definitions for using such maps in ROS and offer access to
our HDF5 persistence layer.
The messages required to send meshes and corresponding attributes, e.g., textures, vertex
costs, face costs, colors or cluster labels from one node to another are defined in the sub-package
mesh_msgs. These message definitions are designed to be modular and aim to reduce possible
overheads resulting from duplicate definitions or unnecessary re-posts of already sent messages.
The dedicated ROS messages strictly divide between a mesh’s geometry, associated attributes,
material definitions, and texture information. The annotations and textures are linked to the
geometry via unique IDs (UUIDs). This structure enables passing the geometry without attributes to RViz and other nodes. This strict separation allows to design special nodes that can
add specific attributes afterwards to support bottom-up approaches for label generation. For
example, the user can design a node that computes the trafficability within a certain area based
on the received geometry. After computation – which may take some time – the calculated costs
can then be sent to other nodes in the form of attributes to the initial mesh without having to
send the geometry information again. Linking of the respective data is done via the UUIDs of
the mesh geometries. The layers can then be selected by the user and visualized independently
by coloring the corresponding costs via pre-defined color gradients.
The plug-ins for visualization and user-interaction are implemented using RViz’s plug-in
API. Since RViz internally uses OGRE 3D we had to stick to this library for rendering 3D
objects. Unfortunately, OGRE 3D’s performance is limited for large meshes. However, we
were able to implement the basic requirements within RViz with custom extensions to realize
different rendering modes, including lighting support, textured color materials and wireframe.
6
7

A video of the corresponding ROSCON talk is available online:https://vimeo.com/293617680
https://github.com/uos/mesh_tools
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(a) RViz TexturedMesh plugin display

(b) RViz Map3D plug-in display

(c) TextturedMesh RViz plug-in configuration panel

(d) Map3D RViz plug-in configuration panel
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Figure 3.23: The Mesh Tools RViz plug-ins TexturedMesh and Map3D configuration panels.

The supported modes are selectable based on availability in RViz’s tree view. In addition to
static rendering, we developed an interactive pose selection tool to allow setting poses in RViz on
the mesh surface. In this paper we used this feature to define goal poses for our path planning
example. Semantic information can be added via interactive labeling in the viewer.
Fig. 3.23c shows the TexturedMesh plug-in panel to configure topics and visualization parameters. The Display Type can be configured to Fixed Color, Vertex Color, Vertex Costs, or Texture.
Here, Vertex Costs is configured as Display Type and in the drop-down menu the roughness layer
is selected as Vertex Costs Type which results in displaying the roughness vertex costs using the
selected color scheme in the configured value limits. Some different configurations and layer cost
types are shown in Fig. 3.23b. It shows a typical outdoor environment mesh reconstructed from
a recorded point cloud from a top down viewpoint.
To further reduce the message sizes, we implemented an additional package, that uses Google’s
Draco library to compress the stored geometries [13]∗ . The aim of this work was to reduce the

Multi-modal 3D Polygon Maps for Semantic Mapping

40

CHAPTER 3. CONTRIBUTIONS

Table 3.8: Mean distance errors between original and compressed data and resulting Draco stream sizes
for different bit quantization levels as reported by Cloud Compare.
Dataset
Type

Building

Botanical

Bremen

Velodyne

Mesh

Mesh

Point cloud

Point cloud

Quant.

Dst. [m]

Size [kb]

Dst. [m]

Size [kb]

Dst. [m]

Size [kb]

Dst. [m]

Size [kb]

Off
Q5
Q10
Q15
Q20
Q25

0.000000
1.300922
0.007919
0.000004
0.000273
0.000199

70 278
38 848
40 698
45 253
50 626
55 635

0.000000
3.699721
0.030072
0.001503
0.000012
0.000056

98 685
3 343
5 914
17 113
32 412
47 436

0.000000
0.021085
0.006404
0.000200
0.000006
0.000001

171 296
4
974
20 932
43 377
65 820

0.000000
0.194819
0.005257
0.000177
0.000006
0.000001

301
1
22
69
116
163

data transfer within the framework to a minimum without compromising the encodes geometries.
In [49], Doumanoglou et al. presented an extensive evaluation of geometry compression libraries,
namely Google Draco [50], O3dgc [98], Corto [42], and OpenCTM [99] in the context of live
streaming of 3D geometry data. They came up with two interesting findings that inspired
the work presented in [13]∗ : First, Draco outperforms other libraries in scenarios with higher
latency, and second, Draco can also effectively include additional vertex attributes like normals
or colors. We exploited that fact to implement a transparent adapter message stack, that takes
our ROS messages, encodes them into a Draco data stream and decodes them back without
breaking the proposed interfaces. The evaluation (excerpt cf. 3.8) showed, that depending on the
application context, using our Draco integration might be a good approach to decrease network
traffic when bandwidth is limited. The experiments showed that with the right parameterization,
the compression is quasi lossless while reducing the amount of transmitted data significantly.
With the papers summarized in this subsection we established methods to efficiently store
large data sets and propagate them into ROS. The next subsection presents two application
examples, where polygonal maps are used for robot navigation.

3.2.2

Generating Navigation Maps from 3D Polygon Meshes

Publications summarized in this section:
• H. Deeken, T. Wiemann, K. Lingemann, and J. Hertzberg. Semap - a semantic environment
mapping framework. In 2015 European Conference on Mobile Robots (ECMR), IEEE, 2015.
• S. Pütz, T. Wiemann, J. Sprickerhof, and J. Hertzberg. 3d navigation mesh generation for
path planning in uneven terrain. IFAC-PapersOnLine, 49(15):212–217, 2016. 9th IFAC
Symposium on Intelligent Autonomous Vehicles IAV 2016.
A first and simple approach to generate navigation maps for ROS nodes from polygonal maps
was presented in [3]∗ . In this work, we created a conversion plug-in for projecting the environment geometry into 2D occupancy grid maps that comply with standard robot navigation
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Figure 3.24: Generating 2D navigation maps from semantically annotated 3D polygon maps.

and localization in ROS. The maps were generated from a semantically annotated 3D polygon
model, that was stored in a spatial database. The extracted maps may be augmented by semantic knowledge, e.g., by blocking the bounding boxes of un-navigable regions, like stairs or tables,
as shown in Fig. 3.24. By applying robot-dependent constraints during the extraction process,
we were able to create individual navigation maps for different robots and account for the 3D
configuration of a single robot by using and fusing several maps, cf. [47].
Of course, this simple example boils down to generating standard 2D grid maps from the
internal 3D model, but does neither extend existing path planning algorithms to 3D nor does it
make use of the full 3D model. To extend the state of the art in this direction, we presented
a graph-based method for path planning on 3D meshes in outdoor applications [9]∗ . Robots
operating outdoors like in rescue operations or exploration of unknown environments need to
cope with such uneven terrain and must still be able to find a path to their goal. Therefore, they
have to determine if something is a potential obstacle or if they can pass it, e.g., by traversing
over it. To reach the target, an estimation of the trafficability of the ground between the current
position and the goal pose is essential.
The components of our approach are shown in Fig. 3.25. The main input is a triangle mesh
from which a so called Navigation Mesh is generated and analyzed to estimate distances, height
differences, and roughness. If specific safety thresholds are violated, these areas will be marked
as lethal obstacles, since the robot must avoid them. Areas around such lethal obstacles are
inflated (marked as dangerous). The basic idea behind the Navigation Mesh is to reduce the
challenge of planning in uneven and rough terrain to a graph theoretical problem. We combined
the internal mesh structure with two different graphs, a vertex graph Gv and a triangle graph Gt ,
resulting in a Graph Half Edge Mesh structure. The underlying triangle mesh is represented by
a set of triangles F and a set of vertices or points P in 3D space. The vertex graph Gv = (Vv , Ev )
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Organized
Fast Mesh

Graph Half Edge Mesh
Generation

Obstacle Marking

Path Planning

Local Roughness
Cost Estimation

Obstacle Inflation

Local Robot Control

Local Height Difference
Cost Estimation

Graph Edge Region
Growing

LVR
PCL
...

Figure 3.25: Structure of our terrain classification approach. Triangle mesh representations are converted into a graph that is used for planning using navigation costs estimated for the represented terrain.

connects all vertices, which are connected by triangle edges in the mesh with Ev = {e(i,j) | i and
j ∈ f ∈ F }, forming a network of all vertices in the triangle mesh. The set of graph nodes
Vv corresponds to the set of vertices in the mesh. Similarly, the triangle graph Gt = (Vt , Et )
represents a network of mesh triangles with deg(v) ≤ 3 ∀ v ∈ Vt , since each triangle can have a
maximum of three triangle neighbors.
Within the graph, we encode various characteristics of the surfaces into several layers of navigation costs for all edges that are fused into a single cost function c(i,j) for each edge e(i,j) ∈ E
connecting the graph nodes i and j. The different cost functions depend on values like the
distance between two vertices or faces, the riskiness of accessing certain vertices or faces, and
the local roughness assigned to vertices or faces. Graph edge costs can be estimated by taking
distances or height differences into account. Graph node costs correspond to local roughness,
local height difference and riskiness. Riskiness expresses forbidden areas in a gradual way. Additionally, each triangle and vertex can be associated with a normal vector that can be included
in the computation of trafficability. In particular, these normal vectors are used to calculate
the local roughness for each vertex considering their respective local network. After fusing these
layers into a single cost function, we can apply standard graph search algorithms like Dijkstra’s
algorithm or A∗ for planning.
Some results are presented in Fig. 3.26. It shows pictures of two outdoor scenes together with
the computed roughness estimation, height difference map and fused values in a potential field.
The user-defined goal poses are marked with a white arrow, the planned paths are rendered in
black. The color coding shows the determined path costs for the different areas in a blue to red
rainbow color gradient, i.e., blue and violet colors correspond to low values, red colored regions
are areas with the highest path costs.
This approach produces reliable results in the evaluated environments. In the presented
paper, we concentrated roughness information derived from the 3D maps. Currently, we are
evaluating the potential field approach on “real” 3D data, i.e., models with overlapping structures
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Potential Field

Figure 3.26: Evaluation examples of the Navigation Mesh and its metrics. The left column shows a
picture of the scene, the right three columns present the classification results.

like multi story buildings or parking garages. The computed roughness values in some sense
already imply some very low-level semantics like “rough” and “steep”. These attributes are not
written back to the internal storage but are computed on demand by the planner. To combine
such semantic attributes with ontological background data, we developed a framework to handle
and derive such information. The respective publications are summarized in the next section.

3.3

Introducing 3D Polygon Maps in Semantic Mapping

This section summarizes the development of our semantic mapping framework SEMAP [1, 3]∗ .
The idea behind this framework is to manage and foster knowledge from 3D geometric information
encoded in polygonal meshes. The derived knowledge is associated with semantic background
knowledge consistently by using dedicated software components to store and manage the different data layers. In SEMAP, we use an enhanced PostGIS database to handle 3D geometries
and Apache JENA to model and query semantic knowledge. These different layers are queried
by a dedicated interface that maintains the internal representation and delegates the respective aspects of the given input to the appropriate storage component. Internally, we modeled a
domain-independent core ontology that can be easily extended to model domain specific knowledge. The next sections present the conceptual and technological foundations of SEMAP and
application examples in two different domains, namely a typical office scenario for mobile robots
and monitoring of agricultural processes.
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3.3.1

SEMAP - A Semantic Mapping Framework

Publications summarized in this section:
• H. Deeken, T. Wiemann, and J. Hertzberg. Grounding semantic maps in spatial databases.
Robotics and Autonomous Systems, 105:146–165, 2018.
• H. Deeken, T. Wiemann, K. Lingemann, and J. Hertzberg. Semap - a semantic environment
mapping framework. In 2015 European Conference on Mobile Robots (ECMR), IEEE, 2015.
A semantic map for a mobile robot has to combine semantic, topological and geometric information in a compact representation. These different types of information are required to solve
relevant problems like localization, path planning, 3D trajectory planning, task execution, object search, and more. Hence, semantic maps have to evolve from specially tailored task-specific
representations towards multi-purpose environment models that can be re-used in different applications and updated dynamically. One often desired, but seldom seen, property of mapping
frameworks is the dynamic generation of symbolic representations of qualitative spatial relations
between the mapped objects (qualification) [145]. Within SEMAP, we added this functionality
by implementing spatial operators as plug-ins to a PostGIS database that compute such relations
when objects are inserted, updated or on demand when triggered by the user. The relational
knowledge gathered this way is then inserted as factual knowledge into a dedicated knowledge
based system that allows to reason about the represented environment. The general structure of
our framework is shown in Fig. 3.27.
All geometric aspects are stored in a PostGIS database and describe the shapes and poses
of the individual objects in the environment. For articulated objects, their kinematic chains
and current joint configurations are represented as well. Additionally, the database maintains
relational links that connect geometric data sets to their complementary semantic descriptions
in a separate knowledge base with factual and conceptual environment information. For each
object class, a prototypical 3D model is added. Objects are then instantiated with individual
properties like pose and articulation. Spatial querying and analysis is done using spatial operators
implemented as PostGIS plug-ins using the computational geometry library SFCGAL.
The knowledge base uses description logics (DL) [20], featuring the classical separation into
a T-box for storing concept definitions including the taxonomy and an A-box for asserted facts.
We use a DL-based approach because the underlying ontological models can be constructed to
separate domain-independent and domain-dependent knowledge. This helps to make the core
components application-independent and extensible to different application domains. For that,
the T-box maintains a set of domain-independent ontologies that provide a semantic model of
the supported geometric types and encode how they can be combined to form objects and how
objects constitute an environment, whereas a domain-dependent ontology provides the necessary
vocabulary to describe knowledge about a certain application. Within the A-Box, the combined
ontological descriptions are used to store facts on individual instance in the environment. Such a
system can easily be paired with reasoning modules to enable rule-based inference on the stored
environment knowledge.
The communication with the PostGIS component is done using SQL-statements, the semantic engine is queried via SPARQL. The SEMAP framework then provides a query interface
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Figure 3.27: Scheme of SEMAP’s internal structure. Spatial and semantic knowledge are stored separately in dedicated components. A query interface handles access to the represented data and delivers it
to the application (here a ROS instance).

that translates into these languages and maintains the synchronization between both components. The implemented database schema of the PostGIS component is shown in Fig. 3.28. This
schema is roughly divided into three parts: the representation of object classes (red), individual object instances (blue), and their different geometric representations at different abstraction
levels (green).
To connect the geometric models in the database and the conceptual representation in the
ontology, the entity ObjectDescription has an attribute ObjectClass that maps the description in the database to one of the concepts in the ontology. To represent articulation, each
object class can consist of several Links and Joints that are connected in a kinematic chain. The
individual ObjectInstances have individual Names to have a readable label besides the internal ID, which is aligned with the semantic wrapper’s hasDbID property. To model articulation,
each object instance can represent individual JointInstancess that are linked to connecting
ObjectGeometries via JointConnections and LinkConnections that refer to the object
descriptions links and joints. The ObjectDescription entity represents the generic spatial
model of an object class that can be instantiated via the Instantiation relation. Since the
individual attributes are stored in the blue instantiation relations, geometries associated with
the object descriptions are re-used to prevent storing identical geometries multiple times.
The ontological model underlying an environment representation in SEMAP is comprised of
two parts: SEMAP’s core ontology, which is independent of any domain specific application and
a domain-specific ontology, which may be changed depending on the application (cf. Fig. 3.29).
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Figure 3.28: The database schema for representing the environment model. Explanations provided in
the text.
Operator
MinDistance
MaxDistance
WithinRange
FullyWithinRange
ShortestLine

2D Geometries

3D Geometries

3D TIN

3D Polyhedron

3/ m
3
3
3
3

3/ m
3
3
3
3

m
7
7
7
7

3/ m
3
3
3
3

3: native

PostGIS m: SFCGAL plugin 7: currently not implemented

Table 3.9: List of PostGIS’s metric spatial operators and the geometric primitives supported.

These concepts are closely related to the database layout of the PostGIS back end. The ontology
uses standards from the Open Geospatial Consortium (OGC), because these well-defined models
of geo-spatial data are in alignment with PostGIS’s data types, which were also defined by the
OGC. GeoSPARQL’s SpatialObject and the fundamental distinction between geometries and
features are integrated in SEMAP’s upper ontology. Here, the concept Geometry describes any
kind of spatial primitive and provides a semantic wrapper for all OGC data types and bridges
to the well known Simple Feature Ontology. SEMAP’s KB contains a corresponding instance
of a Geometry sub-concept, for every geometric primitive stored in SEMAP’s database. The
property semap:hasDbId is used to create an associative link between the geometric primitive
and its semantic wrapper.
PostGIS offers a number of metrical operators to measure the minimal and maximal distance
between geometries, to test whether a geometry is (fully) within a parameterized range of another
geometry or not and to return the shortest or longest line between two geometries. Besides these
metric operators, a set of containment operators are available to determine whether two objects
intersect or touch. Tab. 3.9 and Tab. 3.10 show a list of all operators available in SEMAP.
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Figure 3.29: An excerpt from the ontology that is used to fuse the labels of objects stored in the spatial
data base with semantic concepts in different domains.

These operators are used to compute qualitative spatial facts about the maintained objects.
Most of these calculations are computationally expensive, so we implemented a mechanism to
generate geometrically simpler representations like convex hulls in 2D and 3D. Depending on
the issued query, the abstractions are used to speed up the process by ruling out relations
that definitively do not hold on these simplyfications. Implementation details and a detailed
evaluation of the achievable speed-ups are given in the full paper.
After applying these operators to the inserted objects of interest, it is possible to efficiently
resolve queries on both geometric and semantic level, such as “Give me the positions of all mugs
within Room 306 ”. Some examples of such queries and their results are shown in Fig. 3.30.

Operator
Containment
Intersection
Touch
Equality

2D Box

2D Geo.

3D Box

3D Geom.

3D TIN

3D Polyh.

3
3
7
3

3
3
3
3

:
3
7
7

7
m
7
7

7
m
7
7

:
m
7
7

3: native

PostGIS m: via SFCGAL plugin :: custom extension 7: currently not implemented.

Table 3.10: List of available topological spatial operators and the geometric primitives supported.
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(a) An office environment modelled with the SEMAP framework.

Query / Result
Q1 Return all mugs and the objects (parts) they are on.
R1 Mug2 on Desk; Mug1 and Mug4 on ConferenceTable, Mug3 on Shelf1-Board3
Q2 Which relations holds for Mug200 with respect to desk and laptop?
R2 Mug2 is-on Desk, right-of Laptop
Q3 Return pose and geometry of a (graspable) teapot.
R3 Teapot, P ose27 , RelativeGeometry27
(b) Several query types that let SEMAP support different robotic applications.

Figure 3.30: An exemplary office environment and questions referring to objects in it that may come
up in fetch-and-delivery tasks for a service robot in such a place.

3.3.2

Process State Detection in a Harvesting Campaign

Publication summarized in this section:
• H. Deeken, T. Wiemann, and J. Hertzberg. A spatio-semantic model for agricultural environments and machines. Recent Trends and Future Technology in Applied Intelligence,
Cham, 2018. Springer International Publishing.8
So far, all examples where confined to service robotic tasks in an office domain. To clarify
that SEMAP defines a domain-independent framework for constructing environment models, we
applied it in an entirely different application domain. To achieve this, SEMAP’s core ontology
has to be paired with a suitable ontology for the new application, such that domain-specific
knowledge can be represented. The underlying representations and reasoning mechanisms remain
the same [2]∗ .
Our semantic model for describing agricultural machinery and their environments is based
on the logistics core ontology (LogiCo) by Daniele et al. [45]. This semantic model describes
environments and resources in logistics. Since this domain is very similar to the general process
8

This is an extended version of a conference paper presented at IEA-AIE 2018 [48]
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Figure 3.31: Excerpts of the domain-specific model added to SEMAP. The LogiCo ontology (yellow)
provides a model of static and movable resources, to which the AgriCo ontology (green) adds agricultural
concepts like farms and tractors.
? tractor
?trailer
? tractor
==>
? tractor

rdf : type agrico : Tractor
rdf : type l o g i c o : T r a i l e r
a g r i c o : hasImplement ? t r a i l e r
rdf : type agrico : A g r i c u l t u r a l T r a n s p o r t e r

Figure 3.32: A rule for inferring an agricultural transport vehicle from its connected parts.

of harvesting, we extended LogiCo with additional concepts needed to represent agricultural
processes. We call this extended ontology AgriCo as depicted in Fig. 3.31.
All components of our model are based on Physical Resources in the real world, which
can be Static or Movable Resources. Three sub-classes are used to describe static locations
of interest: The Facility concept defines areas and structures designated for a specific purpose
in the given domain and the Facility Structure defines aggregates of different facilities. In
AgriCo, for example, Farm serves as an aggregate of agricultural facilities like Silos. Additionally,
the Static Equipment concept describes utilities available at a facility, e.g., a Weightbridge for
weighing transport vehicles. Another important sub-class of static resources are the different
kinds of Transportation Infrastructure to represent connections between locations. Since
this important concept was missing in the LogiCo ontology, we added this concept and suitable
sub-classes like Roads and Dirt Roads.
For movable resources, LogiCo gives concepts for Transport Means, i.e., trucks, and Movable
Equipment such as trailers. Since Tractors can not transport goods without an appropriate
attachment, AgriCo provides the basic concept Tractor as a direct sub-class of movable resource
and additionally the Implement concept as a specification of movable equipment. It serves as
super-concept for the various kinds of machinery that can be connected to a tractor, e.g, plows,
sowers. The hasImplement relation is used to express that an instance of an implement (or
trailer) is attached to an instance of a tractor. To describe machinery configurations suitable for
agricultural transport activities, AgriCo defines the generic Agricultural Transporter concept.
Instances of this concept need to be asserted or derived, i.e., by the rule shown in Fig. 3.32.
Based on these concepts it is also possible to describe very specific agricultural resources
such as Harvest Transport Wagons, which inherit properties from the trailer and implement
concepts simultaneously. In this way, we can denote the trailer’s volumetric capacity via the
logico:hasCapacity attribute, as well as the interfaces used to control the active pickup systems
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rosservice call /containment_query
"reference_object_types: [’Facility’] reference_object_geometry_type: ’ConvexHull2D’
target_object_types: [’MovableResource’] target_object_geometry_type: ’Position2D’
fully_within: false insert_kb: true"

(a) SEMAP query to extract containment relations.
? machine r d f : type l o g i c o : MovableResource
? m a c h i n e semap : h a s O b j e c t M o d e l ? machine_obj
? machine_obj semap : h a s P o s i t i o n 2 D ? machine_abstr_pos2D
? f a c i l i t y rdf : type l o g i c o : F a c i l i t y
? f a c i l i t y semap : h a s O b j e c t M o d e l ? f a c i l i t y _ o b j
? f a c i l i t y _ o b j semap : h a s C o n v e x H u l l 2 D ? f a c i l i t y _ a b s t r _ c h 2 D
? machine_abstr_pos2D semap : i s I n 2 D ? f a c i l i t y _ a b s t r _ c h 2 D
==>
? machine l o g i c o : i s A t ? f a c i l i t y

(b) Rule to ground topological relations based on spatial relations.

Figure 3.33: To geometrically ground spatial containment relations, we used the query shown in (a). The
query results where extracted into SEMAP’s KB as facts over the semap:isIn2D relation and then used
the rule (b) to derive that the topological relation logico:isAt holds between machines and facilities.

and scraper floor via the agrico:hasISOBUSInterface relation. Finally, the Harvester concept
is used to represent combine and forage harvesters, which are directly derived from the Movable
Resource concept, too, as they can not be used for transporting goods in a supply chain.
For evaluation, we used down-sampled telemetry data from actual harvesters to replay a harvesting campaign. In this replay, we updated the positions of the respective object instances in
SEMAP. By moving the agricultural machines through the static environment in our experimental setup, the spatial relations between environment and machines and the machines themselves
change continuously. SEMAP’s spatial and semantic reasoning capabilities can be used to detect
these spatial relations using geometric analysis and express them in terms of semantic spatial
predicates.
We use the derived spatial knowledge in order to reason about our agricultural application
domain. For example, we can infer that for all pairs of machinery and environment entities
where the spatial predicate semap:isIn2D holds, the topological relation logico:isAt – which
is defined in our domain ontology – holds, too. An example for such rule-based inference is given
in Fig. 3.33 (b). Here, the rule identifies the topological location of a movable resource (i.e., a
tractor) based on the spatial relation to any of the facilities contained in our model (i.e., fields and
farms). While this seems like a simple transition, it is important to note that this rule infers from
a spatial predicate to a topological relation and that this assertion is grounded in the quantitative
geometric data within SEMAP’s DB. The rule is generic for all instances of Movable Resource
at any instance of Facility and its sub-concepts, which makes it applicable in a wide range of
applications. The underlying spatial querying is done automatically in SEMAP’s multi-modal
query interfaces, such that further queries to the environment model can be posed using the
high-level relation isAt, without having to deal with the data transfer from DB to KB explicitly.
Similarly, we can use the same type of reasoning to analyze spatial relations between a pairs
of machines. For example, we used SEMAP to detect that a transport vehicle (TV) is correctly
positioned for a loading procedure, due to its directional relations regarding a self-propelled
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(a) Loading in reality.
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(b) Loading in RViz.

? sfh rdf : type agrico : Harvester
? s f h semap : h a s O b j e c t M o d e l ? s f h _ o b j
? s f h _ o b j semap : h a s L e f t O f P r o j e c t i o n 2 D ? s f h _ p r o j _ l 2 D
? tv rdf : type agrico : TransportVehicle
? t v semap : h a s O b j e c t M o d e l ? t v _ o b j
? t v semap : h a s C o n v e x H u l l 2 D ? tv_abstr_ch2D
? tv_abstr_ch2D semap : i s I n 2 D ? s f h _ p r o j _ l 2 D
==>
? tv agrico : positionedForLoading ? sfh

(c) The rule for grounding the positionedForLoading relation in SEMAP.

Figure 3.34: We used telemetry data from an actual loading procedure (a), to move and articulate
the machines in ROS and visualize them in RViz (b). We also synchronized the telemetry with our
SEMAP model and used the rule (c) to identify the correct spatial positioning of two machines for
loading harvested goods from a forage harvester onto a transport vehicle.

forage harvester (SFH). Fig. 3.34 exemplifies how to construct this complex domain-specific relation by combining several basic spatial relations with additional domain-dependent knowledge.
Fig. 3.34 (a) depicts the situation of interest in real-life, whereas (b) shows visualization of a
similar scene represented in SEMAP. To identify that the transport vehicle is properly positioned
for loading, the rule shown in (c) checks the trailer’s 2D convex hull for containment in the harvester’s left-of projection, to verify that the transport vehicle is left-of the harvester. If so, the
relation agrico:positionedForLoading is inferred to hold for transport vehicle and harvester.
To incorporate more knowledge about the processes themselves, we created the AgriServ
ontology extension that allows to describe agricultural work and services in terms of the activities
that have to be performed to achieve a certain logistical objective in the agricultural domain. It
is again based on work by Daniele et al. [45] and also relies on ideas proposed by Hoxha et al.
in [73]. Fig. 3.35 shows an excerpt of the ontology.
Activities are described as a sequence of events and hold a list of associated instances via the
hasEvent relation. This relation is further differentiated by sub-relations, which carry a specific
semantic relative to an activity’s state. The hasPlan relation, for example, maps to all the
expected events of a planned activity, whereas the hasTrigger relation identifies all events that
progress the activity regardless of whether the plan is matched or not. Finally, the hasActual
relation maps to all events that actually occurred during an activities execution.
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Figure 3.35: An excerpt of the AgriServ ontology that provides a model of agricultural processes.
# Time
13:16:45
13:16:46
13:16:51
13:16:53
13:16:59
13:17:02
13:17:36
13:17:45
13:18:03
13:18:35
13:20:21
13:20:29
13:21:28

|
|
|
|
|
|
|
|
|
|
|
|
|
|

# Reference
tractor1
tractor1
harvester1
tractor1
tractor1
tractor2
tractor2
tractor2
tractor1
tractor1
tractor2
tractor2
tractor2

|
|
|
|
|
|
|
|
|
|
|
|
|
|

# Spatial Relation
onFarm
onVehicleScale
onField
onVehicleScale
onSilo
onField
inDistance
positionedForLoading
onSilo
onFarm
positionedForLoading
inDistance
onField

|
|
|
|
|
|
|
|
|
|
|
|
|
|

# Event
Arrival
Arrival
Arrival
Departure
Arrival
Arrival
Arrival
Arrival
Departure
Departure
Departure
Departure
Departure

|
|
|
|
|
|
|
|
|
|
|
|
|
|

# Target
farm1
scale
field2
scale
silo_north
field2
harvester1
harvester1
silo_north
farm1
harvester1
harvester1
field2

Figure 3.36: A continuous trace log of spatial relations between machines and environment created
through analyzing telemetry data with SEMAP.

The spatial state transitions of a movable resource within its environment are nothing short
of events. It is therefore useful to provide concepts for spatial events, too. AgriServ provides
the events Arrival, Departure, as spatially related refinements of the begin and end events,
which always need an additional resource assignment to identify the target. Similarly, the
ReadyForLoading event is issued based on the domain-specific spatial relation positionedForLoading.
Fig. 3.36 shows such a trace. Here, tractor1 arrives at the farm, visits the vehicle scale
and continues to drive to the silo, as it goes through the process of weighing its load and then
unloading it at the silo. The trace further shows that at the same time harvester1 arrives at
field2, where it is then approached by tractor2. This approach can be monitored through
different stages, as tractor1 first comes near the harvester indicated by the inDistance relation
and then takes the correct position for loading. In both cases, the spatial transitions give strong
indications about the underlying agricultural process, hence we went on creating spatial events
and mapped them onto the process model. Using similar techniques, these process events can be
used to trace complex processes over time [2]∗ .
This reasoning induces a symbolic representation about the underlying agricultural process,
which was previously covert in the telemetry data of both machines. SEMAP’s spatio-semantic
processing makes this information explicitly available as factual knowledge within the KB. Such
a representation is useful for further processing, for example, to monitor changes of the spatial
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relations over time. Especially for logistic problems in harvesting processes, the spatial transitions
of resources correspond strongly with the underlying processes the machines are involved in. For
example, a transporter arriving at the harvester initiates loading or being at a silo corresponds to
unloading a trailer. To account for such situations, we extended SEMAP’s core ontology further
to support reasoning about process states in such contexts. We are currently not aware of similar
works in the literature.
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Chapter 4

Summary and Outlook
This thesis presented several lines of research with the aim to make semantically annotated
polygon maps available for mobile robots. The presented papers focus on multi-sensor fusion
to annotate polygonal maps with information from different data sources, including semantic
labels. In oder to make these maps usable in actual robotic applications, we developed a number
of extensions to the Robot Operating System ROS, which allow to use such annotated polygonal
data within the framework. As an actual application example, we presented an approach for robot
navigation based on local costs derived on several layers (local roughness, height difference), to
allow safe path planning in unstructured environments. The third line of research focused on the
management of semantically annotated maps with corresponding background knowledge and the
qualification of qualitative spatial relations of the represented entities. With SEMAP it is possible
to make implicitly encoded spatial relations explicitly available for rule-based reasoning. With
the presented application examples for reasoning within an artificial indoor environment and reallife agricultural processes, we demonstrated that SEMAP’s core ontology scales well to different
application domains. To summarize: with this research, we contributed three achievements to
the current state of the art, namely
• Efficient algorithms to generate highly precise polygonal maps from high resolution terrestrial point cloud data on urban scale and means to annotate these meshes with attributes
and semantic labels for vertices and faces on consumer hardware.
• Infrastructure to make these maps available in actual robotic applications.
• A domain-independent framework for qualification of inherent qualitative spatial relations
in 3D polygon maps for rule-based reasoning and consistent management of the derived
knowledge.
These contributions open up a number of possibilities for future fundamental research and
applications. On the research level, with the presented means, it is now possible to develop and
evaluate mesh-based algorithms for robotic applications like localization, navigation and action
planning. Besides development of novel algorithms, the evaluation of such 3D methods against
established 2D methods will be a relevant line of future research. With polygonal maps, it might
be feasible to implement particle filter-based methods for range sensors to allow full 6D localization within such maps. In [26] a particle filter method for localization of a Velodyne scanner
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against a reference point cloud taken with the same sensor was presented. With polygonal maps
and suitable ray casting algorithms, this could be extended to support localization arbitrary 3D
sensors with different resolutions that re-use the same environment model, as suitable reference
point clouds can be computed from the polygonal model with the required characteristics for
the individual sensors on demand. The implementation of such models is quite straigt-forward.
Besides developing methods to reduce the number of particles needed for accurate localization,
the main bottleneck – even for small maps – lies in the performance of the selected ray casting
method, as preliminary experiments proved1 . Here the current trend to implement high performance libraries like OptiX, Embree and Ospray [131] with hardware support for both CPUs [132]
and GPUs [67], might help to overcome these limitations. The presented integration of texture
information in the 3D polygon maps could also ease feature-based 6D localization with ordinary
RGB cameras, as the 3D position of image features is known due to the texture mapping process2 .
In addition, the combination of methods that work on different input modalities, e.g., combining texture and geometry based algorithms, might help to reduce ambiguous particles during
localization. Besides these algorithmic ideas, the automatic generation of textured large-scale
maps from lidar could also help with the fast generation of environment models for simulations,
which is desirable for a number of robotic applications. Especially with the rapid development
of game engines and their integrated physics simulation and rednering capabilities [108], the fast
generation of textured 3D maps for photo-realistic rendering might become even more relevant
in this area [128].
The research on storing and managing semantic maps concentrated on more or less static
environments and associated background knowledge. Here, it has to be evaluated, how our
approaches scale to frequent map updates and knowledge revision. The update problem is
currently solved by programming pre-processing modules, that insert filtered information at
relatively low frequency into SEMAP. Here, a more generalized approach could be the integration
of stream processing frameworks from big-data applications [148]. Another open problem is the
generation of semantic knowledge. In the presented research, the demonstration domains were
hand-modeled and semantic labeling was done manually. It might be desirable to combine our
approach with machine learning techniques from computer vision and remote sensing, especially
for multi-modal input data. The combination of our rule-based approaches in combination with
machine learning could be the basis to develop novel methods e.g., in active perception, task
planning and human robot interaction [61]. For active perception, the semantic model might
help to gather missing input data. For instance, if the robot is asked to search for something, the
semantic model might offer cues, where the target objects are located with highest probability.
Similarly, these background knowledge might also support task planning. For human robot
interaction, the semantic representation of the current world state is often more expressive in
terms of human language than for instance geometric relations (“The cup is on the table in room”
vs. “object-a42: (100.0, 22.0, 33.0)”.

1

In his Bachelor thesis (“Probabilistic Robot Localization in Continuous 3D Maps”, University of Osnabrück,
2014) Sebastian Höffner actually implemented a full 6D particle filter under my supervision with a sensor model
for a Kinect camera, but it only allowed the tracking of a small number of particles at update rates about 1 Hz
at reduced simulated camera resolution.
2
Alexander Mock is currently developing such a method within a master’s thesis supervised by me.

Multi-modal 3D Polygon Maps for Semantic Mapping

Chapter 5

Statement on Co-authorships
Most of the publications summarized in this thesis are the results of joint work with students,
colleagues and PhD students I have supervised and overseen during my Post-Doc time at the
Knowledge Based Systems Group at the University of Osnabrück. Below is a description of my
contributions to the resulting joint papers:
SEMAP and Semantic Mapping The publications concerning the SEMAP framework [1, 3]∗
originate from the Master’s thesis of Henning Deeken that I proposed in 2015. My idea
was to use a PostgreSQL data base with PostGIS extension as a back-end to manage and
distribute polygonal maps to mobile robots. My initial intention was to use the built-in
operators of PostGIS to implement sub-map queries and to use the relational components
of the data base to store semantic annotations. Henning extended this approach to qualitative spatial operators. We jointly discussed the integration of a dedicated knowledge base
component to handle factual and domain knowledge separately to allow semantic mapping
with polygonal maps as presented in [1]∗ . Henning continued his work on semantic mapping as an external PhD student, where he applied semantic technologies to agricultural
processes. The resulting paper [2]∗ originates from joint work during that time.
Drivability Estimation This was the topic of Sebastian Pütz’s Master’s theses proposed by
me. Our idea was to use the polygonal reconstructions from my software as environment
maps for path planning and trafficability estimation. I came up with the idea to analyze the
normals of the triangle meshes, Sebastian integrated additional cost layers and compared
the results to other path planning approaches [9]∗ . He continued his research as an PhD
student under my informal supervision. In [8]∗ we presented the message defintions and
RViz plugins that are needed to visualize meshes and corresponding planning costs in ROS.
Both papers are joint work.
Hyperspectral Calibration The first version of the hyperspectral calibration was implemented
during a study project supervised by me [138] based on OpenCV. My colleague Felix Igelbrink built up on this work and implemented the cylindrical camera model and optimization. The resulting calibration method and data storage [4, 12]∗ are joint work.

57

58

CHAPTER 5. STATEMENT ON CO-AUTHORSHIPS

Furthermore, I have overseen a number of Bachelor’s and Master’s theses, where I did the
main supervision and wrote the secondary reviews. The following publications are based on the
works of the students supervised by me, hence they are usually credited as first author. This
applies to the following contributions:
Surface Reconstruction Review The overview paper of open source surface reconstruction
software [11]∗ was proposed and written by me to promote the final results of my PhD
thesis. I recorded all datasets and did the evaulation and wrote the final paper. Hendrik
Annuth and Kai Lingemann gave helpful input regarding related work.
Texture Matching and Extraction The work presented in [10]∗ is based on the Master’s
thesis of Kim Oliver Rinnewitz. The original idea to use pattern analysis was proposed by
me, based on the results and experiences made with the texturing algorithms developed
during my PhD studies.
Large Scale Kinect Fusion The enhanced large scale Kinect Fusion implementation presented
in [5]∗ and [6]∗ is based on the Master’s thesis of Tristan Igelbrink. I proposed to adapt
the volume swapping procedure by Whelan et al. [135] to incorporate my methods for
topologically consistent mesh generation and planar mesh optimization [6]∗ into the free
KinFu Remake implementation1 . Tristan integrated these algorithms into the KinFu Remake framework and evaluated his implementation. The additional integration of textures
presented in [7]∗ is based in Alexander Mock’s Bachelor thesis.
Large Scale Reconstruction The memory efficient octree data structure presented in [16]∗ is
based on Marcel Mrozinski’s Bachelor thesis. The MPI-based normal estimation also introduced in this paper is based on the Bachelor thesis of Dominik Feldschnieders. I originally
proposed to use Marcel’s octree implementation for reconstruction and use an adapted
kd-tree to segment the input data into chunks of equal size that allow parallel computation on an MPI cluster, which Dominik implemented in his Bachelor’s thesis. This MPI
based reconstruction was extended by Isaak Mitschke under my supervision in his Bachelor’s thesis to allow reconstruction of large scale triangle meshes with a constant memory
footprint [14, 15]∗ . The additional GPU implementation of the left-balanced kd-tree was
done by Alexander Mock as part of the seminar “Parallel Programming” I supervised in
2016.
Geometry Compression with Draco The integration of geometry compression with Google
Draco was proposed by me as a topic for our regular practical in robotics. The implementation was done by our students Steffen Hinderink, Juri Vana, Malte kl. Piening and
Steffen Schupp. The final paper was proposed and written by me. Since it was based on
the student’s implementation they were all credited as co-authors.

1

https://github.com/Nerei/kinfu_remake
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