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A B S T R AC T

This thesis investigates time series analysis tools for prediction, as well as detection and characterization of dependencies, informed by dynamical systems theory.
Emphasis is placed on the role of delays with respect to information processing
in dynamical systems, as well as with respect to their effect in causal interactions
between systems.
The three main features that characterize this work are, first, the assumption that
time series are measurements of complex deterministic systems. As a result, functional mappings for statistical models in all methods are justified by concepts from
dynamical systems theory. To bridge the gap between dynamical systems theory
and data, differential topology is employed in the analysis. Second, the Bayesian
paradigm of statistical inference is used to formalize uncertainty by means of a consistent theoretical apparatus with axiomatic foundation. Third, the statistical models are strongly informed by modern nonlinear concepts from machine learning
and nonparametric modeling approaches, such as Gaussian process theory. Consequently, unbiased approximations of the functional mappings implied by the prior
system level analysis can be achieved.
Applications are considered foremost with respect to computational neuroscience
but extend to generic time series measurements.
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N OT H I N G .

A monk asked, “What about it when I don’t understand at all?”
The master said, “I don’t understand even more so.”
The monk said, “Do you know that or not?”
The master said, “I’m not wooden-headed, what don’t I know?”
The monk said, “That’s a fine ’not understanding’.”
The master clapped his hands and laughed.
The Recorded Sayings of Zen Master Joshu [Shi and Green, 1998]
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Part I
I N T RO D U C T I O N
This part motivates the general problem, states the scientific goals and
provides an introduction to the theory of statistical inference, as well
as to the reconstruction of dynamical systems from observed measurements.

1

TIME SERIES AND COMPLEX SYSTEMS

This thesis documents methodological research in the area of time series analysis, with applications in neuroscience. The objectives are prediction, as well as
detection and characterization of dependencies, with an emphasis on delayed interactions. Three main features characterize this work. First, it is assumed that time
series are measurements of complex deterministic systems. Accordingly, concepts
from differential topology and dynamical systems theory are invoked to derive the
existence of functional relationships that can be employed for inference. Data analysis is thus complemented by insight from research of coupled dynamical systems,
in particular chaos theory. This is in contrast to classical methods of time series
analysis which, by and large, derive from a theory of stochastic processes that does
not consider how the data was generated. Second, it is attempted to employ, as
rigorously as practical necessity allows it, the Bayesian paradigm of statistical inference. This enables one to incorporate more realistic assumptions about the uncertainty pertaining to the measurements of complex systems and allows for consistent
scientific reasoning under uncertainty. Third, the resulting statistical models make
use of advanced nonlinear concepts from a modern machine learning perspective
to reduce modeling bias, in contrast to many classical methods that are inherently
linear and still pervade large communities of practitioners in different areas.
In summary, the work presented here contributes to the growing body of nonlinear methods in time series analysis, with an emphasis on the role of delayed
interactions and statistical modeling using Bayesian inference calculus.
The remainder of this thesis is organized as follows. The present chapter continuous with a more detailed account of the problem statement and the motivation
for this work. In a next step, the necessity and possibility of an axiomatic theory
of statistical inference is discussed in some detail in the context of the Bayesian
paradigm. This is followed by an account of the body of theory from differential
topology which is referred to as embedding theory. Its invaluable contribution as
interface between data and underlying dynamical system is highlighted with regard
to its use in Part ii. The introduction concludes with a chapter that relates and outlines the published work representing the cumulative content of this thesis. The
latter is then documented in Part ii, while Part iii contains a general discussion and
conclusion.
1.1

motivation and problem statement

Our world can be structured into complex dynamical systems that are in constant
interaction. Their system states evolve continuously in time such that subsequent
states causally depend on the preceding ones. Complexity can be characterized intuitively by the amount of information necessary to predict a system’s evolution accurately. System behavior may be complex for different reasons. In a low-dimensional
system with a simple but nonlinear temporal evolution rule, the latter may give
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rise to an intrinsically complex, even fractal, state space manifold on which the
system evolves chaotically. Such systems are only truly predictable if their states
are known with arbitrary precision. A different type of complexity arises in very
high-dimensional systems that are already characterized by a complex temporal
evolution rule. Imagine a large hall containing thousands of soundproofed cubicles
in each of which a person claps his hands at a particular frequency. To account for
the collective behavior of these oscillators, frequency and phase of each person’s
clapping would have to be known.
Inference in natural science with respect to such systems is necessarily based on
empirical measurements. Measurements always cause a substantial loss of information: Individual samples of the otherwise continuously evolving system states
are gathered in discrete sets, the states are measured with finite precision, and
measurements often map high-dimensional system states non-injectively into lowdimensional sample values. The sample sets are indexed by time and called time
series. Inference based on time series is thus usually subject to a high degree of
uncertainty.
Consider for example a time series x = ( xi )in=1 , xi ∈ N, the samples of which
represent the number of apples person X has eaten in his life, as polled once a year.
Although it is clear that there is a strong dependency xi+1 ≥ xi , the time series is
near void of information regarding the temporal evolution of any underlying system whose dynamics lead to apples being eaten by X. With respect to predicting the
increment dxk+1 = xk+1 − xk while lacking knowledge other than ( xi )ik=1 , dxk+1
is practically a random event without discernible cause. A probability distribution
over possible values for dxk+1 has to summarize this uncertainty and may possibly be inferred from historical samples. Consequently, x is essentially a stochastic
black-box, described by a random process.
The most prominent continuous random process is the so-called Wiener process,
which is the mathematical formalization of the phenomenon of Brownian motion.
The latter pertains to the random movement of particles suspended in fluids, which
was discovered in the early 19th century by Robert Brown, a Scottish botanist. A
corresponding time-discrete realization is called a white noise process. The Wiener
process can be used to generate more general stochastic processes via Itō’s theory
of a stochastic calculus. They are used ubiquitously in areas of mathematical finance and econometrics and form a body of statistical methods to which the term
time series analysis commonly refers (see Box et al. [2013]; Neusser [2011]; Kreiß
and Neuhaus [2006]). These methods are often characterized by linearity in functional dependencies. An example of the latter are autoregressive mappings which
formalize the statistical dependence of a process state at time index i on its past
values at indeces j < i. Such autoregressive processes are rather the result of mathematical considerations and derivations from simpler processes than the product
of an informed modeling attempt. Similar to the example discussed before, these
models are stochastic black-boxes that do not consider how the data was generated.
Although this level of abstraction is suitable in the example above, time series may
be substantially more informative about the underlying dynamical systems. In this
situation, inference may strongly benefit from exploiting the additional information.

1.1 motivation and problem statement

In this regard, a growing body of nonlinear methods is emerging that adopts
the dynamical systems view and employs forms of nonlinear methodology (see
Kantz and Schreiber [2004] and, in particular, Mees [2001]). Informed mainly by
corresponding deterministic concepts, it is not uncommon that these approaches,
too, refrain from considering more advanced formalizations of uncertainty, as outlined in Chapter 2. However, if the complex systems view is adopted, additional
theory can inform the practitioner in analyses. An elaborate theoretical branch of
differential topology, embedding theory, allows one to reconstruct an underlying
dynamical system from its observed measurements, including its topological invariants and the flow describing the temporal evolution, even in the presence of actual
measurement noise. This yields, amongst other things, an informed justification
for the existence of nonlinear autoregressive moving average models (NARMA)
[Stark et al., 2003] for prediction, although this important result often appears to
be underappreciated. Moreover, conditions are defined under which further hidden
drivers may be reconstructed from measurements of a driven system alone. As will
be shown, these and other insights from differential topology can be used to estimate delays, as well as the direction of information flow between the systems
underlying measurement time series.
The conditions for reconstructibility of the underlying systems pertain largely
to their dimensionality with respect to the amount of available time series data.
Consider again the system of people clapping in soundproofed cubicles. This is
a high-dimensional system of uncoupled oscillators that do not interact. If local
acoustic coupling is introduced, as given in an applauding audience, it is a wellknown phenomenon that people tend to spontaneously synchronize their clapping
under such conditions. Synchrony is a form of self-organization ubiquitous in complex natural systems, be it groups of blinking fireflies or the concerted actions of
neuronal populations that process information in the brain. In this particular example, the originally high-dimensional dynamics collapse onto a a low-dimensional
synchronization manifold. In a synchronized state, the collective clapping amounts
to a single oscillator that is described by a single phase-frequency pair. In general, a high-dimensional or even infinite-dimensional system may exhibit bounded
attractor-dynamics that are intrinsically low-dimensional and thus reconstructible
from data. These reductions in dimensionality typically arise from information
exchange between subsystems, mediated via the network coupling structures of
the global system. In the brain, for example, such concerted dynamics lead to
extremely well-structured forms of information processing. During epilepsy, on
the other hand, physiological malformations cause a pathological form of masssynchrony in the cortex. The ensuing catastrophic loss of dimensionality is tantamount to a complete loss of information processing. Such catastrophic events are
prone to occur if individual subsystems can exert hub-like strong global influence
on the rest of the system. With respect to time series of stock prices, individual
trading participants of the system have the capacity to induce herd dynamics and
cause crashes, which may also be seen as the result of abundant global information
exchange in a strongly interconnected network.
In the stock market example, it is clear that information propagates with varying
delay but never actually instantaneous. Past events and trends in a time series will
be picked up by traders and acted upon such that future states are delay-coupled
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to past states. Delay-coupled systems are not time-invertible (the inverse system
would be acausal) and the semi-flow that describes their temporal evolution operates on a state space of functions. States characterized by functions in this manner can be thought of as overcountably infinite-dimensional vectors and, consequently, allow for arbitrary forms of complexity in the system. This situation is
found abundantly in natural systems, which often consist of spatially distributed interconnected subsystems where delayed interactions are the rule. The brain again
represents a particular example. It is therefore important to understand the effect of
delays in dynamical systems, both, with regard to reconstructibility from measurements as well as with regard to information processing in general. As will be shown,
accounting for delays also creates further opportunities for inference in time series
analysis, for example in the context of detecting causal interactions.
This thesis documents work in nonlinear time series analysis, informed by dynamical systems theory, and with particular regard to the role of delays in interactions. It is guided by the assumption that more interesting phenomena and dependencies encountered in data are the result of complex dynamics in the underlying
systems. Studying complex systems on a theoretical level, in particular the effects
of interactions and information exchange due to coupling, may therefore yield
important insight for data analysis. A prominent example is the host of synchronization phenomena that have been investigated since the early 1990s in coupled
chaotic systems. Chaotic systems are particularly interesting in this context because
they can be low-dimensional enough to allow analytical understanding, yet portrait
a level of complexity that causes non-trivial dynamic features. With respect to applications in neuroscience, chaotic systems also often exhibit nonlinear oscillatory
behavior that is similar in appearance to measurements from neural systems and
therefore provide reasonable test data in the development of new methodology.
The two main tasks that have been considered here are prediction of time series,
as well as detection and characterization of dependencies. Due to the high level
of uncertainty in time series data, these tasks have to be treated within a proper
theory of statistical inference to assure that reasoning under uncertainty is consistent. A discussion of this particular subject is given in Chapter 2. In this context,
the statistical model always formalizes uncertainty pertaining to a particular functional dependency for which a parametric form has to be chosen. Two types of
models are considered. The model that is considered canonically is referred to as
discrete Volterra series operator and an illustrative derivation is discussed in the
appendix of Chapter 8. The second model is in itself a complex system, a so-called
delay-coupled reservoir, and has been studied for its own sake as part of this thesis.
An introduction to the topic will be given in Chapter 5. Delay-coupled reservoirs
afford the investigation of delays in information-processing. Moreover, they can
be implemented fully optically and electronically, which holds a large potential
for automated hardware realizations of statistical inference in nonlinear time series
problems.
Prediction will be considered in two different scenarios. The classical scenario
pertains to prediction in an autoregressive model. The existence of such a functional dependence is discussed in Chapter 3 and amounts to estimating the flow
of the underlying system. In Chapter 5, exemplary data from a far-infrared laser
operating in a chaotic regime is considered. The corresponding time series feature

1.1 motivation and problem statement

non-stationarities in mean and variance, as well as catastrophic jumps, which are
usually considered at a purely stochastic level. Such features pose severe problems for many classical stochastic analysis methods but, as will be demonstrated,
often can be absorbed and accounted for already by the nonlinear deterministic
dynamics of the underlying systems. The second scenario considered for prediction arises in the context of generalized synchronization [Rulkov et al., 1995]. In
cases where the coupling between two subsystems causes their dynamics to collapse onto a common synchronization manifold, the latter is reconstructible from
measurements of both subsystems. By definition, one subsystem is then fully predictable given knowledge of the other. The corresponding functional relationship
can be estimated in a statistical model. Examples have been studied in Chapter 7.
Detection and characterization of dependencies was studied in the context of
generalized synchronization, as well as in situations characterized by interactions
of spatially distributed lower-dimensional subsystems, weakly coupled to a highdimensional global system. A particular application is found in neuroscience, where
local field potential measurements are of this type. At the core of this thesis stood
the development of a method, documented in Chapter 8, which estimates delay,
as well as direction of information flow here. In this regard, a causal dependency
between two time series is understood to represent directed information flow between the underlying dynamical systems as the result of their directional coupling.
Causal interactions of this type can be measured in terms of reconstructibility of the
time series. The latter is a result of certain functional dependencies the existence
of which can be derived by embedding theory.
Chapter 4 will provide a more detailed outline of the different studies that have
been conducted and highlight their relationship in the context of the framework
described here. Beforehand, Chapter 2 discusses the methodological approach to
uncertainty and statistical inference that is adopted throughout this work, and Chapter 3 provides a summary and discussion of selected topics from differential topology that will bridge the gap between dynamical systems theory and data analysis.
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S TAT I S T I C A L I N F E R E N C E

Normatively speaking, a theory of statistical inference has the purpose of formalizing reasoning under uncertainty in a consistent framework. Such a theory represents the fundamental basis of all natural scientific inference which is always based
on a set of measurements and thus subject to uncertainty. First, there is epistemic
uncertainty, pertaining to finite measurement accuracy, as well as to a finite number of samples from which the scientist has to generalize. Scientific inference is
therefore often inductive in nature. In addition, there is the notion of aleatoric uncertainty pertaining to unknowns, included in measurement, that differ each time
the measurements are taken in the same experimental situation. Most methdos that
deal with uncertainty employ probability theory. The latter provides an important
axiomatic calculus but does not address the issue of formalizing uncertainty nor
the consistency of inference. Probability theory therefore does not characterize a
theory of statistical inference. Indeed, it is not at all clear how probability theory
and statistics are related in the first place. In the remainder of this chapter, I will
attempt to outline this relationship.
A schism exists among modern practitioners and theoreticians alike which, on
the surface, appears to arise from a difference in the philosophical interpretation of
what a probability represents. On the one hand, there is the frequentist perspective
which maintains a strictly aleatoric approach to uncertainty: Probabilities are the
limiting ratios of long-run sampling frequencies. As a result, parameters in inference problems are not random variates that can be associated with probabilities.
On the other hand, there is the subjective perspective which views probabilities
directly as a measure of subjective uncertainty in some quantity of interest, including parameters. The statistical theory which arises from the subjective perspective
usually employs Bayes rule as basic inference mechanism and is therefore referred
to as the Bayesian paradigm. The subjective view on statistical inference, however, should historically rather be attributed to Ramsey, de Finetti and Savage. In a
complementary fashion, Daniel Bernoulli’s, Laplace’s or Jeffreys’ work stress the
inductive nature of statistics [Stigler, 1986].
The two approaches differ most obviously with regard to estimating unknown
parameters of interest in a statistical model. While the subjective approach allows
formalizing epistemic uncertainty directly by means of a probability distribution
on the parameter space, the frequentist approach has to employ additional concepts
both, for estimating parameters, as well as characterizing the variability of these estimates. Uncertainty in such point estimates is treated by means of frequentist confidence intervals [Pawitan, 2013]. In this conceptualization, uncertainty pertains to
the interval boundaries and not to the parameter itself. In addition, the conceptual
view on uncertainty in these boundaries is concerned with their long-run sampling
behavior which is purely hypothetical.
This example already alludes to the fact that the aforementioned schism in statistical practice goes much deeper than mere differences in philosophical interpreta-
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tion. Methodology developed from a frequentist perspective often fails to address
the problem of reasoning under uncertainty at a foundational level. Examples include Fisher’s framework of likelihood-based inference for parameter estimation
(see Pawitan [2013]; Fisher et al. [1990]) and the framework of decision rules for
hypothesis testing developed by Neyman and Pearson [1933]. The former gave rise
to the more general framework of generalized linear models (GLM) [McCullagh
and Nelder, 2000] which is found in standard toolboxes of many areas, including
genetics. In time series analysis, it is a common design to have the data described
in terms of the probability theory of stochastic processes, paired with a simple
device of calculus such as least squares [Kreiß and Neuhaus, 2006] to determine
model parameters. Such an approach is also representative for objective function
based “learning procedures” in some branches of machine learning, such as neural network models. The aforementioned methods are all based on “ad hoc” ideas,
as Lindley calls them [Lindley, 1990], that are not representative for a consistent
theoretical framework. In particular, with regard to the foundations of statistical
inference these approaches are rudimentary and neglect a growing body of theory
that has been trying to remedy this situation since the early 1930s.
Generally speaking, the lack of a theoretical foundation gives rise to inconsistencies. The examples of inconsistencies in ad hoc methods are numerous and of great
variety, I therefore refer to the extensive body of literature and discussions on this
topic elsewhere (see e.g. Lindley [1972]; Jaynes and Bretthorst [2003] or Berger
[1985]). The question that frequentists leave in principle unanswered is by what
theory of reference one can ultimately judge “goodness” of a statistical model in
a mathematically rigorous and consistent fashion. I am of the strong opinion that
only the Bayesian paradigm truly recognizes the problem of statistical inference
and attempts to formalize it in a consistent axiomatic theory. At the same time, it
is a deplorable fact that these attempts do not yet actually form a coherent body
of theory that could in good conscience be called a complete theory of statistics,
although they all point to the same set of operational tools. The following sections
will therefore review and discuss these theoretical attempts to the extent permitted
in the context of this thesis. The goal is to arrive at an operational form of the
Bayesian paradigm that consolidates the work documented in Part ii.
2.1

the bayesian paradigm

The basic problem of inference is perhaps best described by the following statement.
“Those of us who are concerned with our job prospects and publication lists avoid carefully the conceptually difficult problems associated
with the foundations of our subject” (Lavis and Milligan [1985]; found
in Lindley [1990]).
This may explain why after roughly a century of dedicated research in this area a
“unified theory of statistical inference“ has yet to emerge in a single complete treatise. In the remainder of this chapter, the operational form of the Bayesian paradigm
will be established, accompanied by a brief discussion of its theoretical foundations
and axiomatization. While the operational form is more or less unanimously agreed

2.1 the bayesian paradigm

upon, the axiomatic foundations are numerous and of great variety. Savage’s axiom
system will be discussed here in an exemplary fashion since it is most well-known
and has the broadest scope of application. Along the way, open questions and discordances related to this approach will be highlighted.
In a first step, the inference problem, as opposed to the decision problem, is discussed. Inference could denote here induction, the transition from past observed
data to statements about unobserved future data, or abduction, the transition from
observed data to an explanatory hypothesis. In this context, so-called dutch book
arguments will be invoked to show that in order to avoid a particular type of inconsistency, uncertainty has to be summarized by a probability measure. As a consequence, Bayes formula obtains as the sole allowed manipulation during the inference step, which is thus carried out completely within the calculus of probability.
In a second step, the more general decision problem is considered. It is a natural extension of the inference problem. For example, in light of certain observed
data, the scientist has to decide whether to accept or refute a particular hypothesis.
Decision theory has large expressive power in terms of formalizing problems and
qualifies therefore as a framework for a theory of statistical inference. Moreover,
it affords an axiomatization that yields consistent inference via a preference relation on the space of possible decisions. The axiom system implies the existence of
a unique probability measure that formalizes subjective uncertainty pertaining to
the decision problem and yields a numerical representation of preference in terms
of expected utility. In combination with the dutch book arguments, Savage’s theory of expected utility yields the operational form of the Bayesian paradigm and
consolidates the statistical methods employed in this thesis.
2.1.1

The Inference Problem

In light of the previous discussion, many authors liken reasoning under uncertainty
to a form of weak logic (see Jeffreys [1998]; Jaynes and Bretthorst [2003]; Lindley
[1990]). A scientist is charged with the task of obtaining a general result from a
finite set of data and to quantify the degree of uncertainty pertaining to this result. In
general, one is interested in statements like “given B, A becomes more plausible”,
together with an arithmetization of this plausibility.
We will, for the moment, assume the notion of probability quantifying our degree
of uncertainty in some unknown parameter or unobserved data θ ∈ Θ. Observed
data is denoted by x ∈ X , and corresponding random variables will be denoted
by T and X with values in Θ and X respectively. X and Θ are assumed to be
Borel spaces, in particular instances of Rd . The Bayesian solution to formalizing
statements like the one above is by using conditional probability distributions, e.g.
P( T ∈ A| X = x ) to express the plausibility of A ⊂ Θ given data x ∈ X . If
there is no danger of confusion, big letters will label distributions with symbolic
arguments for reference in a less formal manner, such as P(θ | x ) or P( T | x ). In the
remainder, we are mainly interested in continuous probability distributions where
a posterior distribution P( T ∈ A| X = x ) is defined as a regular conditional
distribution by the relationship
P( T ∈ A, X ∈ B) =

Z
B

P( T ∈ A| X = x )dP X ( x ),

B ⊂ X,

(1)
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in terms of the marginal distribution P X for almost all x ∈ X. As shown below, the
posterior is unique if continuity in x applies to the stochastic kernel P( T ∈ A| X =
x ) in this situation. For details, see Klenke [2007]. If p(θ, x ) denotes the density
of the joint distribution, the marginal distribution is given by

Z Z
P X ( X ∈ B) =
p(θ, x )dλ(θ ) dλ( x ),
(2)
B
|
{z
}
:= p( x )

where λ denotes the Lebesgue measure. Now extend equation 1 by
P( T ∈ A, X ∈ B) =

=

Z
Z A×
ZB
B

=

A

Z Z
B

=

A

p(θ, x )dλ(θ, x )
p(θ, x )dλ(θ )dλ( x )
p(θ, x )dλ(θ ) p( x )−1 dP X ( x )

(3)

Z Z
B

p(θ | x )dλ(θ ) p( x )dλ( x )
{z
}
|
A

= P( T ∈ A| X = x )

where p( x )−1 corresponds in the third equality to the Radon-Nikodym density of
the Lebesgue measure with respect to PX . We have thus defined the conditional
density
p(θ, x )
p(θ | x ) :=
.
p( x )
Likewise, p( x |θ ) can be obtained. If the densities are continuous, it follows that
p(θ | x ) p( x ) = p( x |θ ) p(θ )
p(θ | x ) =

p( x |θ ) p(θ )
.
p( x )

(4)

This is Bayes formula for densities which explicitly formalizes inductive inference:
The density p( x |θ ) of the sampling distribution Pθ ( x ) (likelihood) incorporates
knowledge of the observed data, while p(θ ) represents our prior state of knowledge regarding θ. The posterior density p(θ | x ) combines prior information with
information contained in data x, hereby realizing the inference step from prior to
posterior state of knowledge. The belief in θ is updated in light of new evidence.
Thus, if probability theory obtains as formalization of uncertainty, all manipulations pertaining to inference can be carried out completely within the calculus of
probability theory and are therefore consistent, while integration of information is
always coherent. This chapter will continue to explore in how far probability theory
and Bayes formula obtain from axiom systems that try to characterize consistency
in a rational, idealized person’s attitude towards uncertainty.
2.1.2 The Dutch Book Approach to Consistency
The first approach to consistent statistical inference that will be discussed in this
chapter is based on so-called dutch book arguments and is essentially attributed to
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De Finetti [1937]. Both, de Finetti and Ramsey [1931], argued for a subjectivistic
interpretation of probabilities as epistemic degrees of belief. They discussed their
ideas in the context of gambling or betting games since these present natural environments for eliciting subjective beliefs in the outcome of a set of events. Intuitively
speaking, person B’s subjective degree of belief in an event A is associated with
the amount B is willing to bet on the outcome A in light of the odds B assigns to
A obtaining. For a bookkeeper who accepts bets on the events A ⊂ Ω from many
different gamblers it is most important to assign odds consistently across events
to avoid the possibility of incurring certain loss. That is, the odds have to cohere
in such a way that no gambler can place bets that assure profit irrespective of the
actual outcomes. The latter is called a dutch book. To prevent a dutch book, the
assignment of odds have to make the game fair in the sense that the expected payoff is always 0. In turn, odds are associated with prior degrees of belief since this
peculiar setup was chosen to ensure truthful elicitation of beliefs. Thus, if odds are
coherent and reflect beliefs, the set of beliefs will be in this sense consistent.
Although the ideas of gambling and games of chance are not very appealing as
foundations of statistical inference, the dutch book approach affords a clear formalization of a particular notion of consistency. The latter implies a concise characterization of the mathematical form of belief assignment. In particular, the assignment
of beliefs has to correspond to a probability measure in order to exclude the possibility of dutch book inconsistency. Freedman [2003] gives a very elegant modern
formulation of de Finetti’s result as follows.
Let Ω be a finite set with card(Ω) > 1. On every proper A ⊂ Ω, a bookkeeper
assigns finite, positive odds λ A . A gambler having bet stakes b A ∈ R, |b A | < ∞,
on A wins b A /λ A if A occurs and −b A otherwise. The net payoff for A is given
by
φA = 1 A

bA
− (1 − 1 A ) b A ,
λA

(5)

where 1 A denotes the indicator function. Corresponding to each set of stakes {b A | A
⊂ Ω} there is a payoff function,
φ=

∑

φA .

(6)

A⊂Ω

For fixed odds, each gambler generates such a payoff function. A bookkeeper is
called a Bayesian with prior beliefs π if π is a probability measure on Ω that
reflects the betting quotient
π ( A) =

λA
.
1 + λA

(7)

Consequently, λ A = π ( A)/(1 − π ( A)). In this case, all possible payoff functions
have expectation 0 relative to the prior:

∑

π (ω )φ(ω ) = 0.

(8)

ω ∈Ω

Freedman proves in particular the following equivalences:

• The bookie is a Bayesian ⇔ Dutch book cannot be made against the bookie
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• The bookie is not a Bayesian ⇔ Dutch book can be made against the bookie
In other words, consistency implies that uncertainty in an event has to be formalized
by a probability measure.
Freedman and Purves [1969] have extended de Finetti’s result to the principal
situation in statistical inference in the following way. They considered a finite set of
parametric models { P(•|θ )|θ ∈ Θ} specifying probability distributions on a finite
set X . In addition, Q(•| x ) defines an estimating probability on Θ for each x ∈ X .
After seeing an observation x drawn from Q(•|θ ), the bookkeeper has to post odds
on subsets Ci ⊂ Θ with i = 1, ..., k, on the basis of his uncertainty assigned by
Q(•| x ). A gambler is now allowed to bet bi ( x ) Q(Ci | x ) for any bounded bi ( x ),
and wins bi ( x ) if θ ∈ Ci obtains. The net payoff is now given by the function
φ : Θ × X → R,
k

φ(θ, x ) =

∑ bi (x) (1C (θ ) − Q(Ci |x)) .

(9)

i

i =1

Accordingly, the expected payoff is defined as a function of θ by
Eθ [ φ ] =

∑

φ(θ, x ) P( x |θ ).

(10)

x ∈X

A dutch book can be made against the estimating probability Q(•| x ) if ∃e >
0 : ∀θ ∈ Θ : Eθ [φ] > e. That is, there is a gambling system with uniformly
positive expected payoff causing certain loss for the bookkeeper which thus defines
an incoherent assignment of odds or beliefs. For a probability distribution π on Θ,
the bookkeeper is once more called a Bayesian with prior π if
Q(θ | x ) =

P( x |θ )π (θ )
.
∑θ ∈Θ P ( x | θ ) π ( θ )

(11)

Freedman and Purves [1969] have shown that for the Bayesian bookkeeper with
prior π, the set of expected payoff functions (as functions of θ given x) have expectation 0 relative to π. As a result, dutch book cannot be made against a Bayesian
bookie, and the same two equivalences hold as before.
Freedman [2003] and Williamson [1999] show, in addition, that for infinite Ω
and if events A generate a σ-algebra A, prior π has to be a countably additive measure. In particular, Williamson argues against de Finetti’s rejections of countable
additivity by demonstrating that coherency of odds only obtains on σ-algebras of
events if the measure assigning degrees of belief is countably additive. However,
the subject of countable versus finite additivity is a source of much controversy
(see also Schervish et al. [2008]).
As a final consideration in this section, a formulation of inconsistency is provided explicitly for the prediction problem on infinite spaces that is also at the core
of all time series analysis considered in this thesis. I follow the formulation of
Eaton [2008] who extended Stone’s concept of strong inconsistency [Stone, 1976].
The prediction problem was originally stated already by Laplace [Stigler, 1986]
and pertains to the situation where a random variable Y with values in Y is to be
predicted from observations X with values in X , on the basis of a joint parametric
probability model with distribution P( X, Y |θ ) and θ ∈ Θ. As before, Θ is a parameter space and θ unknown. Of interest is now the predictive distribution Q(Y | x )
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which summarizes uncertainty in Y given X = x. In a Bayesian inference scheme,
predictive distributions often arise as marginal distributions where θ is integrated
out after assuming a prior distribution π (θ ).
Eaton defines a predictive distribution Q(Y | x ) to be strongly inconsistent with
the model { P( X, Y |θ ) : θ ∈ Θ} if there exists a measurable function f ( x, y) with
values in [−1, 1] and an e > 0 such that
sup
x

Z
Y

f ( x, y)dQ(y| x ) + e ≤ inf

Z

θ

X ×Y

f ( x, y)dP( x, y|θ ).

(12)

The intuition is, as before, that when inequality 12 holds, irrespective of the distribution of X, choose e.g. m( X ) arbitrarily,

∀θ ∈ Θ :

Z

Z
X

Y

f ( x, y)dQ(y| x )dm( x ) + e ≤

Z
X ×Y

f ( x, y)dP( x, y|θ ). (13)

This means that under all models for ( X, Y ) consistent with Q(Y | x ), the expectation of f is at least e less than any expectation of f under the assumed joint probability model and therefore strongly inconsistent with the assumption. Stone [1976]
and Eaton [2008] show that strong inconsistencies can arise as a consequence of using improper prior distributions in Bayesian inference schemes, where “improper”
means the measure does not satisfy countable additivity. This is therefore a second
argument that suggests countable additivity as a necessity for consistency.
As Eaton points out, for the prediction problem, strong inconsistency is equivalent to incoherence, as discussed in the preceding situation of Freedman and Purves.
Accordingly, problem statement 9 can be modified for the predictive problem as follows. Let C ⊂ X × Y , and Cx := {y|( x, y) ∈ C } ⊂ Y. An inferrer (the bookie
before) uses Q(Y | x ) as a predictive distribution, given observed X = x. As a
result, the function
Ψ( x, y) = 1C ( x, y) − Q(Cx | x )

(14)

has Q(•| x )-expectation zero:
EY |X [ψ( x, y)] =

=

Z

1C ( x, y) − Q(Cx | x )dQ(y| x )

Z
Cx

dQ(y| x ) − Q(Cx | x )

Z

dQ(y| x )

(15)

= Q(Cx | x ) − Q(Cx | x ) = 0.
Ψ denotes the former payoff function where a gambler pays Q(Cx | x ) dollars for the
chance to win 1 dollar if y ∈ Cx obtains. As before, in a more complicated betting
scenario involving subsets C1 , ..., Ck ∈ X × Y there is a net payoff function
Ψ( x, y) =

k

∑ bi (x) (1C (x, y) − Q(Ci,x |x))
i

(16)

i =1

which again has expectation zero relative to Q(•| x ). The inferrer therefore regards
the gambler’s scheme as fair. In this situation, Eaton calls the predictive distribution
Q(•| x ) incoherent if the gambler has nonetheless a uniformly positive expected
gain over θ under the joint parametric probability model. That is,

∃e > 0 : ∀θ ∈ Θ : Eθ [Ψ( X, Y )] =

Z
X ×Y

Ψ( x, y)dP( x, y|θ ) ≥ e,

(17)
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in which case the predictive distribution is strongly inconsistent with the model. If
the inferrer is Bayesian, on the other hand, he chooses a proper prior distribution
π (θ ) and a well-defined marginal
m( X ∈ B) :=

Z Z
Θ

Y

P( X ∈ B|y, θ )dP(y|θ )dπ (θ ),

such that
Q (Y ∈ A | X ) m ( X ∈ B ) : =

Z Z

=

ZB A
Θ

dQ(y| x )dm( x )
(18)

P( X ∈ B, Y ∈ A|θ )dπ (θ ),

for A ⊂ Y , B ⊂ X . Analogous to the proof for the parameter inference problem by Freedman and Purves, consider inequality 13 in expectation relative to π.
Consistency now obtains from
Z Z
Θ

X ×Y

f ( x, y)dP( x, y|θ )dπ (θ ) =

Z

Z
X

Y

f ( x, y)dQ(y| x )dm( x ),

(19)

which is another way to say that dutch book cannot be made against a Bayesian
bookie in the prediction problem. The latter is important at a conceptual level since
it formalizes the inductive inference problem faced by science. That is, learning
from experience is subject to dutch book arguments of consistency which require
the inferrer to formalize uncertainty in terms of probability distributions and to
carry out all manipulations pertaining to inference within the calculus of probability theory.
In summary, the dutch book approach provides a clever formal criterion of inconsistency in assigning uncertainty as subjective belief to events. As was discussed,
for consistency to obtain, uncertainty must be assigned by a probability measure.
The individual properties that define a probability measure can therefore be seen
as “dutch book axioms of consistency” and could also be derived in a constructive
fashion (see for example Jeffrey [2004]). Moreover, it is rather natural to define
conditional probabilities in terms of conditional bets: You can bet on an event H
conditional on D. That is, if D does not obtain, the bet on H is called off and you
are refunded. In the same constructive fashion it is easily seen that for dutch book
consistency (i.e. coherence) to obtain, the product rule
π ( H ∩ D ) = π ( H | D )π ( D )
must hold, from which one can obtain now the usual definition of conditional probability. This is very appealing since the conditional probability that lies at the heart
of Bayesian inference is constructed at a conceptual level as opposed to defined
after probability calculus has obtained from dutch book arguments.
The dutch book arguments are built around a particular type of inconsistency
applicable only in restricted contexts. In the following section, the insights gained
so far will be complemented by an axiomatic foundation that affords a constructive
approach to consistency irrespective of the context. To this end, the framework of
decision theory will now be introduced.
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2.1.3

The Decision Problem

Following the expositions of Lindley [1972], Berger [1985] or Kadane [2011], the
operational form of the Bayesian paradigm will be characterized in terms of decision problems. Decision theory is often associated rather with economic theory
than statistics and some authors, such as Jaynes and Bretthorst [2003] and MacKay
[2003], prefer to disentangle the inference problem from the decision problem.
However, every inference problem can in principle be stated as a decision problem. The latter also provides a natural description in the context of scientific inference where a practitioner has to decide whether to accept or refute a hypothesis
in light of the evidence given by the data. In addition, decision theory introduces
a loss function that can be thought of as an external objective on which decisions
of the inferrer are based. As a result, the expressive power of decision theory in
terms of problem statements can in principle account for a diversity of theoretical branches that are usually formulated independently, such as robust estimation
theory [Wilcox, 2012], regularization or other objective function based methods
sometimes referred to as unsupervised learning. It also allows to interpret frequentist approaches such as maximum likelihood estimation and the notion of minimum
variance unbiased estimators, with surprising insights (see [Jaynes and Bretthorst,
2003, ch. 13] for a discussion). Moreover, in estimation problems it clearly disentangles loss functions, such as mean-squared or absolute error functions, from the
statistical inference step and the choice of sampling distributions which are often
subject to confusion.
We will now establish the basic concepts of decision theory and turn to the axiomatic foundations of statistical inference. The foundations of decision theory as
described in this section are attributed to Savage [1954] who developed his theory
from a standpoint of subjective probabilities, and who contributed major results
regarding the axiomatization of statistical inference. A similar theory was developed independently by Ramsey [1931]. Savage references and contrasts the work
of Wald [1949, 1945] who developed decision theory from a frequentist point of
view. This section is structured likewise to derive the operational form of decision
theory, as found in modern text books. The subsequent section will then concentrate on the axiomatic foundations with focus on Savage’s contributions.
Decision theory assumes that there are unknowns θ ∈ Θ in the world that are
subject to uncertainty. These may be parameters in question but also data x ∈ X.
They form the universal set S that contains “all states of the (small) world” under
consideration. In general, S = Θ × X. The carriers of uncertainty are now subsets
of S, called events, that belong to a set of sets S , usually assumed to be a σ-algebra.
In addition, there is a set of acts (also referred to as decisions or actions) a ∈ A
which are under evaluation. Savage introduces acts as functions of states. Having
decided on an action a while obtaining s ∈ S yields a consequence c = a(s). In
most modern literature actions are not functions but other abstract entities that form
consequences as tuples c = ( a, s). In Wald’s frequentist statement of the decision
problem, S = X, since the frequentist notion of uncertainty does not extend to
parameters. A consequence with respect to an action is assigned a real-valued loss
L(θ, a) in case action a is taken. The loss function as such is an arbitrary element
in Wald’s theory, its existence is simply assumed. It determines a penalty for a
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when θ is the true state of the world under consideration. In contrast, the work of
Ramsey and Savage regarding the axiomatic foundations supply conditions for the
existence of a loss function via utilities, as will be discussed in the next section.
The decision maker chooses an action a = d( x ), in this context called a decision
function, which is evaluated through the expected loss or frequentist risk
Rd (θ ) =

Z
X

L(θ, d( x ))dPθ ( x ),

(20)

where Pθ ( x ) once more denotes the parametrized sampling distribution defined on
the set of sets S . A decision function d is called admissible in Wald’s theory if

∀ d 0 ∈ A : ∀ θ ∈ Θ : R d ( θ ) ≤ R d 0 ( θ ).
Consequently, the frequentist needs some further external principle, such as maximum likelihood, to get an estimator for θ.
In contrast, the Bayesian evaluates the problem in its extensive form (due to
Raiffa and Schlaifer [1961]) where S = X × Θ and chooses
min L∗ ( a) = min
a

Z

a

Θ

L(θ, a)dP(θ | x ),

(21)

where P(θ | x ) denotes the posterior distribution after x has been observed, as defined by the likelihood Pθ ( x ) = P( x |θ ) and a prior distribution π (θ ). Inference
problems, as discussed before, are naturally included by identifying A = Θ. In the
extensive form, once x is observed and included via the likelihood it is irrelevant.
However, if the loss function is bounded and π a proper probability distribution,
the Bayesian may equivalently minimize the average risk
∗

R (d) =

Z
Θ

Rd (θ )dπ (θ ).

(22)

The equivalence of (21) and (22) follows from
∗

min R (d) = min
d

Z Z
Θ

d

=

Z
X

min
d

ZX
Θ

L(θ, d( x ))dP( x |θ )dπ (θ )
(23)
L(θ, d( x ))dP(θ | x ) dP( x ).

This is referred to as the normal form and considers the decision problem before
data x is observed. Like the Waldean risk, it employs a hypothetical sampling space
X, the choice of which is in principle just as arbitrary as the choice of the prior
distribution π for which the Bayesian paradigm is often criticized by frequentists.
The extensive form is much simpler to evaluate, as will also be shown in section
2.1.5. Wald’s most remarkable result was to show that the class of decision rules d
that are admissible in his theory are in fact Bayesian rules resulting from normal
form 22 for some prior distribution π (θ ). However, the result is rigorous only if
improper priors are included that don’t satisfy countable additivity.
The extensive form 21 will be considered as operational realization of the Bayesian paradigm and the next section explores its axiomatic foundations.
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2.1.4

The Axiomatic Approach of Subjective Probability

Decision theory generalizes the objective of inference by introducing additional
concepts such as actions the inferrer, now decision maker, can carry out, and the
relative merit or utility of their consequences, as measured by a loss function in
the previous section. It therefore provides a rich environment for reasoning under
uncertainty which many authors believe to serve as a proper theory of statistics.
Every proper theory needs an axiomatic foundation and numerous attempts have
been made to establish the latter. Although good review articles exist (e.g. Fishburn
[1981, 1986], Lindley [1972]), the number of different axiomatic theories is rather
confusing. In particular, up to this day apparently no consensus has been reached
regarding a unified theory of statistical inference. At the same time, it is heartening
to see that the various different approaches essentially share the same implications,
part of which were already established by the dutch book arguments. The axiom
systems differ mainly in the scope of their assumptions regarding technical aspects
of primitives such as the sets S, S and A. The theory of Savage [1954] is one of
the oldest, most well-known and most general in scope of application, with certain
appealing aspects to the formalization of its primitives, as outlined in the previous
section. It will be adopted in this thesis and presented exemplarily.
As evident from [Savage, 1961], Savage was a firm advocate of the Bayesian
paradigm of statistics in which Bayes theorem supplies the main inference mechanism, the latter being carried out to full extent within the calculus of probabilities. The problem he tried to solve in his foundational work [1954] was to derive
probabilities in the decision-theoretic framework as subjective degrees of belief (or
uncertainty). This was in strong contrast to the prevalent strictly aleatoric interpretation of probabilities as limiting ratios of relative frequencies on which Wald’s
decision theory was based. The shortcomings of this interpretation were already
discussed at the beginning of this chapter. In Savage’s own words [1961],
“Once a frequentist position is adopted, the most important uncertainties that affect science and other domains of application of statistics
can no longer be measured by probabilities. A frequentist can admit
that he does not know whether whisky does more harm than good in
the treatment of snake bite, but he can never, no matter how much evidence accumulates, join me in saying that it probably does more harm
than good.”
As will become clear shortly, Savage’s axiomatic foundations imply a theory of
expected utility, later to be identified with expected loss (see eq. 21), that extends
results from von Neumann and Morgenstern [2007]. It also complements and generalizes the dutch book arguments from section 2.1.2. In this context, the dutch
book arguments can be thought of as minimally consistent requirements for a theory. They approach the problem by focusing on a particular type of inconsistency,
the dutch book as a failure of coherence in de Finetti’s sense, and derive constraints
on a formalization of subjective uncertainty. Although the implications of coherence were substantial, their scope is rather narrow and originally only focused on
gambles.
Notions like gambles and lotteries also play an important role in the derivation
of a theory of expected utility, however, they do not yet establish a general frame-
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work in which arbitrary decision problems can be formalized. In Savage’s theory,
gambles are a particular type of simple acts that are measurable and the domain of
which is empty for all but a finite number of consequences. To be able to account
for general types of acts, further concepts have to be introduced. Recall that an act
f maps a state s to a consequence c. For c ∈ C , a utility is a function U : C → R
that assigns a numerical value to a consequence. For bounded utility U, a loss function can be defined equivalently as L(c) := maxc∗ U (c∗ ) − U (c). As before, the
utility assigns a reward (or penalty in terms of the loss) for the decision maker to a
particular consequence.
Now recall that Ramsey and de Finetti originally considered the gambling scenario as a way to elicit a person’s subjective degree of belief truthfully by placing
bets on events under the threat of financial loss. This means, the subjective degrees
of belief are measured only indirectly here by a person’s willingness to place particular bets. That is, it is inferred by the person’s preferences among possible gambles.
Like the gambler who has to decide for a particular bet, the decision maker has to
decide for a particular act. Axiomatic approaches to decision theory pick up on the
notion of preference in a more general scope and use it to define relations among
acts. For example, for f , g ∈ A, f ≺ g if the inferrer generally prefers act g over
f . Such a qualitative preference of one act over another is influenced both by the
assignment of consequences to certain states, as well as the inferrer’s belief that
corresponding events will obtain. Theories of expected utility therefore are defined
by axiom systems that imply a qualitative preference relation together with a particular numerical representation that allows for an arithmetization of the decision
process. In Savage’s theory,
f ≺g

⇔

EP∗ [U ( f )] < EP∗ [U ( g)],

where
EP∗ [U ( f )] =

Z
s∈S

(24)

U ( f (s))dP∗ .

Axioms have to be found such that they imply a unique probability measure P∗
and a real-valued utility function U that is unique up to affine transformations.
The uniqueness of P∗ is necessary to yield proper conditional probabilities. In the
following, a first outline of the theory is given without resorting to the technical
details of the actual axiom system.
Savage’s primitives involve an uncountable set S, the power set S = 2S and
A = C S . He stresses, however, that there are no technical difficulties in choosing a
smaller σ-algebra S . Richter [1975] considered the case for finite C and S. The theory proceeds to establish a further relation on the set of events S , called qualitative
probability and denoted by “≺∗ ”. For A, B ∈ S , A ≺∗ B means A is subjectively
not more probable than B. The qualitative probability relation is derived from preference among acts by considering special acts
(
(
c if s ∈ A
c if s ∈ B
f A (s) =
,
f B (s) =
(25)
0
c else,
c0 else,
and defining
A ≺∗ B

⇔

f A ≺ fB

∧

c0 ≺ c.

(26)
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The preference c0 ≺ c is a preference among acts by considering consequences
as special constant acts. Intuitively speaking, since f A and f B yield equivalent “reward” c, the preference can only arise from the fact that the decision maker considers A less probable than B. The first arithmetization in Savage’s theory is already
achieved at this point by the definition of agreement between the qualitative probability relation and a corresponding numerical probability measure P,

∀ A, B ∈ S :

A ≺∗ B

⇔

P ( A ) < P ( B ).

(27)

The axiom system implies the existence of a unique measure P∗ that fulfills this
criterion. In a next step, Savage uses P∗ to construct lotteries from gambles (simple
acts) and derives the von Neumann-Morgenstern axioms of linear utility. Lotteries
are defined as simple probability distributions that are nonzero only for a finite set
of mutually exclusive events. For example, p( A) would denote the probability that
event A will occur if lottery p is played. The von Neumann-Morgenstern theory
thus formalizes the betting scenario that was discussed in the context of dutch book
arguments earlier, although care has to be taken not to confuse payoff and utility.
The theory establishes numerical representation (24) for preferences among simple
acts and is subsequently generalized to all of A by invoking further axioms.
Savage’s result was conveniently summarized by [Fishburn, 1970, ch. 14] in a
single theorem, as stated in appendix A. In light of the technical nature of the seven
axioms Savage developed, this section will continue with a qualitative description
only, informed by Fishburn [1981]. For details, the reader is referred to appendix
A. Axiom P1 establishes that ≺ on A is asymmetric and transitive, and thus a
weak order. Axioms P2 and P3 realize Savages sure-thing principle which states
that the weak ordering of two acts is independent of states that have identical consequences. P4 pertains to the definition of the qualitative probability relation (26)
and expresses the assumption that the ordering does not depend on the “reward”
c itself. For the qualitative probability to be defined, P5 demands that at least two
consequences exist that can be ordered. Axiom P6 expresses a continuity condition
that establishes an important but rather technical partitioning feature of S . It also
prohibits consequences from being, in a manner of speaking, infinitely desirable.
Axioms P1–P6 ensure that the qualitative probability relation ≺∗ on S is a weak
ordering, as well, and consequently allow to derive the existence of a unique probability measure P∗ that agrees with ≺∗ . P∗ is non-atomic for uncountable S, that
is, on each partition B ⊂ S it takes on a continuum of values. Note that P∗ is not
necessarily countably additive. Savage [1954] maintained that countable additivity
should not be assumed axiomatically, due to its nature of mere technical expedience
which was already critically remarked upon by Kolmogorov himself [Kolmogoroff,
1973]. In particular, Savage stated that countable additivity should only be included
in the list of axioms if we feel that its violation deserves to be called inconsistent.
However, in light of the dutch book arguments for countable additivity advocated
by Williamson [1999] and Freedman [2003], as discussed in section 2.1.2, I conclude that not to demand it leads to dutchbook incoherence in case S is infinite and
S a corresponding σ-algebra. As reviewed by Fishburn [1986], in the context of
the present axiomatization that implies the existence of a unique P∗ which agrees
with the qualitative probability ≺∗ , P∗ is countably additive if and only if ≺∗ is
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monotonely continuous. The latter therefore has to be accepted as eighth postulate
in the list of axioms:
Definition 1 Monotone continuity
S
For all A, B, A1 , A2 , ... ∈ S , if A1 ⊂ A2 ⊂, . . . , A = i Ai and Ai ≺∗ B for all
i, then A ≺∗ B.
Monotone continuity thus demands that in the limit of nondecreasing Ai converging on event A, the ordering Ai ≺∗ B that holds for all i cannot suddenly jump
to B ≺∗ A and reverse in this limit. This demand is intuitively appealing because
it ensures reasonable limiting behavior in the infinite, a subject which in general
rather defies the human mind.
The last axiom P7 has a similar continuity effect for utilities and ensures in particular that the utility function is bounded. As such, it allows the final generalization
of the numerical representation (24) to the full set of acts A.
As a final point, it is interesting to discuss the notion of conditional probability
that arises from Savage’s theory. At the level of qualitative probability, he defines
for B, C, D ∈ S
B ≺∗ C given D

⇔

B ∩ D ≺∗ C ∩ D,

and shows that if ≺∗ is a qualitative probability, then so is ≺∗ given D. Furthermore, there is exactly one probability measure P( B| D ) that almost agrees with ≺∗
as a function of B for fixed D and it can be represented by
P( B| D ) =

P( B ∩ D )
.
P( D )

The interpretation of the comparison among events given D is in temporal terms,
that is, P(C | D ) is the probability a person would assign to C after having observed D. Savage stresses that it is conditional probability that gives expression in
the theory of qualitative probability to the phenomenon of learning by experience.
Some authors criticize this fact for lacking constructiveness and wish to include
comparisons of the kind A| D ≺∗ C | F. A more detailed discussion and further
references can be found in [Fishburn, 1986] and comments. For the remainder of
this thesis, Savage’s theory combined with the dutch book arguments of coherence
will be deemed sufficient to support the modern operational form of the Bayesian
paradigm, as stated in section 2.1.3.
In summary, this section gave a brief introduction to a prominent axiomatic foundation that supports the decision theoretic operationalization of the Bayesian paradigm of statistical inference. The axioms ensure the existence of a weak order
among the actions a decision maker can carry out, and yield a numerical representation in terms of expected utilities. The preference relation among acts implies the
existence of a unique probability measure on the set of events, and the existence of
a bounded utility function (and hence also a loss function) that is unique modulo
affine transformations. Savage’s main contribution is the subjective interpretability
of this probability measure which allows one to formalize the full range of uncertainty pertaining to a decision problem. This makes it possible to realize learning
from experience by Bayes theorem and to formalize situations where an inferrer
has to make a decision after observing certain evidence. Furthermore, the dutch

2.1 the bayesian paradigm

book arguments show that violation of this principle leads to inconsistency in the
decision process. The decision maker thus has to choose an action that maximizes
expected utility or, equivalently, minimizes expected loss. Lindley [1990] provides
additional arguments and justification for using the criterion of expected utility in
the decision process. I do not think this is necessary. It is clear that in the context
of Savage’s theory a functional on acts is needed to establish real values that allow
comparisons and summary statistics of acts as functions. The particular functional
EP∗ [U ( f (s))] contains the consistent formalization of uncertainty in the decision
problem via P∗ , and an otherwise arbitrary degree of freedom in the nonlinear “kernel mapping” U. This lends numerical representation (24) a canonical and intuitive
appeal.
2.1.5

Decision Theory of Predictive Inference

As a final step in this chapter, the decision problem for the analysis pertaining to
time series will be formulated. In essence, the problem is always one of predictive inference, as was already introduced in the context of equation (12) and can
be stated dually as parametric inference in a regression analysis (see Chapter 5),
as well as directly in nonparametric form in the context of Gaussian process regression. A brief introduction to the latter is provided in the appendices of both,
Chapter 5, as well as Chapter 8. The task is always to predict or, equivalently, reconstruct a target time series y ∈ R N using covariate time series x ∈ Rn which
may coincide with y. In particular, the modeling assumption is usually an extension
of the following,

∀i ∈ {1, ..., N }, yi ∈ y : ∃ xk = ( xk , ..., xk+m ) ⊂ x :

yi = f ( xk ) + ei , (28)

where ei ∼ N (0, σi2 ) and f : Rm → R a particular form of a model for the
targeted interaction. The latter is either a Volterra series expansion, as introduced
in detail in section 8.6.2, or the delay-coupled reservoir architecture derived in
Chapter 5. Both admit regression with nonlinear basis functions. The a priori assumption of normality for the residuals represents, in general, the best informed
choice that can be made: Residuals with respect to a “suitably true” f are never
actually observable and the normal distribution fulfils the criterion of maximizing
entropy (see [Jaynes and Bretthorst, 2003, ch. 7]). In particular, Jaynes argues that,
from an information theoretic point of view, the assumption of normality can only
be improved upon by knowledge of higher moments of the residual distribution.
To be able to always use the full extend of available information, the preferred
approach is to compute for each target data point y∗ ∈ R with covariates x∗ ∈ Rm
the leave-one-out predictive distribution P(y∗ | x∗ , D∗ ), conditional on all remaining data D∗ = (y\{y∗ }, x \ x∗ ). Note that the predictive distribution is either computed as marginal distribution with respect to model parameters, the latter being
integrated out after obtaining their posterior distribution from the observed data, or
directly as a Gaussian process posterior given a prior process assumption with constant expected value 0 (see chapters 8 and 5 for details). In order for this particular
inductive setup to make sense we will assume that the individual data points are
exchangeable.
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We can now state the inference problem in extensive form (21). Having observed
x∗ and D∗ , an estimator for y∗ has to be found, denoted by ŷ∗ . The loss function
for the corresponding decision task will always be the squared error loss L(ŷ, y) =
(ŷ − y)2 . Punishing larger errors stronger seems prudent. For some time series
analysis tasks the squared error can also be motivated by other extrinsic arguments,
as given in Chapter 8. The Bayesian loss can now be stated as
L∗ (ŷ∗ | x∗ ) =

Z
R

(ŷ∗ − y∗ )2 p(y∗ | x∗ , D∗ )dy∗ .

(29)

Minimizing the expected loss yields
d ∗
L (ŷ∗ | x∗ ) = 0
dy∗
ŷ∗

Z
R

p(y∗ | x∗ , D∗ )dy∗ −
ŷ∗ =

Z
R

Z
R

y∗ p(y∗ | x∗ , D∗ )dy∗ = 0

(30)

y∗ p(y∗ | x∗ , D∗ )dy∗ = E[y∗ | x∗ ].

This result is no surprise since the inference step is concluded by calculating the
predictive distribution as a summary of the inferrer’s uncertainty. Its expected value
presents an intuitive choice for an estimator. However, different loss functions, for
example the absolute loss |ŷ − y|, would yield different estimators, in this case
the median of the predictive distribution. For consistency it is therefore worth noting that the choice of the expected value as estimator corresponds to a choice of
squared error loss. Consider also the following miscellaneous fact: The maximum
likelihood estimation procedure can be interpreted in the decision theoretic framework and would correspond to the choice of a binary loss function given a constant
prior on model parameters. The latter is also referred to as an improper prior distribution since it does not satisfy countable additivity. Invoking further external
constraints such as unbiasedness of the resulting estimator represents an immediate violation of the likelihood principle (a direct consequence of the Bayesian
paradigm, see Lindley [1972] for details) and therefore leads to inconsistent inference.
As shown in appendix B, stating the decision problem in normal form (22), as
opposed to the extensive form above, yields the same result, its optimization is,
however, a lot more involved and requires variational calculus, as well as additional knowledge and constraints regarding the domain of the time series. With the
statement of optimization problem (30) the discussion of foundations and operational form of a theory of statistical inference is deemed sufficient to consolidate
the methods employed in the remainder of this thesis. However, in light of the inhomogeneity of the literature and the sheer extent of the topic, said discussion can
only be called rudimentary.

3

DY NA M I C A L S Y S T E M S , M E A S U R E M E N T S A N D
EMBEDDINGS

I treat time series as data with auto structure that typically represent measurements
from dynamical systems. As such, statistical models that realize functional mappings on the measurements can be justified theoretically by considering mappings
on the underlying systems and their geometrical information. The latter may also
imply the existence of functional mappings between time series, in case their underlying systems are coupled. These theoretical considerations can provide a rich foundation and interpretation for statistical models in time series analysis. The crucial
step in practice is therefore to explicate the geometric information of the underlying
systems that is implicit in the measurements. By reconstructing the underlying systems, results from dynamical systems theory become available and can inform the
data analysis process. This chapter will give a brief overview of a theoretical branch
from differential topology that solves this problem for the practitioner. Primary application will be with respect to prediction of individual time series, as well as
detection of causal interactions between time series. The latter requires additional
conceptualization and intuitions which are provided in the following section.
3.1

directed interaction in coupled systems

In the context of dynamical systems theory, causality can be conceptualized as
the direction of interaction between coupled systems. A system X that is coupled
to another system Y influences Y’s temporal evolution by injecting its own state
information over time into Y’s internal state. The additional information of the
driver causes alterations in the driven system’s state space: Y encodes information about X geometrically. To illustrate this, consider a unidirectionally coupled
Rössler-Lorenz System. The Rössler driver is given by
ẋ1 = −6( x2 + x3 ),
ẋ2 = 6( x1 + 0.2x2 ),

(31)

ẋ3 = 6(0.2 + x3 ( x1 − 5.7)),
while the Lorenz response system is given by
ẏ1 = σ(y2 − y1 ),
ẏ2 = ry1 − y2 − y1 y3 + µx1 ,

(32)

ẏ3 = y1 y2 − by3 + µx1 ,
where µx1 denotes the interaction term by which X influences Y. With σ = 10, r =
28, b = 38 and µ = 0, both systems are uncoupled and feature a stable chaotic attractor in their three dimensional state spaces (upper part of figure 1). The lower
part of figure 1 depicts the case where µ = 10, such that the Rössler driver injects
its own state information into the Lorenz system. One can see how the interaction
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no interaction

Rössler system

information exchange

Lorenz system

Figure 1: Rössler system driving a Lorenz system. Upper part: Uncoupled state. Lower
part: A particular coupling term causes state information of the Rössler system
to flow into the Lorenz system (see eq. 32). This leads to a smooth warping of
the driven attractor manifold to account for the additional information injected
by the driver.

causes the attractor manifold of the driven Lorenz system to smoothly warp, hereby
encoding information about the Rössler driver geometrically.
When discussing causality in this context, we are thus interested in the direction
of information flow between dynamical systems, realized by interaction terms in
the temporal evolution of the systems. As a result of such interactions, a driven
system may encode geometrically information about the driver. To determine the
coupling scenario, one therefore has to quantify in how far one system is geometrically informative about another. The problem is further complicated by the fact
that one usually has no direct access to the full systems and their geometry. Instead, the inference has to be carried out on time series data, which represent downsampled, down-projected, noisy measurements of the underlying systems. Accessibility to relevant information via such measurements is provided by embedding
theory, which is discussed in the following section.
3.2

embedding theory

Dependencies between time series may be reflections of geometrically encoded
information resulting from interactions due to coupling, as discussed in the previous section. To infer the causal structure of these interactions it is thus necessary
to unfold the geometric information of the systems from the measurement data.
Likewise, in prediction tasks the flow of the underlying system (which may be the
solution to a differential equation) has to be approximated by a functional map-
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Figure 2: Embedding a one-dimensional manifold in two or three-dimensional Euclidean space. The two circles indicate intersections in the projection into twodimensional space, which therefore fails to be an embedding.

ping that operates on the time series directly. These ideas have been formalized in
a branch of differential topology which may be referred to as embedding theory.
The groundwork was supplied by Whitney [1936], who showed that the definition
of an abstract manifold by some intrinsic coordinate system is equivalent to an
extrinsic definition as a submanifold in higher dimensional Euclidean space. Consider the example depicted in figure 2: The “rubber-band” manifold is intrinsically
one-dimensional. Its projections (measurements) into the coordinates of the surrounding two or three-dimensional Euclidean space are called an embedding if the
resulting map is bijective and preserves the manifold’s differential structure. The
upper two-dimensional projection is not bijective due to the intersections, while
the lower one is. It is intuitively reasonable that “almost all” projections into threedimensional space will yield proper embeddings without intersections. In general,
any continuous mapping from a smooth m-dimensional manifold into Rd can be
approximated by a proper embedding if d > 2m.
Data acquisition in natural science can be compared to the coordinate projections
into Euclidean space in the example above. Let a measurement be a real-valued
function φ : M → R, the domain of which is a manifold M. If the phenomenon
of interest to the scientist is a dynamical system, the state space in which it evolves
temporally may be comprised by such a manifold M. Examples of such manifolds
are already given in figure 1, which shows chaotic attractor manifolds embedded
in three-dimensional Euclidean space.
The problem differential topology solves for the practitioner is that of reconstructing a system that is observed only indirectly via real-valued measurements.
Consider, for example, local field potentials (LFPs) from electrode recordings in
cortex. These yield a time series measurement of the unobserved neuronal network
activity contributing to the LFPs. Aeyels [1981] was one of the first to work on
this topic and provides the most intuitive access. He considered time-continuous
dynamical systems given by vector fields defined on a differentiable manifold M
with m dimensions. Each vector field admits a flow f : M × R → M which
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describes the temporal evolution of a dynamical system by mapping some initial
state x0 ∈ M forward in time by a factor of t to the state x (t). Thus, f defines a
temporal evolution of the dynamical system and corresponding trajectories on M.
Measurements, such as LFPs, are defined as continuous functions φ : M → R. As
a function of time, the system f is observed only indirectly via the measurements
φ( f ( x, t)) which constitute the observed time series. Suppose the measurements
were sampled at a set of d points ti ∈ [0, T ] along an interval of length T. This set
is called a sample program P .
Definition 2 A system ( f , φ) is called P -observable if for each pair x, y ∈ M
with x 6= y there is a ti ∈ P , such that φ( f ( x, ti )) 6= φ( f (y, ti )).
In other words, if a system is observable, the mapping of an initial condition x into
the set of measurements defined by P ,
Recd ( x ) = (φ( x ), φ( f ( x, t1 )), ..., φ( f ( x, td−1 ))
is bijective. Recd : M → Rd is called a reconstruction map. If x 6= y, Recd ( x )
and Recd (y) differ in at least one coordinate, hereby allowing one to distinguish
between x and y in measurement. Aeyels showed that, given an almost arbitrary
vector field, it is a generic property of measurement functions φ that the associated reconstruction map Recd is bijective if d > 2m. Genericness is defined here
in terms of topological concepts (open and dense subsets of function spaces) as
provided in theorem 1. As a result, the temporal evolution of f on M becomes
accessible via the reconstruction vectors corresponding in time.
For purposes of statistical modeling, this level of description is quite sufficient.
In general, however, it is natural to also demand differentiability of Recd such that
its image is a submanifold in Rd . In this case, the reconstruction map is called an
embedding and also preserves the smoothness properties of M. In turn, an embedding affords the investigation of topological invariants and further properties of the
dynamical system in measurement. Takens [1981] showed in a contemporaneous
piece of work that Recd is generically an embedding if d > 2m, together with
stronger statements of genericness. To this end, he considered diffeomorphisms
F : M → M, which may be given by F := f (•, ∆t), and showed that the reconstruction map
Φ F,φ : M → Rd ,
Φ F,φ ( x ) = (φ( x ), φ( F ( x )), ..., φ( F d−1 ( x )))T

(33)

is an embedding for generic F and φ if d > 2m. In this case, the reconstruction map is also called a delay embedding. Here, F d denotes the d-fold composition F ◦ F ◦ ... ◦ F of functions. More formally, following [Stark, 1999], denote
by C r ( M, R) the space of all r times differentiable real-valued functions on M,
and by D r ( M ) the space of all r times differentiable diffeomorphisms on M. The
following theorem now holds.
Theorem 1 Takens 1980
Let M be a compact m-dimensional manifold on which a smooth (r times differentiable) diffeomorphism F ∈ D r ( M) is defined, and φ : M → R ∈ C r ( M, R) a
smooth real-valued measurement function. Then if d > 2m, the set of ( F, φ) for
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which the map Φ F,φ is an embedding is open and dense in D r ( M) × C r ( M, R) for
r ≥ 1.
Note that for diffeomorphisms this includes F := f (•, −∆t). Sauer et al. [1991]
extended this result in several ways. First, by a new concept called prevalence the
genericity of the embedding theorem was extended in a measure-theoretic sense.
Second, it was remarked that the theorem holds even if the delay embedding map is
composed of different measurement functions, similar to Whitney’s original embedding theory. A formal proof was given by Deyle and Sugihara [2011]. Furthermore,
it was proven that an application of linear time invariant filters on the measurements
preserves the embedding. The latter is quite important since for example electroderecordings in neuroscience are automatically filtered in most hardware setups. Extending the neuroscience example, one may also combine recordings from different
electrodes to yield an embedding if they contain overlapping measurements, which
creates interesting opportunities for multi-channel recordings even on short time
intervals and in the presence of strong background noise. Finally, it was shown that
the embedding dimension d may be much smaller than the dimension of M, if, for
example, the dynamical system is restricted to an attractor submanifold with low
box-counting dimension.
Furthermore, in 2002, Takens proved an important generalization regarding the
dynamical system from which measurements are taken [Takens, 2002]. The generalization pertains to weaker assumptions about the temporal evolution of a dynamical system. In the previous theorem, the latter was provided by a diffeomorphism F,
which is time-invertible. If F is not invertible, it is called an endomorphism and we
denote by End1 ( M ) the space of all continuous endomorphisms on M. The weak
extension to endomorphisms is important, for example, when dealing with retarded
systems that feature delayed interaction terms, such as the Mackey-Glass system
[Glass and Mackey, 2010]. This is owed to the fact that the temporal evolution of
a retarded system is described only by a semi-flow which is not invertible in time
(the inverse would be acausal).
Theorem 2 Takens 2002
Let F : M → M be an endomorphism under the conditions of theorem 1 and
Xd ⊂ Rn be the image of Φ F,φ . Then there is an open and dense subset U ⊂
End1 ( M ) × C1 ( M), where End1 ( M ) denotes the space of C1 -endomorphisms on
M, such that, whenever ( F, φ) ∈ U and d > 2m, there exists a unique map
πd : Xd → M with πd ◦ Φ F,φ = F d−1 , which is differentiable in a neighborhood of
Xd . As a result, a sequence of d successive measurements from a system determines
the system state at the end of the sequence of measurements.
For both, endomorphisms and diffeomorphisms, the delay embedding Φ F,φ constitutes a dynamical system since there exists a smooth function H, such that
H ◦ Φ F,φ = Φ F,φ ◦ F.

(34)

H therefore describes a temporal evolution on the state space Xd and commutes
with F, thus defining a conjugacy under the coordinate change Φ F,φ (see figure 2).
In order to approach the problem of causal interaction structures between coupled systems, the theory needs further refinement. One would want to treat the
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F
xi

x i +1
1
Φ−
F,φ

Φ F,φ
H
zi

z i +1

Figure 3: Equivalence of the dynamical system given by a diffeomorphism F and its delay
embedded counterpart H under coordinate change Φ. F is defined on the manifold M, with states x j ∈ M. Conversely, z j ∈ Φ F,φ ( M ) ⊂ Rd denotes the states
1
of the delay embedding. H is thus defined through H = Φ F,φ ◦ F ◦ Φ−
F,φ . For
endomorphisms the situation is slightly more complicated.

case where different time series represent non-overlapping measurements of different dynamical systems which putatively exchange information via some specific
coupling. Although the full system of coupled subsystems may be viewed as autonomous, the subsystems from which measurements are taken must be treated as
non-autonomous, since they receive dynamic input from other subsystems.
This problem was tackled by Stark [1999], who formalized this situation using
skew product systems. Let M and N be m- and n-dimensional manifolds, and
G : N → N a diffeomorphism on N that represents the evolution of a dynamical
system with temporally indexed state yi+1 = G (yi ) ∈ N. Furthermore, let F :
M × N → M be a diffeomorphism, such that Fy is defined on M for every y ∈ N
by Fy ( x ) = F ( x, y) with x ∈ M. This leads to a skew product system on M × N
of the form
x i +1 = F ( x i , y i )
y i +1 = G ( y i ),

(35)

where y represents the driver and x the non-autonomous driven system. According
to Muldoon et al. [1998], N may be embedded in M if n < m, which would be
the most obvious correspondence with the idea of geometric information encoding,
as described in the previous section. More generally, Stark proved that delay maps
Φ F,G,φ , composed of measurements from the driven system φ : M → R, are
generically embeddings:
Theorem 3 Forced Takens Theorem, Stark 1999
Let M and N be compact manifolds of dimension m ≥ 1 and n, respectively.
Suppose that the periodic orbits of period < 2d of G ∈ D r ( N ) are isolated and
have distinct eigenvalues, where d ≥ 2(m + n) + 1. Then for r ≥ 1, there exists
an open and dense set of ( F, φ) ∈ D r ( M × N, M) × C r ( M, R) for which the map
Φ F,G,φ : M × N → Rd is an embedding.
Intuitively speaking, the theorem asserts that given local measurements of a driven
system, these measurements allow under certain conditions the reconstruction of
the full skew product system consisting of both, driver and driven system. The
driver is indirectly reconstructible via its geometric encoding in the driven system. Stark et al. [2003] extended this result to stochastic driver systems. Stochastic
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systems are usually modeled through the use of shift spaces. Let X be a topological space and Σ := X Z the space of bi-infinite sequences ω = (ωi )i∞=−∞
of elements in X with the product topology. The shift map σ : Σ → Σ is defined by [σ(ω )]i = [ω ]i+1 , where [ω ]i is the ith component of ω ∈ Σ. For
F ∈ D r ( M × X , M), a skew product system can be defined by
x 7→ F ( x, ω0 )
ω 7 → σ ( ω ).

(36)

In addition, assume a noisy measurement function φ : M × X 0 → R, where
φηi ( x ) = φ( x, ηi ) for η ∈ Σ0 = (X 0 )Z . Define Fω0 = F (•, ω0 ) and Fωk ...ω0 =
Fωk ◦ · · · ◦ Fω0 . A stochastic delay map with noisy measurements is then given by
Φ F,φ,ω,η ( x ) = (φη0 ( x ), φη1 ( Fω0 ( x )), ..., φηd−1 ( Fωd−2 ...ω0 ( x ))).

(37)

A problem now arises because the shift map on Σ and Σ0 represents infinite dimensional systems so that there is no hope of Φ F,φ embedding M × Σ × Σ0 . Stark
therefore defines the notion of a bundle embedding by requiring that the map
Φ F,φ,ω,η = Φ F,φ ( x, ω, η ) embeds M given typical (ω, η ) ∈ Σ × Σ0 . Typical is
defined here in terms of product measures µΣ , µ0Σ0 on Σ and Σ0 respectively.
Theorem 4 Bundle Embeddings for stochastic Systems with noisy Observations,
Stark 2002
Let M,X and X 0 be compact manifolds, with m = dim M > 0. Suppose that
d ≥ 2m + 1. Then for r ≥ 1, there exists a residual set of ( F, φ) ∈ D r ( M ×
X , M) × C r ( M × X 0 , R) such that for any ( F, φ) in this set there is an open dense
set Σ F,φ ⊂ Σ × Σ0 such that Φ F,φ,ω,η is an embedding for all (ω, η ) ∈ Σ F,φ . If
µΣ and µ0Σ0 are invariant probability measures on Σ and Σ0 respectively, such that
µd−1 and µ0d are absolutely continuous with respect to Lebesgue measure on X d−1
and (X 0 )d respectively, then we can choose Σ F,φ such that µΣ × µ0Σ0 (Σ F,φ ) = 1.
Consequently, one can define an embedding from noisy measurements for a stochastically driven system. However, in this scenario the stochastic driver is not explicitly reconstructible and rather represents a parametrization of the driven system in
terms of random variables. This random parametrization extends in particular to
any mapping defined on the measurements, thus leading to uncertainty, as will be
discussed shortly. Note that such bundle embeddings of the driven system on M
exist naturally in the deterministic case of theorem 3 and can be used in situations
where the driver is already known, for example due to the experimental setup.
Stark et al. [2003] also point out the following important consequence. Consider
once more the commutative diagram in figure 3 and note that two states zi , zi+1 ∈
Rd of the embedded system H only differ meaningfully in the last coordinate,
Φ F,φ ( xi ) = zi = (φ( xi ), φ( F ( xi )), ..., φ( F d−1 ( xi )))T
Φ F,φ ( F ( xi )) = zi+1 = (φ( F ( xi )), φ( F2 ( xi )), ..., φ( F d ( xi )))T .

(38)

The existence of H implies the existence of its smooth coordinate functions. Denote the last coordinate function by h := prd ◦ H, which realizes the autoregressive
mapping
h : (φ( xi ), φ( xi+1 ), ..., φ( xi+d−1 ))T 7→ φ( xi+d ).

(39)
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This continuous mapping provides a theoretical justification for the existence of
any predictive model common in time series analysis. Predictive models therefore
are always partial approximations of the underlying system flow (with fixed time
argument). Mapping (39) can also be derived from a bundle conjugacy implied by
theorem 4. Assume for illustration a stochastic dynamical system with noise-free
deterministic measurement function. For almost all ω ∈ Σ, Φ F,φ,ω and Φ F,φ,σ(ω )
are both embeddings of the manifold M on which the dynamical system F is
defined. A bundle conjugacy is then given by varying coordinate changes, such
1
that Hω = Φ F,φ,σ(ω ) ◦ Fω0 ◦ Φ−
F,φ,ω is a well defined diffeomorphism between
Φ F,φ,ω ⊂ Rd and Φ F,φ,σ(ω ) ⊂ Rd (see again definitions (37),(36)). As a result, for
an orbit ( xi , σi (ω )) where xi+1 = F ( xi , ωi ), it holds that
zi+1 = Φ F,φ,σi+1 (ω ) ( xi+1 )

= Φ F,φ,σi+1 (ω ) ( Fωi ( xi ))
= Φ F,φ,σ(σi (ω )) ( Fωi ((Φ F,φ,σi (ω ) )−1 (zi )))

(40)

= Hσi (ω ) (zi ).
Once more, denote the last component of Hω by hω : Φ F,φ,ω ( M ) → R. This
results in the mapping
φ( xi+d ) = hσi (ω ) (φ( xi ), φ( xi+1 ), ..., φ( xi+d−1 ))

= h(φ( xi ), φ( xi+1 ), ..., φ( xi+d−1 ), ωi , ωi+1 , ..., ωi+d−1 ),

(41)

where the last equation makes explicit the dependence of h on the d stochastic
terms ωi , ..., ωi+d−1 . Note that ωi+d−1 corresponds to new uncertainty entering the
system between time steps i + d − 1 and i + d and is therefore inaccessible at the
time the prediction is made. As a result, the bundle conjugacy implies the existence
of a general autoregressive statistical model, albeit only for almost all ω, of which
the well-known nonlinear autoregressive moving average models (NARMA, see
Billings [2013]) are special cases.
An important point to be reconsidered here in the context of prediction is that of
forcing from finite dimensional systems. In this case, theorem 3 is applicable and
allows the reconstruction not only of the driven system under observation, but also
of its reconstructible drivers. Depending on the accessibility of information in the
data, uncertainty in mapping 41 may be reduced dramatically as a result. Consequently, the statistical model is more than just autoregressive and can in addition
draw on information of reconstructible drivers. This theoretical insight is of high
significance since for many natural systems under observation it will be the rule
rather than the exception that attempted measurements are local and therefore can
only capture a local fraction of the full system.
In summary, embedding theory allows one to reconstruct the geometric information of the phase space of a dynamical system in different measurement scenarios
by constructing delay maps of real-valued measurement functions. It was shown
that these reconstructions provide the basis for predictive statistical models. Moreover, Stark’s embedding theorems for skew products give a formal justification for
the intuition developed in figure 1 regarding the fact that a driven system geometrically encodes information about its driver. The skew product embedding theorems

3.2 embedding theory

also point to situations where the reconstruction of certain systems is not possible.
This admits the possibility of exploiting asymmetries in reconstructibility to arrive
at causal interaction structures that will be considered in Chapter 8.
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OUTLINE AND SCIENTIFIC GOALS

The scientific goals of this thesis are the investigation of time series analysis tools
for prediction and causal analysis, informed by dynamical systems theory. Emphasis is placed on the role of delays with respect to information processing in dynamical systems, as well as the effect on causal interactions between systems. The
importance of investigating the role of delays is obvious from the fact that the majority of physical systems under investigation is comprised of spatially distributed
subsystems that have to interact over a distance. Applications are considered foremost with respect to computational neuroscience but extend to generic time series
measurements if the respective prerequisites apply.
In terms of the individual research projects that form the body of this thesis,
the remainder is organized as follows. Chapter 5 and Chapter 6 correspond to papers documenting work on delay-coupled reservoirs. With respect to time series
analysis the task of prediction is considered foremost. In addition, delay-coupled
reservoirs provide a natural framework to study the role of delays for information
processing in dynamical systems. In the context of information exchange between
different systems, Chapter 7 and Chapter 8 explore dependencies between time series and approach the problem of causal analysis. In particular, Chapter 8 considers
the effect of delays in interactions between coupled dynamical systems. The documented work aims at both, estimating these delays and exploiting them for causal
inference.
I will now discuss the individual contents in more detail and provide additional
background information. First, an introduction to delay-coupled reservoir computing, as developed by Appeltant et al. [2011], is provided. The corresponding Chapter 5 motivates the approach, introduces all mathematical theory involved, presents
a numerical solution scheme for the model based on an analytical approximation,
and evaluates predictive capabilities of the model both, on synthetic data and on
time series measurements from a chaotic far-infrared laser system. Delay-coupled
reservoirs provide nonlinear functional mappings in statistical models but represent by themselves already dynamical systems delay-coupled to themselves. The
reservoir computing paradigm therefore affords investigating the capacity of delaycoupled systems to process information. This is of high relevance for the area of
computational neuroscience since neural networks in practice always feature retarded interactions.
With respect to prediction, the delay-coupled reservoir is placed within a statistical model that employs Bayesian inference calculus. The latter allows for a
proper treatment of uncertainty usually neglected in studies of the reservoir computing paradigm. A realization via Gaussian process regression is discussed, too.
The laser time series targeted for prediction shows features known as nonstationarities. These comprise trends in mean and variance, as well as catastrophic events
like sudden breakdowns of the amplitudes in the system’s irregular oscillation. In
contrast to the conventional purely stochastic treatment of nonstationarities, it will
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be shown that nonstationarities in the laser time series can be fully accounted for
in terms of deterministic nonlinear modeling of the system’s flow describing its
temporal evolution (see Chapter 3).
Open questions pertain to the determination and practical treatment of system hyperparameters. The latter are buried within the dynamics of a retarded functional
differential equation that constitutes the delay-coupled reservoir. In addition, some
of these parameters are inconveniently entangled with the temporal grid to which
approximate and numerical solutions of the system are confined. Given the context
of computational neuroscience, Chapter 6 presents an investigation of biologically
inspired optimization procedures of the reservoir informed by principles of homeostatic plasticity, as well as information theoretic considerations. This approach tries
to evade the aforementioned difficulties by allowing the system to self-organize.
In addition, it represents a first attempt at exploring unsupervised computational
paradigms that explicitly target temporal aspects of the delay-coupling.
The two subsequent chapters document work focused on the analysis of measurements from interacting systems. Statistical models used to estimate functional
interactions in this context will always be based on Volterra series operators, which
I consider to be a canonical model for continuous functional relationships. A detailed motivation and derivation of this statement is provided in the supplementary
material of Chapter 8. Data analysis here benefits greatly from theoretical studies of
coupled dynamical systems. Particularly important examples are coupled chaotic
systems the interaction of which was studied mainly in the 1990s (see e.g. Rulkov
et al. [1995]; Rosenblum et al. [1997]; Kocarev and Parlitz [1996]; Senthilkumar
et al. [2008]). A large portion of the possible regimes of interaction can be accounted for in terms of synchronization. It is typically understood that one of the
weakest forms is phase synchrony in systems that feature a discernible main frequency component where it makes sense to define a mean-phase. As the coupling
strength between systems is increased, the interaction becomes stronger and involves also the system amplitudes. This regime is called generalized synchronization. In contrast to phase synchrony, generalized synchronization is not limited to
systems with well-defined mean-phase. Its main feature is complete predictability
of one system given the other, although their interaction may be highly nonlinear.
As the coupling strength increases further, in systems with high similarity lag synchronization and complete synchronization can be observed as special forms of
generalized synchronization. The aforementioned synchronization phenomena are
well-understood analytically and can inform data analysis. Chapter 7 presents a
method that uses a particular analytical definition of generalized synchronization
to justify the existence of a predictive functional relationship between time series,
based on a simple reconstruction of the underlying systems. The latter is provided
by the theory of Chapter 3 and not explicitly discussed in the short format of the
method paper corresponding to Chapter 7. A statistical model based on Volterra
series operators is used to estimate the targeted functional relationships. In a final
step, the applicability of the method to electrode recordings from monkey visual
cortex is demonstrated.
Chapter 8 is the central piece of this thesis and continuous the investigation
of the previous method into weak coupling regimes that are not dominated by
synchrony. Delayed interactions are explicitly accounted for and an emphasis is
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placed on estimating the delays. Picking up on theoretical aspects of existing work
by Sugihara et al. [2012], a method is developed that exploits asymmetries in the
reconstructibility of one time series from another, due to directedness of information flow between the underlying systems. The method draws heavily on various
concepts from differential topology, as detailed in Chapter 3 and the supplementary
material of Chapter 8, to justify the unidirectional existence of functional relationships between the time series. In the presence of delayed interactions the delays
can be utilized to achieve inference even in strong coupling regimes. Moreover, the
method uses an analytical criterion to estimate the delays. At the heart of this procedure is a statistical model that employs Gaussian process regression with Volterra
series operators to reconstruct one time series from another and to quantify a difference in reconstructibility. The model makes exemplary use of Bayesian inference
calculus to formalize and analytically treat uncertainty pertaining to the measurements that was previously unconsidered. In a supplementary material section both,
the formalization of uncertainty, as well as a derivation of the Volterra series operator are provided. The main application of the resulting method is to electrode
recordings from visual areas of cat cortex. It is shown that delay estimation is possible on raw data and leads to a biologically plausible connectivity diagram between
the individual recording sites in different layers and areas.
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Part II
P U B L I C AT I O N S
This part contains the unaltered manuscripts of the publications that
form the body of the thesis.

5

A N I N T R O D U C T I O N T O D E L AY- C O U P L E D R E S E RV O I R
COMPUTING

5.1

abstract

Reservoir computing has been successfully applied in difficult time series prediction tasks by injecting an input signal into a spatially extended reservoir of nonlinear subunits to perform history-dependent nonlinear computation. Recently, the
network was replaced by a single nonlinear node, delay-coupled to itself. Instead of
a spatial topology, subunits are arrayed in time along one delay span of the system.
As a result, the reservoir exists only implicitly in a single delay differential equation, the numerical solving of which is costly. We give here a brief introduction
to the general topic of delay-coupled reservoir computing and derive approximate
analytical equations for the reservoir by solving the underlying system explicitly.
The analytical approximation represents the system accurately and yields comparable performance in reservoir benchmark tasks, while reducing computational costs
practically by several orders of magnitude. This has important implications with
respect to electronic realizations of the reservoir and opens up new possibilities for
optimization and theoretical investigation.
5.2

introduction to reservoir computation

Predicting future behavior and learning temporal dependencies in time series of
complex natural systems remains a major goal in many disciplines. In Reservoir
Computing, the issue is tackled by projecting input time series into a recurrent
network of nonlinear subunits [Jaeger, 2001; Maass et al., 2002]: Recurrency provides memory of past inputs, while the large number of nonlinear subunits expand
their informational features. History-dependent nonlinear computations are then
achieved by simple linear readouts of the network activity.
In a recent advancement, the recurrent network was replaced by a single nonlinear node, delay-coupled to itself [Appeltant et al., 2011]. Such a setup is formalized
by a delay differential equation which can be interpreted as an infinite-dimensional
dynamical system. Whereas classical reservoirs have an explicit spatial representation, a delay-coupled reservoir (DCR) uses temporally extended sampling points
across the span of its delayed feedback, termed virtual nodes. The main advantage of such a setup is that it allows for easy realization in optical and electronic
hardware [Soriano et al., 2013] which has great potential for industrial application.
A drawback of this approach is the fact that the actual reservoir is always only
implicit in a single delay differential equation. Consequently, in many implementations the underlying system has to be solved numerically. This leads to a computational bottleneck and creates practical limitations for reservoir size and utility.
The lack of reservoir equations also presents problems for applying optimization
procedures.
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To overcome this, we present a recursive analytical solution used to derive approximate virtual node equations. The solution is assessed in its computational
capabilities as a DCR, and compared against numerical solvers in nonlinear benchmark tasks. While computational performance is comparable, the analytical approximation leads to considerable savings in computation time, allowing the exploration
of exceedingly large setups. The latter allows us to stir the system away from toy
examples to the realm of application.
Moreover, we provide in this chapter a general introduction to the topic of delaycoupled reservoir computing to familiarize the reader with the concept, and to give
some practical guidelines for setting up a DCR. To this end, we first discuss some
theory regarding solvability and dynamics of the delay differential equation underlying a DCR. In a next step, we use this insight to derive the approximate analytical
equations for the reservoir and explore their accuracy. A computationally efficient
numerical solution scheme arises that allows the investigation of large reservoirs,
the performance of which is evaluated on classical benchmark tasks. These will
also serve to illustrate a practical implementation. Finally, we present an application to an experimental recording of a far-infrared laser operating in a chaotic
regime and show how a DCR can be embedded into Gaussian process regression
to deal with uncertainty and to be able to optimize hyperparameters.
5.3

single node delay-coupled reservoirs

In this section, we discuss the theory of simple retarded functional differential equations, of which the delay differential equations underlying a DCR are a particular
instance, and derive approximate expressions for the virtual nodes. These will serve
as the basis for a practical implementation in later parts of this chapter.
5.3.1 Computation via Delayed Feedback
In a DCR, past and present information of a covariate time series undergo nonlinear
mixing via injection into a dynamically evolving “node” with delayed feedback.
Formally, these dynamics can be modeled by a delay differential equation of the
type
dx (t)
= − x (t) + f ( x (t − τ ), J (t)) ∈ R,
dt

(42)

where τ is the delay time, J (t) is a weighted and temporally multiplexed transformation of some input signal u(t) driving the system, and f is a sufficiently smooth
real-valued nonlinear function. The nonlinearity is necessary to provide a rich feature expansion and separability of the information present in the input time series.
Although a solution to system (42) will in general not be obtainable analytically, it
can often be fully optically or electronically realized, for example in an all-optical
laser system with nonlinear interference given by its own delayed feedback [Larger
et al., 2012b].
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The Mackey-Glass system represents a possible choice of nonlinearity which
also admits a hardware implementation of the system. The corresponding differential equation is given by
dx (t)
η ( x (t − τ ) + γJ (t))
= − x (t) +
∈ R.
dt
1 + ( x (t − τ ) + γJ (t)) p

(43)

The parameters γ, η, p ∈ R determine in which dynamical regime the system operates. Although the Mackey-Glass system can exhibit even chaotic dynamics for
p > 9, a fixed point regime appears to have the most suitable properties with respect to memory capacity of the resulting reservoir. In a chaotic regime, the system
would have an excellent separability of input features, due to its sensitive dependence on initial conditions. However, presumably as a result of the intrinsic entropy production and exponential decay of auto-correlation in strange attractors, the
chaotic system essentially lacks memory capacity with respect to the input signal.
Furthermore, the required precision for computing the trajectories in a numerical
solver would result in prohibitive computational costs with increasing chaoticity of
the system. Other choices of nonlinearities are possible and have been investigated
[Appeltant et al., 2011]. For purposes of illustration, we will use the Mackey-Glass
system throughout this chapter.
Injecting a signal u(t) into the reservoir is achieved by multiplexing it in time:
The DCR receives a single constant input u(t̄) ∈ R in each reservoir time step
t̄ = d τt e, corresponding to one τ-cycle of the system. For example, (i − 1)τ ≤
t ≤ iτ denotes the ith τ-cycle and is considered to be a single reservoir time step
during which u(t) = ui = const. This scheme is easily extendable to vectorvalued input signals. The dynamics of x during a single delay span τ are to be
seen as the temporally extended analogon of an artificial neural network, where
the nonlinear subunits are arrayed not in space, but in time. Since one is interested
in operating x (t) in a fixed point regime, the system would at this point simply
saturate and converge in the course of a τ-cycle during which ui is constant, e.g.
limt→∞ x (t) = 0 for ui = 0 and suitable initial conditions (see section 5.3.2).
To add perturbation and create a rich feature expansion of the input signal in time
(analogous to neural network activity in space), the delay line τ is shattered into N
subintervals of length θ j , for j = 1, ..., N. On these subintervals an additional mask
function reweights the otherwise constant input value ui , such that the saturating
system x is frequently perturbed and prevented from converging. That is, the mask
is a real-valued function on an interval of length τ, e.g. [−τ, 0], which is piecewise
constant:
m(t) = m j ∈ R

N

for

θ j −1 < t ≤ θ j ,

∑ θ j = τ.

(44)

j =1

The input to the reservoir x (t) during the ith τ-cycle is thus given by J (t) = m(t)ui
(compare eq. (42)).
In the original approach, the m j were simply random samples from {−1, 1},
meant to perturb the system and to create transient trajectories. The impact of certain binary sequences on computation, as well as multi-valued masks, have also
been studied and may lead to a task-specific improvement of performance. General
principles for the choice of optimal m(t) are, however, not yet well understood,
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Figure 4: Exemplary trajectory (dark gray) of system (43) during one τ-cycle of length
10, with equidistant θ j = 0.2 for j = 1, ..., 50, η = 0.04, γ = 0.005, p = 7,
while ui = 0.385 constant during the entire τ-cycle. In light gray, the piecewise
constant mask (eq. (44)) with m j ∈ {−1, 1} for j = 1, ..., 50 is shown. The
system is in a fixed point regime (parametrized by J (t)) and starts converging on
intervals where J (t) = ui m(t) is constant.

mainly due to problems in solving the system efficiently and due to an inconvenient dependence on the θ j . For optimal information processing, θ j has to be short
enough to prevent convergence of the system trajectory (so as to retain the influence of past states), but long enough for the system to act upon the masked input
signal and expand information. In the case of equidistant θ j = θ, it can be determined experimentally that choosing θ to be one fifth of the system’s intrinsic
time scale yields good computational performance in benchmark tasks [Appeltant
et al., 2011]. In system (42) the intrinsic timescale is the multiplicative factor of
the derivative on the left-hand side, which is 1, so that θ = 0.2 accordingly. Figure
(4) illustrates how the resulting dynamics of x (t) may look like during a single
τ-cycle, using a short delay span τ = 10, shattered into 50 subintervals.
To obtain a statistical model, a sample is read out at the end of each θ j , thus
yielding N predictor variables at each τ-cycle (i.e. reservoir time step t̄ = d τt e).
These are termed “virtual nodes” in analogy to the spatially extended nodes of a
neural network. During the ith τ-cycle, virtual node j is sampled as
j

x j (ui ) := x ((i − 1)τ +

∑ θk )

k =1

and used in a linear functional mapping
N

ŷi =

∑ α j x j (ui ) ≈ g(ui , ..., ui− M )

(45)

j =1

to predict some scalar target signal y by the estimator ŷ. The latter can be seen
as a function g of covariate time series u, where the finite fading memory of the
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Figure 5: Schematic illustration of a DCR (bottom), where nonlinear units (virtual nodes)
are arrayed in time along the delay span τ, with temporal distance θ j between
virtual nodes j − 1 and j. In contrast, a classical reservoir (top) has nonlinear
units extended in space according to a certain network topology.

underlying system x causes g to be a function of at most M + 1 predictor variables
ui , ..., ui− M , where N 3 M  ∞. The memory capacity of the system, indicated
by M, represents the availability for computation of past input values ui across
τ-cycles. For details, the reader is referred to Appeltant et al. [2011]. A schematic
illustration of such a DCR is given in figure (5) and compared to a classical neural
network with spatially extended nodes. The α j are free parameters of the statistical
model. The simplest way to determine the coefficients is by linear regression, i.e.
using the least squares solution minimizing the sum of squared errors, ∑i (yi −
ŷi )2 . However, in general, this approach will only be feasible in case of a noisefree target y and on large data sets. For a more rigorous statistical treatment of
uncertainty, the problem can be formalized, for example, within the framework of
Bayesian statistics or Gaussian process regression (see 5.4.5 and appendix). The
delay span τ has, due to the recursive nature of (1), no impact on the memory
capacity and can simply be chosen to harbor an adequate number N of virtual
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nodes along the delay line. Typically, N = 400 strikes a good balance between
computational cost and reservoir performance in benchmark tasks.
In order to study the DCR model (45), system (1) has to be solved and virtual
nodes sampled accordingly. However, (1) can neither be solved directly, due to the
recursive terms, nor exists, to the best of our knowledge, a series expansion of the
solution (for example of Peano-Baker type), due to the nonlinearity of f . Typically,
(1) is therefore solved numerically using a lower order Runge-Kutta method, such
as Heun’s method. Although for the simple fixed point regime, the system operating in a numerical step size of θ/2 is sufficient, the computational cost for large
numbers of virtual nodes N  500 can still be quite excessive if the hyperparameters are unknown and have to be determined.
From a modeling perspective, the hyperparameters θ j , τ, N, m(t), γ, η are
shrouded in the nonlinear non-solvable retarded functional differential equation
(1), hardly accessible to optimization. Furthermore, due to the piecewise sampling
procedure of the virtual nodes, the shape of m is inconveniently restricted and entangled with the sampling points θ j , as well as the numerical simulation grid. If
the latter is chosen too fine-grained, the computational costs become prohibitive in
the scheme described above. Task-specific optimization of the hyperparameters is,
however, crucial prior to any hardware implementation. In an optical implementation, for example, τ may directly determine the length of the glass-fibre cable that
projects the delayed feedback back into the system. Determining optimal hyperparameters therefore has to be done in advance by means of numerical simulation of
the system and with respect to rigorous statistical optimality criteria that will allow
for proper confidence in the resulting permanent hardware setup.
To address these issues it is necessary to study system (1) in some detail. The
goal is to gain insight into the dynamics of the system underlying the DCR, and to
understand its theoretical solution as a semi-flow in an infinite-dimensional state
space. These insights will form the basis for an approximate analytical solution
scheme, alleviating access to the system as a functional statistical model and its hyperparameters. In addition, the approximate solution gives rise to a fast simulation
algorithm, which will be key to the analysis and optimization of the DCR.
5.3.2 Retarded Functional Differential Equations
Following Guo and Wu [2013b], let Cτ := C ([−τ, 0], R) denote the Banach space
of continuous mappings from [−τ, 0] into R, equipped with the supremum norm.
If t0 ∈ R, A ≥ 0 and x : [t0 − τ, t0 + A] → R a continuous mapping, then
∀t ∈ [t0 , t0 + A], one can define Cτ 3 xt : Cτ → Cτ by xt (σ) = x (t + σ) for
σ ∈ [−τ, 0]. Furthermore, let H : Cτ → R be a mapping such that
dx (t)
= H ( x t ),
dt

(46)

then (46) is called a retarded functional differential equation. A solution to (46) is
a differentiable function x satisfying (46) on [t0 , t0 + A] such that x ∈ C ([t0 −
τ, t0 + A), R). If H is locally Lipschitz continuous then x is unique, given an
initial condition (t0 , φ) ∈ R × Cτ .
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To illustrate this, consider a solution x (t) of system (43) for t ≥ 0, where
h : R×R → R

(47)

such that
h : ( x (t), x (t − τ )) 7→

η ( x (t − τ ) + γm(t)u(t̄)
− x (t)
1 + ( x (t − τ ) + γm(t)u(t̄)) p

as given in (43), where mask m and input u are known (recall m(t)u(t̄) = J (t))
and t̄ = d τt e. Assume p = 1 for illustration in this section. The system will depend
on its history during [−τ, 0] as specified by
φ : [−τ, 0] → R.
If φ is continuous, then h is continuous and locally Lipschitz in x (t), since f is
d
differentiable and sup | dx
h( x, φ)| = 1. As a result, for t ∈ [0, τ ]
dx (t)
= h( x (t), φ(t − τ )),
dt

t ∈ [0, τ ],

x (0) = φ0 (0)

specifies an initial value problem that is solvable. Denote this solution on t ∈ [0, τ ]
by φ1 . Then
dx (t)
= h( x (t), φ1 (t − τ )), t ∈ [τ, 2τ ]
dt
becomes solvable, too, since x (τ ) = φ1 (τ ) is already given. One can iterate this
procedure to yield solutions to (43) on all intervals [(i − 1)τ, iτ ], subject to some
initial condition φ0 = x |[−τ,0] . This procedure is know as the method of steps [Guo
and Wu, 2013b].
The function xt : Cτ → Cτ , defined above as
x t ( σ ) = x ( t + σ ),

σ ∈ [−τ, 0],

specifies a translation of the segment of x on [t − τ, t] back to the initial interval
[−τ, 0]. Together with x0 = φ0 , the solution to system (57) (and, more generally,
to (42)) can be shown to yield a semiflow [0, ∞] 3 t 7→ xt ∈ Cτ .
It is now apparent that σ ∈ [−τ, 0] corresponds to a parameterization of coordinates for an “infinite vector” x (σ) in state space Cτ , which is why (42) really constitutes an infinite-dimensional dynamical system. Delay-coupled reservoir computation can thus be thought of as expanding an input time series nonlinearly into an
infinite-dimensional feature state space. However, given the sampling scheme of
virtual nodes, and the piecewise constant mask, these properties will be effectively
reduced to the number of samples N that constitute the covariates of the statistical
model (45).
To study the stability properties of system (57), consider the autonomous case
with constant input J (t) = const, and recall the temporal evolution h of system x
as given by (47). For a fixed point x ∗ it holds that
dx
= h( x∗ , x∗ ) = 0
dt
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Setting p = γ = 1 for illustration, solving for x ∗ evaluates to
η (x∗ + J )
− x∗
1 + (x∗ + J )
s


1+ J−η 2
η−1− J
x∗ =
±
+ η J.
2
2
0=

(48)

To simplify the expression, let J = 0, in which case one obtains
x∗ =

η−1 1−η
±
.
2
2

Of interest is now the central solution x ∗ = 0, around which the reservoir will
be operated later on by suitable choice of η and γ. To determine its stability, one
linearizes the system in a small neighborhood of x ∗ by dropping all higher order
terms in the Taylor series expansion of h, which gives
dx
= Dx [h]( x ∗ , x ∗ ) x (t) + Dy [h]( x ∗ , x ∗ ) x (t − τ )
dt

(49)

∂
h( x, y)| x=y= x∗ = −1
∂x
∂
η
.
Dy [h]( x ∗ , x ∗ ) =
h( x, y)| x=y= x∗ =
∂y
1 + x∗

(50)

where
Dx [h]( x ∗ , x ∗ ) =

If Dx [h]( x ∗ , x ∗ ) + Dy [h]( x ∗ , x ∗ ) < 0 and Dy [h]( x ∗ , x ∗ ) ≥ Dx [h]( x ∗ , x ∗ ), x ∗ =
0 is asymptotically stable (Theorem 4.7, Smith [2010]), which is the case for η ∈
[−1, 1). In general, the analysis of eq. (49) may be quite involved and can result
in an infinite number of linearly independent solutions x (t) = Ceλt , since the
corresponding characteristic equation λ = Dx [h]( x ∗ , x ∗ ) + Dy [h]( x ∗ , x ∗ )e−λτ
gives rise to an analytic function that may define roots on the entire complex plane.
Equations (48) and (50) already indicate that, given suitable η and γ, for J (t) =
m j ui a fixed point regime may still exist between two virtual node sampling points
θ j−1 < t ≤ θ j , in which the reservoir computer can be operated while driven by
input time series u. However, for p > 1 bifurcations can occur (even a period doubling route to chaos), if the feedback term is weighted too strongly. In this case,
the virtual nodes would not yield a consistent covariate feature expansion and, in
all likelihood, lead to a bad performance of the statistical model (45). The above
considerations also show that the nonlinear feature expansion desired in reservoir
computation will depend completely on the mask m(t), since the input ui is constant most of the time and x (t) practically converges in a fraction of τ. The changes
in m are in fact the only source of perturbation that prevents the semiflow x (t) from
converging to its fixed point. It is not at all clear in this situation that a piecewise
constant binary (or even n-valued) mask is the most interesting choice to be made.
More research is needed to determine optimal mask functions.
5.3.3 Approximate virtual node equations
In the following, we discuss a recursive analytical solution to equation (42), employing the method of steps. The resulting formulas are used to derive a piecewise
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solution scheme for sampling points across τ that correspond to the reservoir’s virtual nodes. Finally, we use the trapezoidal rule for further simplification, hereby
deriving approximate virtual node equations, the temporal dependencies of which
only consist of other virtual nodes. As will be shown in the remainder of this article,
the resulting closed-form solutions allow reservoir computation without significant
loss of performance as compared to a system obtained by explicit numerical solutions, e.g. Heun’s method ((1,2) Runge-Kutta).
First, we discuss a simple application of the method of steps. System (42) is to
be evaluated for the span of one τ during the ith τ-cycle, so (i − 1)τ ≤ t ≤ iτ.
Let a continuous function φi−1 (σ) ∈ C[(i−2)τ,(i−1)τ ] be the solution for x (t) on
the previous τ-interval. We can now replace the unknown x (t − τ ) by the known
φi−1 (t − τ ) in equation (42). Consequently, (42) can be solved as an ODE where
the variation of constants [Heuser, 2009] is directly applicable. The variation of
constants theorem states that a real valued differential equation of type
dy
= a(t)y + b(t)
dt
with initial value y(t0 ) = c ∈ R has exactly one solution, given by


Z t
b(s)
y(t) = yh (t) c +
ds ,
t0 y h ( s )

(51)

where
yh (t) = exp

Z

t
t0


a(s)ds
dy

is a solution of the corresponding homogeneous differential equation dt = a(t)y.
In system (42), we identify a(t) = −1 and b(t) = f (φi−1 (t − τ ), J (t)). Applying
(51) now yields immediately the solution to the initial value problem (42) on the
interval ti−1 = (i − 1)τ ≤ t ≤ iτ, with initial value x (ti−1 ) = φi−1 ((i − 1)τ ),
given by
x (t) = φi−1 (ti−1 )eti−1 −t + eti−1 −t

Z t
( i −1) τ

f (φi (s − τ ), J (s))es−ti−1 ds. (52)

Recall that the semi-flow corresponding to x (t) is determined by the mapping xt :
Cτ → Cτ , defined above as xt (σ) = x (t + σ) with σ ∈ [−τ, 0]. This specifies
a translation of the segment of x on [t − τ, t] back to the initial interval [−τ, 0].
Accordingly, we can reparametrize the solution for x (t) in terms of σ ∈ [−τ, 0].
Let xi denote the solution on the ith τ-interval, then
xi (σ) = xi−1 (0)e−(τ +σ) + e−(τ +σ)

Z σ
−τ

f ( xi−1 (s), m(s)ui )es+τ ds,

(53)

where ui denotes the constant input in the ith reservoir time step, and we assume
m(σ) only has a finite number of discontinuities (see (44)). Accordingly, xi−1 ∈
C[−τ,0] .
Due to the recursion in the nonlinear xi−1 = φi−1 , the integral in (53) cannot
be solved analytically. To approximate the integral, the recursion requires repeated
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evaluation at the same sampling points in each τ-cycle. The family of NewtonCotes formulas for numerical integration is appropriate in this situation. We use the
cumulative trapezoidal rule [Quarteroni et al., 2006], which is 2nd order accurate
and the simplest in that family. It is given by
Z b
a

g( x )dx ≈

1
2

N

∑ (χ j − χ j−1 )( g(χ j ) + g(χ j−1 )),

with

χ0 = a, χ N = b.

j =1

(54)
To approximate the integral in (53), consider a non-uniform grid
−τ = χ0 < ... < χ N = 0, where χ j − χ j−1 = θ j . This yields the approximation
k

xi (χk ) ≈ xi−1 (χ N ) exp(− ∑ θi )
i =1

k

+ exp(− ∑ θi )[
i =1

1
2

k

j −1

j =1

i =1

∑ θ j exp( ∑ θi )( f [xi−1 (χ j ), m(χ j )ui ]eθj

(55)

+ f [ xi−1 (χ j−1 ), m(χ j−1 )ui ]],
which can be computed as cumulative sum in one shot per τ-cycle for all approximation steps χ j simultaneously.
We are now interested in equations for 1 ≤ k ≤ N single virtual nodes xi k ,
during reservoir time step i. At this point we will choose an equidistant sampling
grid of virtual nodes. This is not crucial but simplifies the notation considerably
for the purpose of illustration. Assuming equidistant virtual nodes, it holds that
τ = Nθ where N is the number of virtual nodes. For application of formula (54),
the numerical sampling grid will be uniform and chosen directly as the sampling
points of virtual nodes, such that χ j = −τ + jθ with j = 0, ..., N. To get an
expression for xi k , we now have to evaluate equation (53) at the sampling point
t = −τ + kθ, which results in
xi k = xi (kθ ) = x ((i − 1)τ + kθ )
θ
≈ e−kθ x(i−1) N + e−kθ f [ x(i−2) N , JN (i − 1)]
2
k −1
θ
( j−k)θ
+ f [ x(i−1) k , Jk (i )] + ∑ θe
| {z } f [ x(i−1) j , Jj (i )].
2
j =1

(56)

ck j

Here Jk (i ) = mk ui denotes the masked input to node k at reservoir time step i,
given a mask that is piecewise constant on each θ-interval (see eq. 44).
Note that equation (56) only has dependencies on sampling points corresponding to other virtual nodes. An exemplary coupling coefficient is indicated by ckj ,
weighting a nonlinear coupling from node j to node k. In addition, each node receives exponentially weighted input from virtual node N (first term eq. (56)). In
analogy to a classical reservoir with a spatially extended network topology, we can
derive a corresponding weight matrix. Figure (6) shows an exemplary DCR weight
matrix for a temporal network of 20 virtual nodes, equidistantly spaced along a
delay span τ = 4 with distance θ = 0.2. The lower triangular shape highlights the
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x(i-1) N

ck j
Figure 6: Illustration of a temporal weight matrix for a DCR comprised of 20 virtual nodes,
arrayed on a delay line of length τ = 4 with equidistant spacing θ = 0.2. The
lower triangular part of the matrix corresponds to the ck j of formula (56), where
darker colour indicates stronger coupling. The last column indicates the dependence on node x(i−1) N , as given by the first term in expression (56).

fact that a DCR corresponds to a classical reservoir with ring topology. A ring topology features the longest possible feed-forward structure in a given network. Since
the memory capacity of a recurrent network is mainly dependent on the length of
its internal feed-forward structures, the ring topology is most advantageous with
respect to the network’s finite fading memory [Ganguli et al., 2008].
Formula (56) allows simultaneous computation of all nodes in one reservoir time
step (τ-cycle) by a single vector operation, hereby dramatically reducing the computation time of simulating the DCR by several orders of magnitude in practice, as
compared to an explicit second order numerical ODE solver.
5.4

implementation and performance of the dcr

We compare the analytical approximation of the Mackey-Glass DCR, derived in
the previous section, to a numerical solution obtained using Heun’s method with
a stepsize of 0.1. The latter is chosen due to the relatively low computational cost
and provides sufficient accuracy in the context of DCR computing. As a reference
for absolute accuracy, we use numerical solutions obtained with dde23 [Shampine
and Thompson, 2001], an adaptive (2,3) Runge-Kutta based method for delay differential equations. The nonlinearity f is chosen according to the Mackey-Glass
equation with p = 1 for the remainder of this chapter, such that the system is given
by
dx
η ( x (t − τ ) + γJ (t))
= − x (t) +
,
dt
1 + x (t − τ ) + γJ (t)

(57)

where η, γ and p are metaparameters, τ the delay length, and J (t) is the temporally
stretched input u(t̄), t̄ = d τt e, multiplexed with a binary mask m (see eq. 44).
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Figure 7: Comparison between analytical approximation and numerical solution for an
input-driven Mackey-Glass system with parameters η = 0.4, γ = 0.005 and
p = 1, sampled at the temporal positions of virtual nodes, with a distance
θ = 0.2.

Note that the trapezoidal rule used in the analytical approximation, as well as
Heun’s method, are both second order numerical methods that should yield a global
truncation error of the same complexity class. As a result, discrepancies originating
from different step sizes employed in the two approaches (e.g. 0.2 in the analytical approximation and 0.1 in the numerical solution) may be remedied by simply
decreasing θ in the analytical approximation, for example by increasing N while
keeping a fixed τ (see sec. 5.4.4).
5.4.1 Trajectory Comparison
In a first step, we wish to establish the general accuracy of the analytical approximation in a DCR relevant setup. Figure 7 shows a comparison of reservoir trajectories
computed with equation (56) (red) against trajectories computed numerically using
dde23 (blue) with relative error tolerance 10−3 and absolute error tolerance 10−6 .
The system received uniformly distributed input u(t̄) ∼ U[0,0.5] . The sample points
correspond to the activities of N = 400 virtual nodes with a temporal distance
of θ = 0.2, and τ = 80 accordingly. Given 4000 samples (corresponding to 10
reservoir time steps t̄), the mean squared error between the trajectories is MSE
= 5.4 × 10−10 . As can be seen in the figure, the trajectories agree very well in the
fixed point regime of the system (autonomous case). Although it is expected that
the MSE would increase in more complex dynamic regimes (e.g. chaos), the latter
are usually not very suitable for a DCR for various reasons. The following results
also show a high task performance of the analytical approximation when used for
DCR computing.
5.4.2 NARMA-10
A widely used benchmark in reservoir computing is the capacity of the DCR to
model a nonlinear autoregressive moving average system y in response to uni-
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formly distributed scalar input u(k ) ∼ U[0,0.5] . The NARMA-10 task requires the
DCR to compute at each time step k a response
9

y(k + 1) = 0.3y(k ) + 0.05y(k ) ∑ y(k − i ) + 1.5u(k )u(k − 9) + 0.1.
i =0

Thus, NARMA-10 requires modeling of quadratic nonlinearities and shows a strong
history dependence that challenges the DCR’s memory capacity. We measure performance in this task using the correlation coefficient r (y, ŷ) ∈ [−1, 1] between
the target time series y and the DCR output ŷ in response to u. Here, the DCR is
trained (see sec. 5.3.1) on 3000 data samples, while r (y, ŷ) is computed on an independent validation data set of size 1000. Figure 8A summarizes the performance of
50 different trials for a DCR computed using the analytical approximation (see eq.
56), shown in red, as compared to a DCR simulated with Heun’s method, shown
in blue. Both reservoirs consist of N = 400 virtual nodes, evenly spaced with a
distance θ = 0.2 along a delay line τ = 80. Both systems show a comparable
performance across the 50 trials, with a median correlation coefficient between
r (y, ŷ) = 0.96 and 0.97, respectively.
5.4.3 5-Bit Parity
As a second benchmark, we chose the delayed 5-bit parity task [Schrauwen et al.,
2008a], requiring the DCR to handle binary input sequences on which strong nonlinear computations have to be performed with arbitrary history dependence. Given
a random input sequence u with u(k ) ∈ {−1, 1}, the DCR has to compute at each
time step k the parity pδm (k) = ∏im=0 u(k − i − δ) ∈ {−1, 1}, for δ = 0, ..., ∞.
δ
The performance φm is then calculated on n data points as φm = ∑∞
δ=0 κ m , where
Cohen’s Kappa
δ
κm

=

1
n

∑nk=1 max(0, pδm (k )ŷ(k)) − pc
∈ {0, 1}
1 − pc

normalizes the average number of correct DCR output parities ŷ by the chance level
pc = 0.5. We used 3000/1000 data points in training and validation set respectively.
To compare performance between analytical approximation and numerical solution
of the DCR, we chose m = 5 and truncated φm at δ = 7, so that φ5 ∈ [0, 7]. For
parameters η = 0.24, γ = 0.032 and p = 1, and a DCR comprised of 400 neurons
(τ = 80), figure 8B shows that performance φ5 is comparable for both versions
of the DCR, with median performances between 4.3 and 4.5. across 50 different
trials of this task. As the performance is far from the ideal value of 7 and the model
suffers slightly from overfitting (not shown), it is clear that the delayed 5-bit parity
task is a hard problem which leaves much space for improvement.
5.4.4

Large Setups

We repeated the tasks in larger network setups where the computational cost of
the numerical solver becomes prohibitive. In addition to increasing the number
of virtual nodes N one can also decrease the node distance θ, thus fitting more
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Figure 8: Comparison on nonlinear tasks between analytical approximation and numerical
solution for an input-driven Mackey-Glass system, sampled at the temporal positions of virtual nodes with a distance θ = 0.2. Mackey-Glass parameters are
η = 0.4, γ = 0.005 and p = 1 (NARMA-10) and η = 0.24, γ = 0.032 and
p = 1 (5-bit parity), respectively. Results are reported for 400 neurons (τ = 80)
on data sets of size 3000/1000 (training/validation) in figures 8A and 8B, size
3000/1000 in 8C (right plot), as well as for data sets of size 10000/10000 in figure 8C (left plot). Each plot is generated from 50 different trials. The plots show
median (black horizontal bar), 25th /75th percentiles (boxes), and most extreme
data points not considered outliers (whiskers).

nodes into the same delay span τ. Although too small θ may affect a virtual node’s
computation negatively, decreasing θ increases the accuracy of the analytical approximation.
5.4.4.1 NARMA-10
We illustrate this by repeating the NARMA-10 task with N = 2000 virtual nodes
and τ = 200. This results in θ = 0.1, corresponding to the step size used in the
numerical solution before. Note that this hardly increases the computational cost of
the analytical approximation since the main simulation loop along reservoir time
steps t̄ (τ-cycles) remains unchanged. The results are summarized for 50 trials in
figure 8C (right boxplot). The median correlation coefficient increased significantly
to nearly 0.98 while the variance across trials is notably decreased (compare fig.
8A).
5.4.4.2 5-Bit Parity
For the 5-bit parity task, we addressed the task complexity by increasing both,
training and validation sets, to a size of 10000. Second, we increased once more
the virtual network size to N = 2000 virtual nodes and τ = 200. The performance
of the resulting DCR setup, computed across 50 trials using the analytical approximation, is summarized in figure 8C (left boxplot). The model no longer suffers
as much from overfitting and the performance on the validation set increased dra-
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matically to a median value of 6.15, which is now close to the theoretical limit of
7.
5.4.5

Application to Experimental Data

When analyzing experimental data that is subject to measurement noise and uncertainty, a more sophisticated statistical model than presented so far is required.
In this section, we embed the output of a DCR into a proper Bayesian statistical
framework and discuss practical difficulties that may arise. A part of this discussion and further motivation for the statistical model can be found in the appendix.
As exemplary task we chose the one-step ahead prediction of the Santa Fe laser
time series, which is an experimental recording of a far-infrared laser operating
in a chaotic regime [Huebner et al., 1989]. These data consist of 9000 samples as
supplied in the Santa Fe time-series competition [Weigend and Gershenfeld, 1993].
Employing Bayesian model selection strategies with a Volterra series model [Rugh,
1981] (which can be thought of as a Taylor series expansion of the functional (45)),
we found that the prediction of a time series sample y(t + 1) required at least 8 covariates y(t), y(t − 1), ..., y(t − 7) to capture the auto-structure, and a model with
4th order nonlinearities, which makes the one-step ahead prediction of the chaotic
Santa Fe laser data an interesting and challenging task for a DCR.
When predicting experimental data, in addition to computing a point estimator
it is also important to quantify the model confidence in some way, as a result of the
potential variability of the estimator (across data sets) and one’s ignorance about
certain aspects of the target quantity. In a Bayesian approach, this uncertainty is
summarized in a probability distribution. If the task is to predict a target time series y in terms of a covariate time series u, the uncertainty in the prediction of
unseen data y∗ given covariate time series u∗ is summarized in a predictive distribution P(y∗ |u∗ , u, y, H ). The predictive distribution incorporates knowledge of
the given data D = (y, u) to infer y∗ given u∗ . We denote by H the particular
modeling assumption that has to be made and the corresponding hyperparameters.
The covariance structure of this distribution represents the model uncertainty and
supplies confidence intervals.
To derive a predictive distribution, first recall the DCR functional model (45),
N

ŷi := g(ūi ) = g(ui , ui−1 , ..., ui− M ) =

∑ α j xij ,

j =1

where xij denotes the jth virtual node (56) in reservoir time step t̄ = i, and the
dependence on covariates ūi = {ui−1 , ..., ui− M } is given implicitly in each xij via
the temporal evolution of x (t) (52). Let


x11 . . . x1N
 .
.. 
n× N
..
..
X=
, α ∈ RN ,
(58)
.
. 

∈R
xn1 . . . xnN
then
ŷ = Xα ∈ Rn

(59)
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shall denote the estimator of target time series y, given covariate time series u.
We can now state a statistical model. First, define a multivariate isotropic normal
prior distribution for α as
α ∼ N (0, λ2 I ),

(60)

where I ∈ R N × N is the identity matrix. We denote the corresponding density
by p(α|λ2 ). This choice of isotropic prior results effectively in an L2 -regularized
model fit [Hoerl and Kennard, 1970].
Given data y, u ∈ Rn , the standard modeling assumption about the target time
series y is that of noisy measurements of an underlying process g(ūi ), stated as
yi = g(ui , ..., ui− M ) + ei .

(61)

Here, ∀i = 1, ..., n : ei ∼ N (0, σe2 ), and it is usually assumed that ei is independent of e j for j 6= i. Note that the assumption of normality is also implicitly
present in any model fit given by the least squares solution as the minimizer of the
sum-of-squared-errors objective (compare section 5.3). It follows that the sampling
distribution for y ∈ Rn is given by
y ∼ N (g(u), σe2 I ),

(62)

where g(u) = ( g(ū1 ), ..., g(ūn ))T ∈ Rn and I ∈ Rn×n . We denote the density of
this distribution by p(y|u, α, λ2 , σe2 ).
One can now derive all distributions necessary to formalize the uncertainty associated with data (y, u). The details of these derivations can be found, for example,
in Bishop [2006]. First, Bayes formula supplies an expression for the posterior distribution that summarizes our uncertainty about α. The corresponding density is
given as
p(α|y, u, λ2 , σe2 ) =

p(y|u, α, λ2 , σe2 ) p(α|λ2 )
,
p(y|u, λ2 , σe2 )

(63)

where the normalizing constant p(y|u, λ2 , σe2 ) will be referred to as marginal likelihood. The posterior distribution of the model coefficients α can be explicitly computed as a normal distribution in this case. Given this posterior, one can compute
the predictive distribution as a convolution of the sampling distribution (62) with
the posterior of model coefficients, which will again be normal with density
p(y∗ |u∗ , u, y, λ

2

, σe2 )

=

Z
RN

p(y∗ |u∗ , α, σe2 ) p(α|y, u, λ2 , σe2 )dα.

(64)

The full distribution can be derived as
P(y∗ |u∗ , u, y, λ2 , σe2 ) = N (m∗ , S∗ ),

(65)

σe2 −1 T
I) X y
λ2
1
1
S∗ := Cov[y∗ ] = σe2 I + X∗ ( X T X 2 + 2 I )−1 X∗T .
σe
λ

(66)

with
m ∗ : = E[ y ∗ ] = X∗ ( X T X +
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n=600,

n=600,

n=600,

n=600,

n=5000,

N=100

N=250

N=500

N=1000

N=250

0.952

0.953

0.975

0.975

0.997

r2 (yt , ŷcv )

0.932

0.934

0.947

0.943

0.995

r2 (y

0.922

0.928

0.945

0.946

0.997

r2 (y

t , ŷt )

v , ŷv )

Table 1: Results on the Santa Fe data set: N denotes the number of virtual nodes used in
the DCR model and n is the number of data points used in the training set (that
is, the number of data on which the predictive distribution is conditioned). The
goodness-of-fit is measured by the squared correlation coefficient r2 ∈ [0, 1] and
evaluated for an estimate ŷ = m∗ from equation (66) and the corresponding actual
data y. First, the training set estimate ŷt ∈ Rn conditional on the whole training
set yt is considered, then the leave-one-out cross-validated estimator ŷcv ∈ Rn
(see text above), and finally an estimate ŷv ∈ R600 for a validation set of size 600,
conditional on the preceding training set yt .

These terms are numerically computable. The predictive distribution (65) summarizes all uncertainty related to our forecasting of y∗ and provides m∗ as point esti2

mator ŷ = X∗ α̂, where α̂ = ( X T X + λσe2 I )−1 X T y denotes the expected value of
the coefficient posterior (63). From a decision theoretic point of view, it can also
be shown that m∗ minimizes the expected squared error loss (y∗ − ŷ)2 [Berger,
1985]. For an explanation of how to derive estimators σ̂e2 , λ̂2 and a short discussion
on how to deal with hyperparameters in a proper Bayesian model, the interested
reader is referred to the appendix.
To evaluate the model, one can compute ŷv = mv (σ̂e2 , λ̂2 ) from (66) on a separate validation set yv , conditional on training data (ut , yt ). However, not only
would one always want to condition the prediction on all available data, and not
just on a fixed training data set yt , but a lower number of conditional data samples
in a prediction may also lead to a reduced performance and a higher susceptibility
to overfitting. It may therefore seem more natural to compute the leave-one-out
(LOO) predictive distribution P(yi |ui , u\(i) , y\(i) , σ̂e2 , λ̂2 ), where (u\(i) , y\(i) ) denotes the full data set with the ith data point removed. The joint LOO predictive
distribution for all data points i supplies its mean vector ŷcv ∈ Rn as optimal predictor for the given data y. Accordingly, this yields a cross-validated performance
measure by e.g. the correlation coefficient r (y, ŷcv ).
To yield a confidence interval for the correlation coefficient and somehow quantify our uncertainty in this statistic, note that all uncertainty pertaining to r is governed by the predictive distribution (65). Using the LOO predictive distribution
accordingly, one can perform a parametric resampling of the data, yielding new
data sets y∗ ∈ Rn with mean vector ŷcv . With these, it is possible to recompute
r (E[y] = ŷcv , y∗ ) for each resampled time series y∗ to get an empirical distribution for r and quantify its expected spread on data sets of similar size. The resulting empirical distribution over r can be used to determine confidence bounds as
indicators for the variability of the goodness of fit. Alternatively, although timeconsuming, non-parametric bootstrapping could be employed by resampling design matrix rows (58) and used with the BCa method [Efron and Tibshirani, 1993]
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to yield confidence intervals that are corrected for deviation from normality in several ways.
Applying the above scheme to the Santa Fe laser time series, we set up an
auto-regressive model with ui = y(i − 1) to predict y(i ). We will first use only
n = 600 samples in the training data set to illustrate the importance of formalizing uncertainty and test the DCR model with a varying number of virtual nodes.
As goodness-of-fit measure the squared correlation coefficient r2 ∈ [0, 1] will
be computed either on the leave-one-out cross-validated prediction of the training data set yt (r2 (yt , ŷcv )), or as actual prediction of the 600 consecutive data
points yv given yt (r2 (yv , ŷv )). The data will be mean corrected and rescaled
using the (5,95) percentiles. As such, the DCR parameters can be chosen again
as γ = 0.005, η = 0.4 to maintain a proper dynamical range of the underlying Mackey-Glass system given the normalized input. Furthermore, p = 1 and
τ = 100 are set and operated with a randomly sampled binary mask m. Results
will be reported for N = 100, 250, 500, 1000 virtual nodes respectively, leading to
different uniform sampling positions θ ∈ R N in the τ-cycle with fixed length
100. In this section, we use equation (55) as an approximate solution scheme
with step-size k := χ j − χ j−1 = 0.01 on an equidistant approximation grid
χ0 = 0, ..., χ10000 = τ = 100. For example, the DCR with 500 virtual nodes
will have an equidistant sampling grid according to θ j = τ/500 = 0.2. In this
case, the activity of a virtual node during θ j is computed using θ j /k = 20 samples
from the underlying approximation grid.
The results on the Santa Fe data are summarized in table 1. It can be seen that
all predictions conditional on merely n = 600 data points suffer from overfitting,
as there is a noteworthy difference between predictions on the training set data and
the two types of cross-validation. The models with N = 500 and N = 1000 virtual
nodes appear to have no noteworthy difference in performance. In figure (9), 500
points of the validation set are shown for the DCR model with 500 virtual nodes.
The predictive distribution is computed conditional on the first 600 data points of
the time series and confidence intervals for the individual data points are derived as
√
two standard deviations ( S∗ ) above and below the estimated expected value (m∗ ,
see eq. (66)).
The two main characteristics of the Santa Fe time series are its irregular oscillatory behavior, as well as several sudden breakdowns of the amplitude, occurring
infrequently in intervals of several hundred data points. As highlighted in the magnification of figure (9), around these rare events the confidence intervals are less
accurate and don’t always contain the sample. Presumably, the predictions conditional on merely n = 600 data points do not contain enough information to account
for the rare events. In contrast, using n = 5000 training data may increase the accuracy of the prediction around these rare events, as more information is available
to the model. As can be seen in the last column of table 1, the performance is much
improved and shows no longer signs of overfitting.
Figure 10 shows in addition for each model the variability associated with the
r2 goodness-of-fit measure, as computed using the parametric resampling strategy
described earlier. The N = 500 model shows the smallest estimated variance and
it becomes obvious from this figure that an increase of virtual nodes to N = 1000
leads to overfitting. In general, all predictions conditional on merely n = 600 data
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Figure 9: Normalized data points 600 to 1100 of the Santa Fe data, corresponding to a validation set. In gray, a confidence interval of 2 standard deviations of the predictive
distribution is shown, as computed using a model with 500 virtual nodes, trained
on the first 600 samples of the time series. It can be seen that the confidence intervals lose accuracy in a neighborhood around the sudden amplitude change after
the 250th data point.

points show a substantial variability in accuracy, which highlights the necessity for
a proper quantification of this variability in any report of performance. In contrast,
the predictions conditional on n = 5000 data points have a very low estimated
variance and high accuracy, which suggests that the data set is in fact not very noisy.
The goodness-of-fit is elevated to state-of-the-art levels with a squared correlation
coefficient of r2 (yt , ŷcv ) = 0.99, as can be seen in the last figure on the right.
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Figure 10: Squared correlation coefficient r2 of leave-one-out cross-validated prediction
ŷcv with parametrically resampled training data sets y∗t (see text). The boxes
denote quartiles, whiskers 95% confidence intervals, as given by the empirical
distribution upon resampling 10000 times r2 (ŷcv = E[yt ]cv , y∗t ). The model
with N = 500 virtual nodes shows the lowest variance among predictions conditional on n = 600 training data points.

5.5

discussion

In summary, we provided in this chapter a general introduction to the emerging
field of delay-coupled reservoir-computing. To this end, a brief introduction to the
theory of delay differential equations was discussed. Based on these insights, we
have developed analytical approaches to evaluate and approximate solutions of delay differential equations that can be used for delay-coupled reservoir computing.
In particular, we derived approximate closed-form equations for the virtual nodes
of a DCR. It has been shown that the resulting update equations in principle lose
neither accuracy with respect to the system dynamics nor computational power
in DCR benchmark tasks. Using the analytical approximation reduces computational costs considerably. This enabled us to study larger networks of delay-coupled
nodes, yielding a dramatic increase in nonlinear benchmark performance that was
not accessible before. These results can lead to serious improvement regarding the
implementation of DCRs on electronic boards.
Moreover, the approach yields an explicit handle on the DCR components which
are otherwise implicit in equation (42). This creates new possibilities to investigate
delay-coupled reservoirs and provides the basis for optimization schemes, a crucial necessity prior to any hardware implementation. Together with the reduction
in computation time, this makes the use of supervised batch-update algorithms feasible to directly optimize model hyperparameters (see eq. (57) and appendix). A
few of these possibilities were illustrated in a practical application to an experimental recording of a far-infrared laser operating in a chaotic regime, where the
DCR model was embedded in a fully Bayesian statistical model. The relation to a
potential application in Gaussian process regression is discussed in the appendix,
in light of numerical difficulties that may arise with a DCR.

5.6 appendix

Future research will be focused on optimal hyperparameters of the DCR and
improved adaptability to input signals. Foremost, optimal mask functions have to
be identified systematically. To this end, the inconvenient coupling to the sampling
grid of virtual nodes has to be overcome, so as to make an independent evaluation
of mask functions possible. Accounting for and optimizing non-uniform virtual
node sampling grids could be an interesting next step (compare Toutounji et al.
[2012]). In addition, optimization procedures may include unsupervised gradient
descent schemes on DCR parameters (e.g. θ, τ, N) with respect to other information theoretic objectives. Continuing this line of thought, one may even try to
modify the update equations directly according to self-organizing homeostatic principles, inspired, for example, by neuronal plasticity mechanisms (e.g. Lazar et al.
[2009]). We intend to explore these possibilities further in future work to maximize
the system’s computational power and render it adaptive to information content in
task-specific setups.
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5.6

appendix

In this section, we expand and motivate the statistical model employed in section
5.4.5. A proper statistical model allows one to treat uncertainty associated with the
data in a formally optimal way. The authors believe that the greatest theoretical
rigor in this regard is achieved with Bayesian statistics (see for example Lindley
[1990]). In a first step, we therefore choose to formalize the model accordingly. In
a second step, we try to implement the theory as far as possible while dealing with
practical issues such as numerical accuracy, data size and computability.
Recall the DCR functional model (45),
N

ŷi := g(ūi ) = g(ui , ui−1 , ..., ui− M ) =

∑ α j xij ,

j =1

where xij denotes the jth virtual node (56) in reservoir time step t̄ = i, and the
dependence on covariates ui−1 , ..., ui− M is given implicitly in each xij via the temporal evolution of x (t) (52). We chose an isotropic prior α ∼ N (0, λ2 I ), which
corresponds effectively to an L2 regularization. The regularization term plays an
important part in safeguarding the model from overfitting. Further arguments (see
Jaynes and Bretthorst [2003],Berger [1985]) suggest this prior represents our state
of ignorance optimally, since (60) maximizes entropy of α given mean and variance
(0, λ2 ), while being invariant under a certain set of relevant transformations. It is
thus the least informative choice of a prior distribution, in addition to the assumptions following from the role of α in model (59).
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The likelihood function (62) is also normal, as a result of the normal choice
for the distribution of residuals ei . Although we may have no reason to believe
that ei is actually normally distributed, one can again make strong points that the
normal distribution nonetheless represents our state of knowledge optimally, unless
information about higher moments of the sampling distribution is available [Jaynes
and Bretthorst, 2003]. In practice, the latter will often not be the case, since there
is no explicit access to the residuals ei .
From these considerations, the predictive distribution (66) can be derived analytically, as was suggested in an earlier section. Note that, equivalently, we could have
derived these formulas in a framework of Gaussian Process Regression. The resulting expressions, though equivalent, would look slightly different. The Gaussian
Process framework has many interesting advantages and allows for elegant derivations of the necessary distributions in terms of Bayesian statistics, in particular with
regard to the hyperparameters (σe2 , λ2 ). It has thus become an important theoretical
and practical tool in modern machine learning approaches and would have been our
first choice for a statistical model. In the following, we will therefore discuss the
predictive distribution in light of Gaussian processes, allude to difficulties in applying this framework to DCR models, and present a practical alternative for deriving
estimates for the hyperparameters (σe2 , λ2 ).
A Gaussian Process is a system of random variables indexed by a linearly ordered set, such that any finite number of samples are jointly normally distributed
[Hida and Hitsuda, 2007]. A Gaussian Process thus defines a distribution over functions and is completely specified by a mean function and a covariance function. In
terms of a Gaussian process, we can define the DCR functional model g ∼ GP as
E[ g] = 0,
Cov[ g(ū)] = E[ g(ūi ) g(ū j )]
T

T

(67)
2

T

= XE[αα ] X = λ XX =: [K (u, u)]ij ,
where [K ]ij denotes coordinate i, j of matrix K.
One can now derive all distributions necessary to formalize the uncertainty associated with data (y, u). The details of these derivations can be found, for example,
in Rasmussen and Williams [2006]. The covariance matrix Ky corresponding to y
is given by
Ky := Cov[ g(ū) + e] = Cov[ g(ū)] + Cov[e] = K (u, u) + σe2 I.
Accordingly, for data (y∗ , u∗ ) (which may be the same as (y, u)),
!
"
#!
y
K (u, u) + σe2 I K (u, u∗ )
∼ N 0,
.
y∗
K (u∗ , u)
K (u∗ , u∗ )

(68)

If one is interested in predicting the noisy measurement of y∗ , adding σe2 to K (u∗ ,
u∗ ) is appropriate and was presumed in the earlier derivations of section 5.4.5.
From (68), the marginal likelihood can be derived as y|u ∼ N (0, Ky ) with logdensity
1
1
n
log[ p(y|u)] = − y T Ky−1 y − log[|Ky |] − log[2π ].
2
2
2

(69)
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Furthermore, the predictive distribution can be derived as
P(y∗ |u∗ , u, y) = N (m∗ , S∗ ),

(70)

with
m∗ := E[y∗ ] = K (u∗ , u)Ky−1 y
S∗ := Cov[y∗ ] = K (u∗ , u∗ ) − K (u∗ , u)Ky−1 K (u, u∗ ).

(71)

To see that the predictive distribution (66) derived earlier and (71) are in fact
equivalent, consider the pseudo-inverse Φ+ of a matrix Φ,
Φ+ = lim(Φ T Φ + δI )−1 Φ T = lim Φ T (ΦΦ T + δI )−1 .
δ ↓0

δ ↓0

These limits exists even if Φ T Φ or ΦΦ T are not invertible. In addition, the equality
also holds for δ > 0 [Albert, 1971]. This allows us to rewrite (71) as
m∗ := E[y∗ ] = K (u∗ , u)Ky−1 y

= X∗ X T ( XX T +

σe2 −1
I) y
λ2

σe2 −1 T
I) X y
λ2
S∗ := Cov[y∗ ] = K (u∗ , u∗ ) − K (u∗ , u)Ky−1 K (u, u∗ )

= X∗ ( X T X +

= K ( u ∗ , u ∗ ) − X∗ ( X T X +

σe2 −1 T
I ) X XX∗T λ2
λ2

(72)

σe2 −1 T
I ) X X ) X∗T
λ2
σ2
σ2
= λ2 X∗ ( e2 ( X T X + e2 I )−1 ) X∗T
λ
λ
2
σ
= σe2 X∗ ( X T X + e2 I )−1 X∗T .
λ

= λ2 X∗ ( I − ( X T X +

Unfortunately, Ky has deplorable numerical properties regarding inversion, as
necessary in (71). This is most likely owed to the fact that the individual virtual
nodes have a very high pairwise correlation across time, as can be expected of
samples from a smooth system. Recall that K (u, u) = λ2 X T X ∈ Rn×n . Since
typically there will be much less virtual nodes than data points, N < n, so that
K (u, u) is usually rank deficient. Although in theory Ky should always be invertible, numerically this fact tends to hold only if σe2 /λ2 ≥ 10−12 . Note that this ratio
corresponds to the L2 -regularization parameter. While this is a common problem
in Gaussian process regression and poses for many functional models no severe
difficulties, the covariance matrix built from the reservoir samples is very fickle in
this regard: Setting σe2 /λ2 ≥ 10−12 can already lead to severe loss of performance
in non-noisy reservoir benchmark tasks such as NARMA-10. Using the standard
formulation of the predictive distribution (66) allows one to sidestep these numerical issues. In both frameworks, however, the marginal likelihood in (63) is given
by y|u ∼ N (0, Ky ) with log-density
1
1
n
log[ p(y|u)] = − y T Ky−1 y − log[|Ky |] − log[2π ].
2
2
2
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The marginal likelihood is important for Bayesian model selection, e.g. in computing a Bayes Factor or Posterior Odds. Given the numerical troubles discussed
above, a straight-forward application of Bayesian model selection therefore seems
unavailable to DCR models.
In a fully Bayesian treatment, the hyperparameters σe2 , λ2 would have to be assigned (non-informative) priors and be integrated out of the distributions relevant
for inference or model selection. However, in general it is not possible to get rid of
dependence on both, hyperparameters and α. Instead, explicit values for the hyperparameters may be estimated by maximizing, for example, the marginal likelihood
(69), or the predictive distribution (65) in a leave-one-out cross-validation scheme
[Sundararajan and Keerthi, 2001]. With respect to computability of the involved
terms, given the particular numerical difficulties arising in the DCR setup, a compromise between theory and realizability is needed. We found a good practical
performance to be achieved by the following method. Looking at the marginal likelihood (69), one notes that it contains essentially a term that reflects how well the
model fits the data, and another term that measures the complexity of the model as
a function of Ky . A similar approach is given by the information criterion AICM
[Konishi and Kitagawa, 2008], which can be stated as
AIC M := n(log(2π ) + 1) + n log(σ̂e2 ) + 2[tr( G ) + 1].

(73)

Here, G denotes a smoother matrix, i.e. a matrix that is multiplied with the data
y to arrive at a prediction. From the first equation in (66), which represents our
optimal predictor, we can infer
σ̂e2 −1 T
I) X .
(74)
λ2
The term tr( G ) is called effective number of parameters and was proposed by
Hastie and Tibshirani [1990] to control the complexity of a model. The model fit
to the data in (73) is given by log(σ̂e2 ) as a function of an estimator of the residual
variance. Although one could estimate σ̂e2 along with λ2 , it is usually possible to
express one as a function of the other, thus simplifying the optimization problem.
To account for generalization of the model with respect to prediction performance,
we choose
1 n
σ̂e2 = ∑ (yi − µ(i) )2 .
(75)
n i =1
G ( λ2 ) = X∗ ( X T X +

The term µ(i) denotes the predictive estimator of yi , obtained in a leave-one-out
cross-validation scheme by computing m∗ = mi in equation (66) with the ith data
point removed from X, y. This can be efficiently done in one shot for all i [Konishi
and Kitagawa, 2008], yielding

[ Gy]i − [ G ]ii yi
.
1 − [ G ]ii
One can now determine
µ (i ) =

(76)

λ̂2 = argmax AIC M (λ2 )
λ2

and compute σ̂e2 as a function of λ̂2 accordingly. In addition, the AIC M score can
be used to perform a selection between models of varying complexity, for example
to compare DCRs employing different numbers of virtual nodes.

6

H O M E O S TAT I C P L A S T I C I T Y F O R S I N G L E N O D E
D E L AY- C O U P L E D R E S E RV O I R C O M P U T I N G

6.1

abstract

Supplementing a differential equation with delays results in an infinite dimensional
dynamical system. This property provides the basis for a reservoir computing architecture, where the recurrent neural network is replaced by a single nonlinear
node, delay-coupled to itself. Instead of the spatial topology of a network, subunits in the delay-coupled reservoir are multiplexed in time along one delay span
of the system. The computational power of the reservoir is contingent on this temporal multiplexing. Here, we learn optimal temporal multiplexing by means of a
biologically-inspired homeostatic plasticity mechanism. Plasticity acts locally and
changes the distances between the subunits along the delay, depending on how responsive these subunits are to the input. After analytically deriving the learning
mechanism, we illustrate its role in improving the reservoir’s computational power.
To this end, we investigate, firstly, the increase of the reservoir’s memory capacity.
Secondly, we predict a NARMA-10 time series, showing that plasticity reduces the
normalized root-mean-square error by more than 20%. Thirdly, we discuss plasticity’s influence on the reservoir’s input-information capacity, the coupling strength
between subunits, and the distribution of the readout coefficients.
6.2

introduction

Reservoir computing, or RC for short [Jaeger, 2001; Maass et al., 2002; Buonomano and Maass, 2009; Lukoševičius and Jaeger, 2009], is a computational paradigm that provides both a model for neural information processing [Häusler and
Maass, 2007; Karmarkar and Buonomano, 2007; Yamazaki and Tanaka, 2007;
Nikolić et al., 2009], and powerful tools to carry out a variety of spatiotemporal
computations. This includes time series forecasting [Jaeger and Haas, 2004], signal generation [Jaeger et al., 2007], pattern recognition [Verstraeten et al., 2006],
and information storage [Pascanu and Jaeger, 2011]. RC also affords a framework for advancing and refining our understanding of neuronal plasticity and selforganization in recurrent neural networks [Lazar et al., 2007, 2009; Toutounji and
Pipa, 2014].
This article presents a biologically inspired neuronal plasticity rule to boost the
computational power of a novel RC architecture that is called a single node delaycoupled reservoir, or DCR for short. The DCR realizes the same RC concepts using a single nonlinear node with delayed feedback [Appeltant et al., 2011]. This
simplicity makes the DCR particularly appealing for physical implementations,
which has already been demonstrated on electronic [Appeltant et al., 2011], optoelectronic [Larger et al., 2012a; Paquot et al., 2012], and all-optical hardware
[Brunner et al., 2013]. The optoelectronic and all-optical implementations utilizes

65

66

homeostatic plasticity for delay-coupled reservoirs

a semiconductor laser diode as the nonlinear node, and an optical fiber as a delay line, allowing them to maintain high sampling rates. They are also shown to
compare in performance to standard RC architectures in benchmark computational
tasks.
The DCR operates as follows. Different nonlinear transformations and mixing
of stimuli from the past and the present are achieved by sampling the DCR’s activity at virtual nodes, or v-nodes, along the delay line. While neurons of a recurrent
network are mixing stimuli via their synaptic coupling, which forms a network
topology, the v-nodes of a DCR are mixing signals via their (nonlinear) temporal interdependence. Therefore, the v-nodes’ temporal distances from one-another,
henceforth termed v-delays, are made shorter than the characteristic time scale of
the nonlinear node. Thus, v-nodes become analogous to the connections of a recurrent network, providing the DCR with a certain network-like topology. In analogy
to the spatial distribution of input in a classical reservoir, stimuli in a DCR are
temporally multiplexed (see Figure 11). To process information, the external stimuli are applied to the dynamical system, thereby perturbing the reservoir dynamics.
Here, we operate the DCR in an asymptotically stable fixed point regime. To render
the response of the DCR transient, i.e., reflecting nonlinear combinations of past
and present inputs, the reservoir dynamics must not converge to the fixed point,
where it becomes dominated by the current stimulus. To ensure this, a random
piecewise constant masking sequence is applied to the stimulus before injecting
the latter to the reservoir [Appeltant et al., 2011]. The positions where this mask
may switch value match the positions of the v-nodes, which are initially chosen
equidistant. However, given the fact that the v-delays directly influence the interdependence of the corresponding v-nodes states, and therefore the nonlinear mixing
of the stimuli, it is immediately evident that v-delays are important parameters that
may significantly influence the performance of the DCR.
To optimize the computational properties of the DCR, we employ neuroscientific
principles using biologically-inspired homeostatic plasticity [Davis and Goodman,
1998; Zhang and Linden, 2003; Turrigiano and Nelson, 2004] for adjusting the
v-delays. Biologically speaking, homeostatic plasticity does not refer to a single
particular process. It is rather a generic term for a family of adaptation mechanisms that regulate different components of the neural machinery, bringing these
components to a functionally desirable operating regime. The choice of the operating regime depends on the functionality a model of homeostatic plasticity aims to
achieve. This resulted in many flavors of homeostatic plasticity for regulating recurrent neural networks in computational neuroscience [Somers et al., 1995; SotoTreviño et al., 2001; Renart et al., 2003; Lazar et al., 2007, 2009; Marković and
Gros, 2012; Remme and Wadman, 2012; Naudé et al., 2013; Zheng et al., 2013;
Toutounji and Pipa, 2014], neurorobotics [Williams and Noble, 2007; Vargas et al.,
2009; Hoinville et al., 2011; Dasgupta et al., 2013; Toutounji and Pasemann, 2014],
and reservoir computing [Schrauwen et al., 2008b; Dasgupta et al., 2013]. Here, we
use a homeostatic plasticity mechanism to regulate the v-delays so as to balance responsiveness to the input and its history on the one hand, against optimal expansion
of its informational features into the high dimensional phase space of the system on
the other hand. Furthermore, we show that this process can be understood as a competition between the v-nodes’ sensitivity and their entropy, resulting in a functional
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specialization of the v-nodes. This leads to a high increase in the DCR’s memory
capacity, and to a significant improvement in its ability to carry out nonlinear spatiotemporal computations. We discuss the implications of the plasticity mechanism
with respect to the DCR’s entropy, as well as the virtual network topology, and the
resulting regression coefficients.
6.3

model

In this section, we describe the RC architecture that is based on a single nonlinear
node with delayed feedback. We then formulate this architecture using concepts
from neural networks.
6.3.1

Single Node Delay-Coupled Reservoir

Generally speaking, RC comprises a set of models where a large dynamical system
called a reservoir, a recurrent neural network for example, nonlinearly maps a set
of varying stimuli to a high-dimensional space [Jaeger, 2001; Maass et al., 2002].
The recurrency allows a damped trace of the stimuli to travel within the reservoir
for a certain period of time. This phenomenon is termed fading memory [Boyd and
Chua, 1985]. Then, random nonlinear motifs within the reservoir nonlinearly mix
past and present inputs, allowing a desired output to be linearly combined from the
activity of the reservoir using a linear regression operation. As the desired output
is usually a particular transformation of the temporal and spatial aspects of the
stimuli, the operations that a RC architecture are trained to carry out are termed
spatiotemporal computations.
In a classical RC architecture, past and present inputs δ ∈ Rm undergo nonlinear
mixing via injection into a recurrent neural network (RNN) of n nonlinear units.
This spatial distribution of the input is a mapping f : Rm × Rn → Rn . The
dynamics are modeled by a difference equation for discrete time

x ( t + 1) = f x ( t ), δ ( t ) ,
(77)
or an ordinary differential equation (ODE) for continuous time

ẋ (t) = f x (t), δ(t) ,

(78)

where x (t) ∈ Rn is the network activity, and ẋ (t) the activity’s time derivative.
In a single node delay-coupled reservoir (DCR), the recurrent neural network is
replaced by a single nonlinear node with delayed feedback. Formally, the dynamics
can be modeled by a forced (or driven) delay differential equation (DDE) of the
form

ẋ (t) = − x (t) + f x (t − τ ), δ(t)
(79)
where τ is the delay time, and x (t), x (t − τ ) ∈ R are the current and delayed
DCR activities. Figure 11 illustrates the DCR architecture and compares it to the
standard RNN approach to reservoir computing.
Solving the system (79) for t ≥ 0 requires specifying an appropriate initial
value function φ0 : [−τ, 0] → R. As is already suggested by the initial conditions,
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Figure 11: Comparing classical and single node delay-coupled reservoir computing architectures. (A) A classical RC architecture. The input δ is spatially distributed by
input weights M to a RNN of size n. The activity of the RNN is then linearly
readout. (B) A single node delay-coupled reservoir. The input δ is temporally
multiplexed across a delay line of length τ by using a random binary mask M
of n bits. Each mask bit Mi is held constant for a short v-delay θi such that the
sum of these delays is the length of the delay line τ. The masked input is then
nonlinearly transformed and mixed with past input by a nonlinear node with delayed feedback. At the end of each v-delay θi resides a v-node from which linear
readouts learn to extract information and perform spatiotemporal computations
through linear regression.


the phase space of system (79) is a Banach space C1,τ = C [−τ, 0], R 3 φ0
which is infinite dimensional [Guo and Wu, 2013a]. Using a DDE as a reservoir,
this phase space thus provides a high-dimensional feature expansion for the input
signal, which is usually achieved by using a RNN with more neurons than input
channels.

6.3 model

To inject a signal into the reservoir, it is multiplexed in time: The DCR receives
a single constant input u(t̄ ) ∈ Rm in each reservoir time step t̄ = d τt e, corresponding to one τ-cycle of the system. During each τ-cycle, the input is again
linearly transformed by a mask M ∈ [0, τ ]m that is piecewise constant for short periods θi , representing the temporal spacing, or v-delays, between sampling points
of i = 1, . . . , n virtual nodes, or v-nodes, along the delay line. Accordingly, the
v-delays satisfy ∑in=1 θi = τ, where n is the effective dimensionality of the DCR.
Here, the mask M is chosen to be binary with random mask bits Mi ∈ {−µ, +µ}m ,
so that the v-node i receives a weighted input Mi u(t̄ ). In order to assure that the
DCR possesses fading memory of the input, the system (79) is set to operate in
a regime governed by a single fixed point in case the input is constant. Thus, the
masking procedure effectively prevents the driven dynamics of the underlying system from saturating to the fixed point.
A sample is read out at the end of each θi , yielding n predictor variables (vnodes) xi (t̄ ) per time step t̄. Computations are performed on the predictors using
a linear regression model for some scalar target time series y, given by ŷ(t̄ ) =
∑in=1 αi xi (t̄ ) where xi with i = 1, . . . , n denote the DCR’s v-nodes (see equation (82)), and αi are the coefficients determined by regression, e.g. using the least
2
squares solution minimizing the sum of squared errors ∑t̄ y(t̄ ) − ŷ(t̄ ) .
In what follows, our model of choice for the DCR nonlinearity is an input-driven
Mackey-Glass system [Glass and Mackey, 2010] that is operating, when not driven
by input, at a fixed point regime:

η x (t − τ ) + γMδ(t)

ẋ (t) = − x (t) +
(80)
1 + x (t − τ ) + γMδ(t)
where γ and η are model parameters. In addition to favorable analytical properties
that are to be stated in turn, the current choice of nonlinearity is motivated by the
superior performance it achieves on spatiotemporal computations. It can also be
approximated by electronic circuits [Appeltant et al., 2011]. Figure 12A shows the
response of the DCR governed by equation (80) to a single-channel input.
6.3.2

The DCR as a Virtual Network

The goal is to optimize the computational properties of the DCR as a network,
given a vector of v-delays Θ = (θ1 , . . . , θi , . . . , θn ) of its n v-nodes. In the case of
equidistant v-delays, approximate v-node equations were already derived by [Appeltant et al., 2011], who also conceptualized the DCR with equidistant v-delays as
a network. We extend this result to account for arbitrary v-node spacings on which
our plasticity rule can operate. To that end, we first need to define the activity x (t)
of the DCR given θi for i = 1, . . . , n.
First, we solve the DDE (79) by applying the method of steps (see Appendix A
for details on solving and simulating the DCR). If the system (79) is evaluated at
(ν − 1)τ ≤ t ≤ ντ, where a continuous function φν ∈ C[(ν−2)τ,(ν−1)τ ] is the
solution for x (t) on the previous τ-interval, we can replace x (t − τ ) by φν (t − τ ).
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Figure 12: DCR activity superimposed on the corresponding mask (A) before and (B) after
plasticity. (C) Comparison between the DCR’s activity before and after plasticity.



Consequently, the solution to (79) subject to x (ν − 1)τ = φν (ν − 1)τ is given
by

x (t) = φν (ν − 1)τ e(ν−1)τ −t
Z t−τ
(81)

( ν −1) τ − t
+e
f φν (s), δ(s) es−(ν−2)τ ds.
( ν −2) τ


Let the the DCR activity at a particular v-node xi (t̄ ) = x (ν − 1)τ + ∑ij=1 θ j ,

its nonlinearity f i (t̄ ) = f xi (t̄ − 1), Mi · u(t̄ ) , and the DCR time step t̄ =
d τt e = ν. As shown in Appendix A, the solution mapping (81) to the DCR can be
approximated by assuming f (·) to be piecewise constant at each θi . This is a valid
approximation since θi  τ, and it yields the following expression of the DCR
activity at a v-node i as a function of {θ1 , . . . , θi }:
i

i

i

xi (t̄ ) = e− ∑ j=1 θ j xn (t̄ − 1) + ∑ (1 − e−θ j )e− ∑k= j+1 θk · f j (t̄ )

(82)

j =1

Equation (82) suggests that the activity of v-node i is a weighted sum of the nonlinear component of the preceding v-nodes’ activity, down to the last v-node n in
the cyclic network, the activity of which is carried over from the previous reservoir
time step. The first conceptualization of this type of weight matrix for equidistant vnodes The resulting directed network topology is shown as a virtual weight matrix
for equidistant v-nodes (θi = τ/n) in Figure 13A.
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A
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schematic of the full
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Figure 13: Virtual weight matrix of a DCR (A) before and (B) after plasticity. The magnified section corresponds roughly to connectivity within part of the delay span τ
shown in Figure 12.

6.4

plasticity

An important role of the randomly alternating mask M is to prevent the DCR dynamics from saturating and thus losing history dependence and sensitivity to input.
However, the random choice of the mask values and the equal v-delays do not
guarantee an optimal choice of masking. A simple example which already illustrates this point is given by the occurrence of sequences of equal valued mask bits,
as shown in Figure 12A, which leads to unwanted saturation. In general, many
more factors exist that determine optimal computation in the reservoir and that
need balancing.
Our goal in this section therefore is to develop a plasticity mechanism that optimizes the resulting v-delays with respect to sensitivity, while retaining a suitable
nonlinear feature expansion into the DCR’s phase space. As will be shown in Section 6.6.1, this results in a trade-off between sensitivity and entropy of the v-nodes.
Entropy and sensitivity counteract each other, thus forcing v-nodes to specialize.
In a first step (Section 6.4.1), we develop a partial plasticity mechanism that maximizes solely the sensitivity of individual v-nodes. In a second step (Section 6.4.2),
the mechanism will be augmented by a counteracting regulatory term which tries to
retain diverse feature expansion of the input. The delay τ together with the number
n of v-nodes the mask M, and the parameters γ and η of the delayed nonlinearity
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are treated as fixed and given hyperparameters which determine the particular DCR
that is the subject of the optimization process.
6.4.1 Sensitivity Maximization
We measure a v-node’s sensitivity by the slope of its activity at the readout point,
i.e., the end point of the θi interval, where bigger slope corresponds to less saturation. The objective is to maximize the overall sensitivity of the DCR for all v-nodes
simultaneously. First, we use the approximate solution mapping of a v-node’s dynamics from equation (82) to derive a formula of a v-node’s activity as a function
of the v-delay θi from the previous v-node alone:
xi (t̄ ) = e−θi xi−1 (t̄ ) + (1 − e−θi ) f i (t̄ ),

i = 2, . . . , n

(83)

x1 (t̄ ) = e−θ1 xn (t̄ − 1) + (1 − e−θi ) f n (t̄ − 1).

(84)

In addition, the dynamics of the DCR at a particular v-node i in units of reservoir
time steps t̄ is given by
ẋi (t̄ ) = − xi (t̄ ) + f i (t̄ ).

(85)

Substituting equation (83) into (85) yields the following expression for the sensitivity of a v-node i as a function of θi :

Si (t̄ ) = ẋi (t̄ ) = − xi−1 (t̄ ) + f i (t̄ ) e−θi
(86)
From equation (86), we define a sensitivity vector S ∈ Rn . To optimize the overall
sensitivity of the DCR, we maximize an objective function under the constraint that
the sum of the v-delays stays equal to the overall delay τ:

arg max kSk22
Θ ≥0

n

subject to

∑ θi = τ,

(87)

i =1

where k · k2 is the Euclidean norm.
To find the vector Θ that solves the constrained optimization problem (87), we
follow the direction of the steepest ascent which is the gradient of the objective
function, and we project the outcome to the simplex ∑in=1 θi = τ. The elementwise gradient is given by:

∇i kSk22 =

∂kSk22
∂θi

(88)

By iteratively inserting expression (83) into the sensitivity formula (86), and eliminating the iteration with (84), we can show that the sensitivity of a v-node i depends
on the v-delays θ j of all the preceding v-nodes j ≤ i:
i

Si (t̄ ) = e− ∑k= j+1 θk · S j (t̄ ) + Γ(θ j+1 , · · · , θi ),

(89)
i

where Γ(·) is a term independent of θ j . However, since the term e− ∑k= j+1 θk decays
exponentially the further the v-node i is from the v-node j, one can ignore the
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contribution of θ j to the sensitivity of the v-node i for i > j. This simplifies the
element-wise gradient to

∇i kSk22 =

∂Si2
∂θi

2
= −2 − xi−1 (t̄ ) + f i (t̄ ) e−2θi .
6.4.2

(90)

Homeostatic Plasticity

The optimization problem (87) maximizes the sensitivity of a v-node i by decreasing θi , its temporal distance from the previous v-node, as is suggested by the
element-wise gradient (90). As a result, the v-node becomes more sensitive to the
input history delivered from its predecessor. This however leads to a loss of diversity in expanding informational features of the present input, since the smaller the
time alloted to a v-node is, the less excitable by present input it becomes. In addition, the optimization objective prefers small θi , many of which may even go to
0, despite the constraint ∑in=1 θi = τ, which leads to a reduction of the reservoir’s
effective dimensionality.
We hypothesize that good spatiotemporal computational performance is achieved
when diversity and sensitivity are balanced. To this end, we introduce a regulatory
term into the sensitivity measure that punishes small v-delays, thus counteracting
sensitivity by enforcing an increase in a v-node’s distance from its predecessor.
The choice of the regulatory term is motivated by favorable analytical properties
(mentioned later in the current section), and by allowing flexibility in the choice
of regulation between diversity and sensitivity. As entropy is a natural measure of
informational diversity, we later support the current intuitions behind our choice of
the regulatory term by a rigorous mathematical argumentation. Namely, we show
in Section 6.6.1 how a plasticity mechanism that solely maximizes entropy of the
v-nodes leads to an unbounded increase of v-delays and therefore presents a proper
counteract to sensitivity.
The sensitivity measure with regulatory term has the form

ρ
ρ
Siρ (t̄ ) = θi · ẋi (t̄ ) = θi − xi−1 (t̄ ) + f i (t̄ ) e−θi ,
(91)
where ρ > 0 is a regulating parameter that modulates the penalty afflicted on the
decrease in θi . Lower ρ leads the objective to favor smaller v-delays and vice versa.
From equation (91), we define a homeostatic sensitivity vector Sρ ∈ Rn , and an
optimization problem

arg max O(Θ) = kSρ k22
Θ ≥0

n

subject to

∑ θi = τ,

(92)

i =1

and we maximize O by following the direction of the steepest ascent. Since the
contribution of θ j to the sensitivity of a v-node i for i > j is ignorable, following
the argumentation from equation (89), the element-wise gradient is simplified to

∇i O(Θ) =

2
∂Siρ

∂θi
2ρ−1

= −2θi

2
(θi − ρ) − xi−1 (t̄ ) + f i (t̄ ) e−2θi .

(93)
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Defining a v-node’s scaling factor σi (t̄ ) = − xi−1 (t̄ ) + f i (t̄ )

2

≥ 0, the maxis unimodal, which entails the existence of a
imized function
=
2
global maximum θi = ρ, despite Siρ not being convex (For nonnegative v-delays,
2 has one inflection point when ρ ≤ 0.5, and two inflection points otherwise).
Siρ
This assures convergence to the global maximum of the unconstrained optimization problem. the homeostatic plasticity learning rule for a single v-node i then
reads
 2ρ−1
θi (t̄ + 1) = θi (t̄ ) − 2ασi (t̄ ) θi (t̄ ) − ρ θi
(t̄ )e−2θi (t̄ ) ,
(94)

where the term θi (t̄ ) − ρ homeostatically balances between the v-delay’s increase and decrease, depending on the choice of the regulating term ρ.
Given the above, the update rule of the vector Θ = (θ1 , · · · , θn ) is given by

Θ ← πV Θ + α · J O ( Θ ) ,
(95)
2
Siρ

2ρ
σi θi e−2θi

where α is a scalar learning rate, JO = ∇ O(Θ) is the Jacobian matrix of O with
respect to Θ, and πV is an orthogonal projection which assures that Θ remains on
the constraint simplex V defined by ∑in=1 θi = τ (see Appendix B for details of the
constraint satisfaction). The global maximum belongs to V, only when ρ = τ/n,
which leads to the convergence to equidistant v-nodes. Otherwise, the constrained
gradient leads to the point on V, closest to the global maximum.
6.5

computational performance

In the following, we test the effect of the homeostatic plasticity mechanism (94)
on the performance of the DCR. Simulations are carried on 100 DCRs, the activity of each is sampled at 600 v-nodes that are initially equidistant with θ = 0.8.
Each DCR is completely distinguishable from the other by its binary mask M, and
the 600 mask values are randomly chosen from the set {−0.1, +0.1}. Simulation
starts with a short initial period for stabilizing the dynamics, followed by a plasticity phase of n p = 500 time steps, each corresponding to one τ. The learning
rate α is set to 0.01 and the regulating parameter ρ to 1.0. Afterwards, readouts are
trained on nt = 5000 samples for both the original and modified v-delays θi , and
validated on another nv = 1000 samples. The model parameters of the MackeyGlass nonlinearity (see equation (80)) are set to γ = 0.05 and η = 0.4. The DCR
is subject to uniformly distributed scalar input u(t̄ ) ∼ U[0,0.5] . At this positive
input range, the DCR dynamics resulting from the Mackey-Glass nonlinearity is
saturating, as illustrated in Figure 12A. This condition assures that the approximation (82) is accurate enough, such that a decrease in a v-delay does increase a
v-node’s sensitivity.
Given a task-dependent target time series y and a linear regression estimate
ŷ(t̄ ) = ∑in=1 αi xi (t̄ ) (xi being the DCR’s v-nodes response to the input u), we
measure the performance using the normalized root-mean-square error
s
∑nv (y − ŷ)2
nrmse(y, ŷ) =
.
(96)
nv var(y)
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Figure 14: Memory capacity before and after plasticity. (A) Performance on memory construction before and after plasticity for different time lags. The inset shows
performance on memory construction ten time steps in the past (` = −9) before and after plasticity. (B) Relative improvement, measured by the decrease in
nrmse, after applying homeostatic plasticity. The inset shows the improvement
on memory construction ten time steps in the past (` = −9). (A,B) The dotted
lines are the medians of the corresponding plots, while the shaded areas mark
the first and third quartiles. In addition to marking the quartiles, the insets show
whiskers that extend to include data points within 1.5 times the interquartile
range (the difference between the third and first quartiles). The crosses specify
data points outside this range and correspond to outliers.

6.5.1 Memory Capacity
The memory capacity of a reservoir is a measure of its ability to retain in its activity
a trace of its input history. Optimal linear classifiers are trained for reconstructing
the uniformly distributed scalar input u(t̄ ) ∼ U[0,0.5] at different time lags `. Figure 14 compares the memory capacity of DCRs before and after plasticity. For time
lags |`| > 5, where the ability to reconstruct the input history starts to diverge from
optimal (see Figure 14A), the increase of the DCR’s memory capacity can reach up
to 70%. The improvement is measured as the relative change in nrmse at each time
lag, due to plasticity. Only one of the 100 DCRs showed ∼ 20% deterioration in
memory capacity after plasticity for the largest time lag (see inset in Figure 14B).
6.5.2 Nonlinear Spatiotemporal Computations
A widely used benchmark in reservoir computing is the capacity to model a nonlinear autoregressive moving average system y in response to the uniformly dis-
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Figure 15: Spatiotemporal computational power before and after plasticity. (A) Performance on the NARMA-10 task before and after plasticity for different time
lags. The inset shows performance at zero time lag before and after plasticity.
(B) Relative improvement, measured by the decrease in nrmse, after applying
homeostatic plasticity. The inset shows the improvement at zero time lag. (A,B)
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areas mark the first and third quartiles. In addition to marking the quartiles, the
insets show whiskers that extend to include data points within 1.5 times the
interquartile range. The crosses specify data points outside this range and correspond to outliers.

tributed scalar input u(t̄ ) ∼ U[0,0.5] . The NARMA-10 task requires the DCR to
compute at each time step t̄ a response
10

y(t̄ ) = 0.3y(t̄ − 1) + 0.05y(t̄ − 1) ∑ y(t̄ − s̄ ) + 1.5u(t̄ − 1)u(t̄ − 10) + 0.1.
s̄=1

(97)
Thus, NARMA-10 requires modeling quadratic nonlinearities and shows a strong
history dependence that challenges the DCR’s memory capacity. Figure 15 compares the performance in nrmse of DCRs before and after plasticity for different
time lags. Even with no time lag |`| = 0, the task still requires the DCR to retain fading memory. This is in order to account for the dependence on inputs and
outputs 10 time steps in the past. The plasticity mechanism achieves ∼ 22.8% improvement in performance on average, surpassing state-of-the-art values in both
classical [Verstraeten et al., 2006] and delay-coupled reservoirs [Appeltant et al.,
2011] with an average nrmse of 0.138 ± 0.02std. Only in five trials did the performance deteriorate (see inset in Figure 15B). The improvement decreases for
larger time lags due to the deterioration in the DCR’s memory capacity observed
in Figure 14, but remains significant for |`| < 5.

6.6 discussion: effects of plasticity

6.6

discussion: effects of plasticity

In order to explain the observed results, we analyze and discuss the effects of the
homeostatic plasticity mechanism (94) on the system’s entropy H( x ), virtual network topology, and the readout weights distribution p(α). We also discuss the role
of the regulating parameter ρ.
6.6.1

Entropy

In Section 6.4.2, we stated that expanding the informational features of present
input requires a mechanism that counteracts the reduction of a v-delay due to the
maximization of the v-node’s sensitivity. To prove this hypothesis, we derive a
learning mechanism that explicitly maximizes the mutual information between the
DCR’s response and its present input. Again, we assume the v-nodes are independent, and for a particular v-node i, we maximize the quantity

I( xi ; u) = H( xi ) − H( xi |u),

(98)

where H( xi ) is the entropy of the v-node’s response, while H( xi |u) is the entropy
of the v-node’s response conditioned on the input. In other words, H( xi |u) is the
entropy of the response that does not result from the input. Bell and Sejnowski
[1995] argued that maximizing (98) with respect to some parameter θ is equivalent
to maximizing H( xi ), since the conditional entropy H( xi |u) does not depend on θ,
i.e., maximizing a v-node’s input-information capacity is equivalent to maximizing
its self-information capacity or entropy.


The entropy of xi is given by H( xi ) = − E ln p x ( xi ) , where p x ( xi ) is the
probability density function (PDF) of the v-node’s response. Since xi is an invertible function of the Mackey-Glass nonlinearity f i (see equation (83)) that is itself
an invertible function of the input u (if the nonlinearity is chosen appropriately
such as in equation (80)), the PDF of xi can be written as a function of the PDF of
fi :
p x ( xi ) =

p f ( fi )
i
| ∂x
∂ fi |

(99)

The entropy of the v-node’s response is then given by




∂xi
H( xi ) = E ln
− E ln p f ( f i )
(100)
∂ fi


The term − E ln p f ( f i ) measures the entropy of the nonlinearity f i and is independent of θi . From equation (100), and taking into account equation (83), we
can derive a learning rule that maximizes the entropy of the response by applying
stochastic gradient ascent:


∂
∂xi
∂H( xi )
=
ln
∆θi ∝
∂θi
∂θi
∂ fi

 −1


∂xi
∂ ∂xi
=
∂ fi
∂θi ∂ f i
∂
= ( 1 − e − θ i ) −1 (1 − e − θ i ).
(101)
∂θi
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This leads to the following learning rule:
∆θi = α

e − θi
,
1 − e − θi

(102)

where 0 < α  1 is a learning rate.
The update term (102) is a strictly positive monotonic function of the v-delay θi .
This entails that, when unconstrained, maximizing a v-node’s informational feature
expansion results in an unbounded increase in its v-delay, i.e., θi → +∞. On the
other hand, the plasticity rule (94) can be rewritten as
∆θi = ας i ρ − ας i θi ,

(103)

2ρ−1

where ς i = 2σi θi
e−2θi > 0. The term ας i ρ in the plasticity mechanism (103) is
also positive. This entails that it results, similar to (102), in an unbounded increase
in the v-delay, and as a corollary, in an increase in the v-node’s informational feature expansion.
Given the above, the homeostatic plasticity mechanism (94), for a particular
DCR with delay τ, improves spatiotemporal computations by leading v-nodes to
specialize in function. This is mediated by a competition between the v-nodes’
sensitivity and their entropy. Some v-nodes become more sensitive to small fluctuations in input history, while others are brought closer to saturation where their
entropy is higher, and as such, their ability for expanding informational features.
6.6.2 Virtual Network Topology
The effects of the homeostatic plasticity mechanism (94) on the DCR’s network
topology can be deduced from equation (82), according to which self-weights are
given by wii = (1 − e−θi ), and the weights the v-node i receives from the preceding
v-node j = i − 1 is wij = (1 − e−θ j )e−θi .
When θi decreases, so does the v-node’s self-excitation wii , which is consistent
with less saturation of the v-node’s activity. In addition, the choice of the regulating parameter ρ describes the tendency of the v-node i to converge towards a
particular self-excitation level wii = (1 − e−ρ ). This entails that for higher ρ, the
v-node’s target activity level increases, which also corresponds to higher entropy,
as discussed in Section 6.6.1.
The decrease in θi also leads the corresponding v-node’s afferent wij to increase.
This in turn increases the v-node j’s influence on the activity of the v-node i, which
results in higher correlation between the two (or higher anti-correlation, depending on the signs of the corresponding mask values M j and Mi ). The increase of
correlation is in agreement with simulation results and in accord with the decrease
of the v-node’s entropy as its v-delay decreases. This is the case since the influence
of the current input is overshadowed by information from the input history that is
delivered from the preceding v-node j, which now drives the v-node i. Figure 13B
shows an exemplary virtual weight matrix following plasticity, which illustrates
these changes in network topology due to the repositioning of v-nodes on the delay
line.
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Figure 16: (A) Average improvement in performance and (B) reduction in average absolute values of the readout coefficients |ᾱ| for different values of the regulating
parameter ρ in comparison to the equidistant v-nodes case ρ = 0.8.

6.6.3

Homeostatic Regulation Level

Introducing the parameter ρ is necessary to regulate the trade-off between sensitivity and entropy, i.e., increasing and decreasing θi , as discussed analytically in
Section 6.6.1. It is also the defining factor in the v-node’s tendency to collapse, as
is evident from the form of the plasticity function (103). The collapse of v-nodes is
tantamount to a reduction in the DCR’s dimensionality, which may be unfavorable
with regard to the DCR’s computational performance.
We test the latter hypothesis, and the choice of the regulating parameter, by running 1000 NARMA-10 trials for different ρ values that ranged between 0 and 2.
Each trial shares the same mask M and the same NARMA-10 time series. As
shown in Figure 16, the average improvement in performance in comparison to
the reference equidistant case ρ = τ/n = 0.8 increases for smaller ρ values, but
drops again for ρ = 0. An increase in ρ > 0.8 also increases the improvement
of performance but this increase saturates at ρ = 1.6. This is the case since the
increase in v-delays favored by high ρ values, makes the collapse of other v-delays
inevitable, in order to preserve the DCR’s constant delay τ.
In a more detailed analysis, for each of the 1000 trials, we ranked different ρ
values according to the resulting improvement of performance in reference to the
equidistant case ρ = τ/n = 0.8. We then calculated the percentage of trials that
achieved the highest improvement in performance (1st rank) for some ρ value, compared to all other ρ values. We carried the same procedure for the 2nd and 3rd ranks
as well. Figure 17 confirms the previous results as it shows that for ρ = 0, it is still
possible to achieve the best improvement in performance, but it is less likely than
other values. Figure 17 also illustrates a striking result. For none of the trials was
the equidistant case, where no plasticity took place, the best choice regarding the
computational power of the DCR. Only in 0.3% of the trials, did the nonplastic
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Figure 17: Performance of 1000 NARMA-10 trials for regulating parameter ρ values between 0 and 2. (A) Percentage of trials that achieved the 1st , 2nd , and 3rd highest
improvement in performance for each ρ value. (B) Relative improvement, measured by the decrease in nrmse, after applying homeostatic plasticity, given
for each trial the best choice in ρ. The box plot marks the median and the first
and third quartiles. Whiskers extend to include data points within 1.5 times the
interquartile range. The crosses specify data points outside this range and correspond to outliers.

equidistant case rank 3rd . As a result, for a given DCR setup there always exists
a choice of ρ that results in nonequidistant v-nodes where spatiotemporal computations are enhanced. This is also summarized in Figure 17B, which shows the
improvement in performance given the best choice in the regulating parameter ρ
for each trial. The nrmse is reduced by ∼ 33.7%, with an average performance
that reaches an unprecedented value of nrmse ∼ 0.117 ± 0.01std.
We point out that the homeostatic plasticity mechanism (94) also reduces the
average absolute values of the readout coefficients |ᾱ| (see Figure 16), which is
similar in effect to an L2 -regularized model fit. This is not only advantageous with
respect to numerical stability, but L2 -regularization also allows for a lower meansquare error on the validation set as compared to an unregularized fit [Hoerl and
Kennard, 1970].
We now briefly discuss the effects of the homeostatic regulation level ρ on the
virtual network topology. As expected, and due to the simplex constraint, both
smaller and larger values of ρ lead to a more uniform distribution of v-delays. However, most of the distribution’s mass remains concentrated at θi = τ/n, i.e., most
v-delays remain unchanged or change only slightly. This has no effect on the qualitative features of the virtual network topology as outlined in Section 6.6.2, but
quantitatively, more weights approach the extremes of the range [0, 1].

6.7 commentary on physical realizability

6.7

commentary on physical realizability

We demonstrated that the suggested plasticity mechanism (94) leads to spatiotemporal computational performances that surpass those of state-of-the-art results. An
intuitive alternative to the plasticity mechanism would be to increase the number n
of v-nodes within the constant full delay τ of the DCR. This solution suffers, however, from major drawbacks, particularly in regard to its realizability on physical
hardware. Namely, there exists a physical constraint on the sampling rate of the
DCR’s activity, below which the speed and the feasibility of physical implementation is jeopardized. This imposes a minimal, admissible v-delay within the full
delay line, and as such, represents an upper bound on the number of equidistant
v-nodes. This constraint is accounted for in the current approach by restricting the
updates of v-delays due to plasticity to discrete step sizes κ. The parameter κ then
corresponds to the minimal admissible v-delay (different from 0, which results in
pruning the DCR). This is the case since κ is chosen such that τ/(κn) is an integer,
where this integer refers to the number of minimal v-delays that fit in one τ/n, the
v-delay in the equidistant v-nodes case. In the current results, κ was chosen such
that τ/(κn) = 100, in order for the discretization to present a good approximation of continuous v-delay values. Nevertheless, simulations show that improved
computational power persists even for τ/(κn) = 8, which corresponds to κ that
is an order of magnitude larger than the minimal, experimentally viable v-delay. A
stringent comparison between the results for different values of κ is problematic,
since rougher quantization of v-delays, resulting from higher κ values, leads to less
predictable effects on the behavior of the optimization problem (92), particularly
of how the discretized v-delay grid relates to the global maximum, which itself
depends on the choice of the regulating term ρ. Nevertheless, the persistent improvement in performance stands in favor of the method’s applicability in physical
realizations.
Furthermore, increasing the number of v-nodes poses a practical limitation, even
when v-delays remain within the constraints of physical implementation. As expected, the average computational performance does increase for larger number
of v-nodes, but saturates at some point. The plasticity mechanism improves the
computational performance, and most importantly, reaches the saturation point in
performance with smaller number of v-nodes than the equidistant case. Beyond the
performance saturation point, plasticity becomes ineffective on average, That is, it
leads some trials to an increase, and others to deterioration in computational performance. However, the redundancy resulting from increasing the number of v-nodes,
even within the constraint of physical implementation, is disadvantageous in regard
to the computational resources of the DCR: The linear readout mechanism remains
a bottleneck, since increasing the number of regressors by sampling more v-nodes
demands storing and inverting larger matrices, which is a serious challenge for both
simulation and physical implementations. Again, the comparison between the results for different numbers of v-nodes is problematic, since changing the number
of v-nodes modifies the statistics of the mask pattern, which may affect the proper
choice of the regulating term ρ. These considerations in mind, the plasticity mechanism is suitable for physical realization since it is resources-saving by keeping
the number of v-nodes smaller (and possibly pruning by leading some v-delays to
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collapse), and is computationally beneficial within the constraint of physical implementation, since it approaches the saturation point of computational performance
using smaller number of virtual nodes. Nevertheless, further detailed investigation
remains necessary for addressing boundary conditions and applicability on physical implementation of the suggested plasticity mechanism.
6.8

conclusion

We have introduced a plasticity mechanism for improving the computational capabilities of a DCR, a novel RC architecture where a single nonlinear node is delaycoupled to itself. The homeostatic nature of the derived plasticity mechanism (94)
relates directly to the information processing properties of the DCR in that it balances between sensitivity and informational expansion of input (see Section 6.6.1).
While the role of homeostasis in information processing and computation has only
been discussed more recently, its function as a stabilization process of neural dynamics has acquired earlier attention [von der Malsburg, 1973; Bienenstock et al.,
1982]. From the perspective of the nervous system, pure Hebbian potentiation or
anti-Hebbian depression would lead to destabilization of synaptic efficacies by generating amplifying feedback loops [Miller, 1996; Song et al., 2000], necessitating
a homeostatic mechanism for stabilization [Davis and Goodman, 1998; Zhang and
Linden, 2003; Turrigiano and Nelson, 2004]. Similarly, as suggested by the effects of the plasticity mechanism (103) on the virtual network topology (see Section 6.6.2), the facilitating sensitivity term −αςθ is counteracted by the depressive
entropy term +αςρ, which prevents synaptic efficacies from overpotentiating or
collapsing.
In addition, rewriting (94) as ∆θ ∼ (θ − ρ) strongly relates the derived plasticity mechanism to normalization models of neural homeostatic plasticity. Normalization models consider plasticity rules that regulate the activity of the neuron
towards a target firing rate. They are usually of the form ∆q ∼ (r − rtr ), where
q is some quantity of relevance for learning, such as synaptic weights or the neuron’s intrinsic excitability, r is an estimate of the neuron’s output firing rate, and
rtr is the target firing rate [Kempter et al., 2001; Renart et al., 2003; Lazar et al.,
2007, 2009; Zheng et al., 2013; Toutounji and Pipa, 2014]. In analogy, the v-delay
estimates the v-node’s activity, since a larger θi results in higher self-excitation wii ,
while ρ defines the target activity of the v-node (see Section 6.6.2). Furthermore,
entropy of a neuron’s output increases with its firing rate. As such, the increase of
the v-delay θ in response to higher regulatory term ρ also increases the v-node’s
entropy, as confirmed analytically in Section 6.6.1.
Currently, and similar to the target firing rate rtr which is usually chosen according to biological constraints, the regulating parameter ρ is left as a free parameter,
and its optimal choice for a praticular DCR configuration is decided by brute force
(see Section 6.6.3). However, the statistics in Figure 16 and Figure 17 conclusively
show that any choice of ρ within the tested range leads to average and dominant
improvement in computational performance in comparison to the equidistant case
ρ = τ/n = 0.8. Nevertheless, it is reasonable to assume that heuristics exist for
the optimal choice of ρ, given a particular mask structure M, since the alterations
in the mask values influence a v-node’s sensitivity and entropy. A possible heuris-
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tic may relate the value of ρ to properties of maximum length sequences, by which
Appeltant et al. [2014] constructed mask sequences with equidistant v-nodes. Similarly, we speculate that the direction and amplitude of a v-delay’s change that
are computationally advantageous depend on the corresponding and preceding vnode’s mask values M j for j ≤ i. The main difficulty arises from the fact that,
within the current formulation of the DCR in equations (81) and (82), no terms exist for relating different mask values to one another, and to corresponding v-delays.
This is also the main obstacle facing the derivation of plasticity mechanisms for
updating the mask M beyond the binary pattern ±µ. The appropriate choice of ρ
is complicated further by its dependence on the demands of the executed task in
terms of memory, nonlinear computations, and entropy. Finding criteria that connect these aspects to the optimal choice of ρ requires an extensive research that is
a subject of current endeavors.
Enhancing the temporal multiplexing of input to the nonlinear node was the
main goal of this article. We speculate that similar multiplexing may suggest a further important functionality of the extensive dendritic trees in some neuron types.
On the one hand, Izhikevich [2006] discussed the infinite dimensionality dendritic
propagation delays offer to recurrent neural networks. On the other hand, several
studies investigated the computational role of the spatial distribution of active dendrites [Rumsey et al., 2006; Gollo et al., 2009; Graupner and Brunel, 2012]. In this
article, we advocate a unified computational account that may integrate both the
temporal and spatial aspects of dendritic computations. In particular, the spatial location of dendritic arbors may be optimized to achieve computationally favorable
temporal multiplexing of the soma’s input, in the fashion suggested by the DCR
architecture. Consolidating this speculation would be the subject of future studies.
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6.9

appendix a: solving and simulating the dcr

In this section, we derive equations (81) and (82). We would like to solve system (79) for x (t), with (ν − 1)τ ≤ t ≤ ντ. Due to the recurrent dependency
x (t − τ ), this is not possible right away. However, if we assume a continuous function φν ∈ C[(ν−2)τ,(ν−1)τ ] is the solution for x (t) on the previous τ-interval, we
can replace x (t − τ ) by φν (t − τ ). After the substitution, system (79) becomes
solvable by the elementary method of variation of constants [Heuser, 2009]. The
latter provides a solution to an equation of type ẋ (t) = a(t) x (t) + b(t) with initial

83

84

homeostatic plasticity for delay-coupled reservoirs

condition x (t0 ) = c. The general solution on the interval I to the inhomogeneous
equation is then given by


Z t
−1
x (t) = xh (t) c +
xh (t) b(t)dt , t ∈ I,
t0

where
xh (t) = exp

t

Z

t0


a(t)dt

denotes a solution to the associated homogeneous differential
equation. Conse
quently, for a(t) = −1 and b(t) = f φν (t − τ ), δ(t) , the solution to

ẋ (t) = − x (t) + f φν (t − τ ), δ(t) ,


subject to x (ν − 1)τ = φν (ν − 1)τ , is given by


 Z t−τ
 s−(ν−2)τ
( ν −1) τ − t
x (t) = e
φν (ν − 1)τ +
f φν (s), δ(s) e
ds . (104)
( ν −2) τ

This expression can be used right away in a numerical solution scheme, where the
integral is solved using the cumulative trapezoidal rule. The resulting simulation
of the DCR has been shown to be comparable in its accuracy and computational capabilities to adaptive numerical solutions, while considerably saving computation
time [Schumacher et al., 2013].
Recall that ti = (ν − 1)τ + ∑ij=1 θ j , with θ j the temporal distances between
consecutive virtual nodes. To arrive at a manageable analytical expression of the
above solution for the sampling point ti of virtual node i during the νth τ-cycle, we
make the following approximation:
Let the DCR activity at a particular
v-node xi (t̄ ) = x (ti ), its nonlinearity

f i (t̄ ) = f xi (t̄ − 1), Mi · u(t̄ ) , and the DCR time step t̄ = d τt e = ν. If we
assume that f (·) is piecewise constant at each θi , which is a valid approximation
since θi  τ, expression (104) simplifies further to
!
Z
i

xi (t̄) = e− ∑ j=1 θ j

i

xn (t̄ − 1) + ∑ f i (t̄)
j =1

=e

− ∑ij=1 θ j

θj

es ds

0

!

i

xn (t̄ − 1) + ∑ f i (t̄) eθ j − 1



j =1

i

i

i

= e− ∑ j=1 θ j xn (t̄ − 1) + ∑ (1 − e−θ j )e− ∑k= j+1 θk · f j (t̄ ).
j =1

6.10

appendix b: constraint satisfaction

The sensitivity update rule of the virtual node distances θ j has to satisfy the constraint ∑ j θ j = τ. This describes a constraint manifold for valid virtual node distance vectors Θ ∈ Rn during learning. The manifold has the structure of a simplex
n

V : = { x | x = ( x1 , . . . , x n ) T , ∑ x i = τ }
i =1

6.10 appendix b: constraint satisfaction

with dim V = n − 1 and simplex corners given by τei (i = 1, . . . , n), where
ei )in=1 is the standard orthonormal basis of Rn . We implemented the constraint
optimization problem by first computing an unconstrained update for Θ, followed
by an orthogonal projection onto V. Due to the simple linear structure of V, this
strategy will converge onto the constrained optimum for Θ.
Denote by nV = nτ ∑i ei the central point of the constraint simplex, and let
 n −1
vi i=1 , vi ∈ Rn , be an orthonormal basis for V. The latter is computed from an
orthogonal basis, which can be constructed by simple geometrical considerations
from the simplex corner point vectors as
!
−τ · · · −τ
∈ Rn × n −1 ,
(105)
τ In−1
where In−1 denotes the (n − 1)-dimensional unit matrix. It is easily verified that
this basis spans V and is indeed orthogonal. In conjunction with the inhomogeneity
nV , a normal vector with respect to V, any point on V can be expressed via the vi .
For some x ∈ Rn being the result of an unconstrained sensitivity update step, the
constraint can be met by projecting x orthogonally onto V via the mapping
n −1

πV ( x ) = nV +

∑


( x − nV ) T vi vi

∑


viT ( x − nV ) vi

i =1
n −1

= nV +

i =1
n −1

∑ vi viT

= nV +

!

( x − nV )

i =1

|

{z

: = M ∈Rn × n

}

= nV + M ( x − nV ).

(106)

The addition and subtraction of nV take care of the fact that V as a hyperplane is
translated out of the origin by the inhomogeneity nV . If the V-plane was centered
in the origin,
(viT x ) vi
| {z }
∈R

would denote the orthogonal projection of x onto the ith orthonormal basis vector.
Accordingly, the linear combination of these projections yields the representation
 n −1
of πV ( x ) with respect to the basis vi i=1 .
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G E N E R A L I Z E D S Y N C H R O N I Z AT I O N

7.1

abstract

Detecting nonlinear correlations between time series presents a hard problem for
data analysis. We present a generative statistical modeling method for detecting
nonlinear generalized synchronization. Truncated Volterra series are used to approximate functional interactions. The Volterra kernels are modeled as linear combinations of basis splines, whose coefficients are estimated via l1 and l2 regularized maximum likelihood regression. The regularization manages the high number
of kernel coefficients and allows feature selection strategies yielding sparse models. The method’s performance is evaluated on different coupled chaotic systems
in various synchronization regimes and analytical results for detecting m:n phase
synchrony are presented. Experimental applicability is demonstrated by detecting
nonlinear interactions between neuronal local field potentials recorded in different
parts of macaque visual cortex.
7.2

introduction

Many natural systems generate complex collective dynamics through interactions
between their component parts. A prominent example is the transient neural dynamics of the brain which presumably involve strong functional couplings between cortical regions. Determining the nature of such interactions is not easy. At the most
general level, the problem is one of detecting generalized synchronization Rulkov
et al. [1995] between time series x (t) and y(t). That is, detecting the existence of
a functional, potentially nonlinear, time delayed or other stable relationship such
that y(t) = F [ x ](t) is predictable. Strictly speaking, generalized synchronization
results from interactions between systems that create stable attractors in their total
phase spaces, i.e. given x (t) the response system y has to be stable. Lag and other
forms of synchronization are subsets of this problem, and systems may transition
from phase, via lag, to complete synchronization as coupling strengths increase
Rosenblum et al. [1997].
When the interactions are nonlinear, or the coupled systems themselves complex or chaotic Kocarev and Parlitz [1996]; Senthilkumar et al. [2008], standard
linear methods, such as cross correlation or coherency, may not be able to detect
an interaction. Nonlinear methods are therefore necessary. Existing approaches are
usually based on reconstructing the phase space of the underlying system by finding an appropriate time-delay embedding Takens [1981]. Recent methodologies
include the Joint Probability of Recurrence (JPR) method Marwan et al. [2007].
JPR is based on the evaluation of trajectory recurrence probabilities in small neighborhoods of the reconstructed phase space. The JPR is mathematically similar to
another technique, the Synchronization Likelihood Stam [2002], which is derived
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from generalized mutual information concepts and popular in neuroscientific research areas. Although JPR and SL can detect nonlinear synchronization in many
data sets (see e.g. Kreuz et al. [2007]; Sakkalis et al. [2009]; Romano et al. [2005]),
it can be hard to determine the appropriateness of the embedding space. Further,
such methods do not yield information about the functional form (nonlinearity) of
the interaction.
Here we propose a different approach, directly estimating a functional which describes nonlinear interactions between two time series x (t) and y(t). In particular,
we predict time series y(t) from x (t) using a Volterra series operator F on x (t).
The kernels of F are expanded using a set of basis functions, the coefficients of
which fit using maximum posteriori regression. After obtaining an estimated signal y E = F [ x ] the degree to which y can be predicted from x is determined by
computing the correlation coefficient r (y E , y) on an independent validation data
set. Modeling F using a Volterra series is a canonical choice, since Volterra series are well-known for their versatility in nonlinear system identification (see e.g.
Rugh [1981],Boyd et al. [1984]). They allow F to approximate arbitrary continuous
functionals and flows of many non-autonomous dynamical systems, in particular
systems with memory. The existence of non-zero second order or higher terms indicates nonlinear interactions. Furthermore, in agreement with the stability condition
of generalized synchronization, a steady-state theorem for Volterra series (see Boyd
et al. [1984]) asserts that for x (t) → xs (t) within the radius of convergence of F,
the response system is stable, i.e. F [ x ](t) → F [ xs (t)](t) as t → ∞.
We call F the Functional Synchrony Model (FSM) and apply our method to
several coupled chaotic systems for which generalized nonlinear synchronization is
known to exist. We recover the nonlinear interactions with much greater accuracy
than with either linear approaches, or the JPR method. We also demonstrate the
existence of nonlinear coupling between local field potentials recorded in macaque
visual cortex during stimulation by natural scenes movies.
Interactions between time series x, y ∈ R N are modeled using a truncated
Volterra series operator of order n with a history dependence (memory) of K time
steps:
n

y E (t) = F [ x ](t) =

∑ Yj,K (t),

(107)

j =0

where Yj,K is the jth order Volterra functional
K

K

Yj,K (t) =

∑

···

k 1 =0

∑

h j (k1 , ..., k j ) x (t − k1 ) · · · x (t − k j ).

(108)

k j =0

Restrictions of this model form, particularly for modeling m:n phase synchronization are discussed below. To flexibly capture a wide variety of interactions, we expand the Volterra kernels h j in a set of basis functions B = {bm (k ) | m = 1, ..., M}
as
h j (k1 , ..., k j ) =
M

∑

m1 =1

M

···

∑

m j =1

ã j (m1 , ..., m j )bm1 (k1 ) · · · bm j (k j ),

(109)
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with parameters ã j (m1 , ..., m j ) ∈ R. Inserting eq. (109) into (108), we yield
M

Yj,K =

∑

M

∑

···

m1 =1

ã j (m1 , ..., m j )φm1 ,...,m j .

(110)

m j =1

Denoting x̃n = { x (n − K ), x (n − (K − 1)), ..., x (n)}, the φm1 ,...,m j are nonlinear
basis functions in x̃n that constitute the covariates of our model, given by
K

φm1 ,...,m j =

∑

K

···

k 1 =0

∑

bm 1 · · · bm j x ( n − k 1 ) · · · x ( n − k j ) .

(111)

k j =0

The covariates are symmetric in {m1 , .., m j }, i.e. for all permutations π (m1 , ..., m j ),
φπ (m1 ,...,m j ) represents the same covariate and can be factored out in the model,
yielding new coefficients a j (as sums of the former ã j ) and a corresponding reduction in summation indices
M

Yj,K =

M

∑ ∑

M

∑

···

m1 =1 m2 ≥ m1

a j (m1 , ..., m j )φm1 ,...,m j .

(112)

m j ≥ m j −1

Furthermore, the covariates can be factored out into products of simple convolutions,
!
K

φm1 ,...,m j ( x̃n ) =

∑

bm 1 ( k 1 ) x ( n − k 1 )

k 1 =0



···

K



 ∑ bm j ( k j ) x ( n − k j ) 

(113)

k j =0

=

φm1 · · · φm j .

Consequently, all higher order covariates are simply products of 1st order covariates φmi .
In this paper we expand the kernels using cubic basis splines. This basis spans a
vector space of piecewise polynomial functions with smooth nonlinearities, and is
uniquely determined by a knot sequence τK on the memory interval [0, K ]. Using
the de Bohr algorithm Boor [2001] on τK , all basis splines are fully specified and
can be constructed recursively. The first order functional is thus given by a linear
combination of basis splines, corresponding to a piecewise polynomial operating
on x (t) as a finite impulse response filter. Higher order kernels weight monomials of x, e.g. x (t − k1 ) x (t − k2 ), which intuitively represent interactions between
different points t − k j in time. Other bases, for example wavelets, could of course
have been used.
Regardless of the basis chosen, the final model in eq. (112) is linear with respect
to the coefficients a j . Thus the coefficients can easily be determined by maximum
likelihood based linear regression. Indexing all covariates and coefficients in eq.
(112) and eq. (107) with the set [1, ..., A], we define a design matrix for time series
x, y ∈ R N as


φ1 ( x̃1 ) φ2 ( x̃1 ) · · · φ A ( x̃1 )


 φ ( x̃ ) φ ( x̃ ) · · · φ ( x̃ ) 
2 2
A 2 
 1 2
Φ( x ) =  .
(114)
 ∈ RN× A
..
..
..

 ..
.
.
.


φ1 ( x̃ N ) φ2 ( x̃ N ) · · · φ A ( x̃ N )
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and a vector of coefficients a ∈ R A . We can now state a linear regression problem
with nonlinear basis functions as
Φ( x )a = y.
To select a sparse set of relevant coefficients and ensure the model generalizes
to validation data, we use Elastic Net regularization, interpolating l1 − l2 norm
with a hyperparameter β Friedman et al. [2010]. Interpreted in a Bayesian maximum posteriori framework, changing the interpolation and regularization effectively changes the assumed prior distribution of model coefficients. While the l1
norm corresponds to an isometric Laplace prior, the l2 norm is normally distributed.
As a result, the l1 norm promotes sparse coefficient vectors, assuming few independent covariates carry most of the information, whereas the l2 norm is known to
foster clusters of correlated covariates. After fitting the model to training data, we
test its generalizability by using it to predict an independent validation data set.
Model accuracy is judged using the correlation coefficient between the signal and
the prediction. Our statistical framework would also allow other goodness of fit
measures, such as Akaike information criterion or likelihood based cross validation, to be used.
7.3

r össler-lorenz system

To study the performance of our method in a setup of two unidirectionally coupled
nonidentical systems, we first consider a Rössler system driving a Lorenz system,
which is a standard benchmark in the literature. We will also use this example to
walk through the fitting procedure in detail. The equations of the drive system are
ẋ1 = 2 + x1 ( x2 − 4),
ẋ2 = − x1 − x3 ,

(115)

ẋ3 = x2 + 0.45x3 ,
while the response system is given by
ẏ1 = −σ(y1 − y2 ),
ẏ2 = ru(t) − y2 − u(t)y3 ,

(116)

ẏ3 = u(t)y2 − by3 ,
where u(t) = x1 + x2 + x3 . With σ = 10, r = 28, b = 38 , the driven Lorenz
system is asymptotically stable Kocarev and Parlitz [1996] and thus in a regime of
generalized synchronization with the Rössler system.
The systems’ third coordinates x3 , y3 are chosen as time series x (t), y(t) respectively, with 10000 data points sampled at ∆t = 0.02. The linear correlation
coefficient is r (y, x ) = −0.168, corresponding to the projection of the complex
generalized synchronization manifold onto ( x3 , y3 ), shown in figure 18a1 . We try
to predict y(t) as y E (t) = F [ x ](t) with a 2nd order Volterra series model F. To
fully specify the model, we merely need to choose a knot sequence τK over a memory interval of K time steps. By visual inspection of the time series, K = 350 is
chosen to span at least a full period of both systems. Accordingly, τK is chosen to
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Figure 18: Identification of nonlinear interaction in a coupled Rössler-Lorenz system. a1):
Nonlinear synchronization manifold between original sampled data x and y
(the systems’ 3rd coordinates) in generalized synchronization with correlation
r ( x, y) = −0.168. a2: Linearized manifold between y E and y, where y E (t) =
F [ x ](t) is the output of a 2nd order Volterra model, yielding r (y E , y) = 0.98.
b1) Delay-shifted (by τ) correlation coefficients. b2) 2nd order kernel corresponding to a2). c1) Set of cubic b-splines corresponding to b2), used in eq.
(109). c2) Performance of the method (FSM, r (y E , y) ∈ [−1, 1]) for RösslerLorenz system with additive white noise over increasing variance σ2 , compared
against correlation r ( x, y), as well as the JPR ∈ [0, 1].

cover the interval [0, 350] with 22 equidistantly spaced knots, each corresponding
to the onset of the nonzero compact carrier of a particular cubic basis spline. A
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density of 22 splines is deemed sufficient for our model to capture the variations
in the signals x (t), y(t). The resulting set of basis splines is shown in figure 18c1 .
We can now construct a design matrix (eq. 114) with 10000 × 276 entries, where
A = 276 denotes the number of covariates, consisting of a 0 order constant, as
well as 22 1st order and 253 2nd order covariates, as given by eq. (112). Using
an isometric normally distributed prior distribution of coefficients (β = 0.01), we
assume all covariates share a similar amount of information. Accordingly, using a
mild regularization parameter λ = 0.001 the feature selection procedure finds 275
covariates to be constitutive for our model y E = F [ x ].
The model fit yields a correlation coefficient r (y, y E ) = 0.98 on an independent validation set of size 10000. Thus, generalized synchronization is detected
with perfect accuracy. Moreover, the resulting model is fully predictive with respect to y(t). Figure 18a2 shows that our method “linearized” the synchronization
manifold. The lag correlation plot in figure 18b1 shows the correlation of the two
signals as a function of varying delay shift τ between the signals, where τ = 0
corresponds to r (y, y E ) = 0.98. The periodic relationship between the two chaotic
oscillators is apparent. Figure 18b2 depicts the 2nd order Volterra kernel, i.e. the
nonlinear aspects of the model that are necessary to capture the interaction. Here,
the periodicity is also present, in form of alternations across the diagonal. While the
regularization produced only two local clusters of covariates as main constituents
of the model, the very regular weighting within the clusters reflects the assumptions
encoded in the coefficient prior. Note that due to the symmetry of the kernels (see
eq. (112)) only the “upper triangular” part of (τ1 , τ2 ) space is populated by model
covariates. Adding additional white noise to the data, our method also shows a
strong noise robustness across an increasing variance σ2 (fig. 18c2 ).
To compare our method against the JPR, we chose embedding space parameters producing results on this data set comparable to Marwan et al. [2007]. The
JPR is clearly outperformed and suffers greatly from the additive noise (fig. 18c2 ).
These effects may be countered by increasing the e-neighborhoods in which the
recurrence probabilities are evaluated, however, lacking any goodness-of-fit measure for the parameter set this may also increase the number of false positives and
render the results meaningless.
7.4

mackey-glass nodes

Our second example involves generalized synchronization between delay-coupled
Mackey-Glass nodes described by the equation
ẋi (t) =

2xi−1 (t − τd /n)
− x i ( t ),
1 + xi−1 (t − τd /n)9

τd = 300

(117)

The data is sampled from a ring containing up to n = 16 Mackey-Glass nodes,
displaying chaotic dynamics, where node i receives delay-coupled input from node
i − 1, with a total delay of τd = 300 in the whole ring. The existence of generalized
synchronization for the case of xi driving xi−n/2 can be demonstrated using the
auxiliary systems approach Abarbanel et al. [1996].
Figure 19a shows the delay-embedded chaotic attractor (nonlinear synchronization manifold, brown) of two coupled Mackey-Glass nodes, where driving time
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Figure 19: Performance on generalized synchronized Mackey-Glass delay rings. a1): Nonlinear time-embedded GS manifold of ring with two nodes x and y. a2): Linearized synchronization manifold between y E (2nd order model) and y. b) Results for Mackey-Glass rings of varying size. Shown are prior correlation in
data (r ( x, y), dashed), JPR (light dashed) and our method (FSM, solid) using
Volterra series models up to order 3.

series x (t) correspondes to node xi , and target y(t) corresponds to xi−n/2 . The
blue graph shows the transformation to a linear manifold after application of our
method. We use a 2nd order model, with non-uniform knot sequence τK supporting
local maxima in the autocorrelation function of the Mackey-Glass ring that occur
due to the system’s delay-feedback. In total, 28 b-splines are used to cover the interval [0, 350], encompassing the total delay-time τd in the ring. With β = 0.99,
feature selection yields a sparse set of 158 predictive covariates that we apply to
data sets of size 30000 or higher. While detection is possible with less than 10000
data points, yielding a fully predictive model on this complex data set needs more
data to generalize and capture the strong nonlinear components of the interaction.
Figure 19b summarizes the resulting correlation r (y E , y) (blue) for functional
Volterra series models of order j ≤ 3. Performance is plotted against an increasing
number n of nodes in the ring. A fully predictive model is found for n = 2, while
detection of significant nonlinear interaction (significance determined using bootstrapped confidence intervals) is still possible for n ≤ 16, where no linear correlation r ( x, y) is measurable in the data. In comparison, the JPR (dashed green line)
failed to detect the interaction in rings larger than n = 2 for all tested embedding
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space and recurrence parameters which we chose manually as well as automatically
using mutual information and false nearest neighbours criteria. Note, however, that
much less data points (up to 10000) could be used for the recurrence based method,
which draws heavily on computational resources since it has to compute an N × N
recurrence matrix (where N is the number of delay-embedded data points) for both
time series.
7.5

coupled r össler systems

Our third example application is to two identical coupled Rössler systems, described by the equations
ẋ1,2 = −ω1,2 y1,2 − z1,2 ,
ẏ1,2 = ω1,2 x1,2 + 0.16y1,2 + µ(y2,1 − y1,2 ),

(118)

ż1,2 = 0.1 + z1,2 ( x1,2 − 8.5).
We use ω1 = 0.98, ω2 = 1.02 corresponding to a phase coherent regime of the two
slightly dissimilar chaotic oscillators. These coupled three dimensional systems
exhibit a wide range of synchronization dynamics as a function of the coupling
strength µ Osipov et al. [2003], transitioning from an unsynchronized regime to
complete synchronization via (1:1) phase synchronization as µ is increased from 0
to 0.15.
Using the first coordinates (x1 , x2 ) as the driving (x) and target time series (y)
respectively with 15000 data points sampled at ∆t = 0.02, we can detect nonlinear interaction even for very weak coupling (µ = 0.034) with a 2nd order
model and a memory of 500 time steps, encompassing a full period of the nonlinear oscillators. Lacking further information about the interaction, we choose a
dense equidistant knot sequence for 52 cubic b-splines. Consequently, many covariates will contribute only little information to the model. This is accounted for
by imposing strong regularization and choosing a sparse prior for feature selection
(β = 0.99), resulting in a total of 109 informative covariates for the model.
At µ = 0.034, x and y lie on a highly complex manifold (fig. 20a1 ) and the correlation coefficient between x and y is zero. Our Volterra series approach "linearizes"
the synchronization manifold between the model prediction and the data (fig. 20a2 )
and accurately describes the functional interaction, yielding r (y E , y) = 0.97. Figure 20b shows the corresponding first and second order Volterra kernels. Both kernels are highly sparse, and strong quadratic interactions between x (t) at different
times during the memory period prove necessary to predict y(t). The interaction
can, in fact, be described over a broad range of coupling strengths, as demonstrated
in Figure 20c. The method yielded fully predictive models for nearly all µ as indicated by correlation coefficients r (y E , y) near 1 for µ ∈ [0, 0.15].
7.6

phase synchrony

A drawback of the current formalism is that Volterra series impose restrictions
for modeling phase synchrony. By definition, two nonlinear oscillators x, y are
phase synchronized if for their phases φi it holds that |nφx − mφy | < e, with
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Figure 20: Identification of nonlinear interaction between coupled Rössler systems. a1):
Nonlinear synchronization manifold between original sampled data x and y
(the systems’ 1st coordinates) at onset of phase synchronization (µ = 0.034)
with correlation r ( x, y) ≈ 0. a2): Linearized manifold between y E and y,
where y E (t) = F [ x ](t) is the output of a 2nd order Volterra model, yielding
r (y E , y) = 0.97. b1) 1st order kernel corresponding to a2). b2) 2nd order kernel
corresponding to a2). c) As µ increases, the system transitions from unsynchronized, via phase (µ > 0.04) to generalized chaotic synchronization (µ > 0.08).
Performance of the method (FSM, r (y E , y) ∈ [−1, 1]) for various coupling
strengths µ is compared to correlation of the raw data r ( x, y), as well as the
JPR ∈ [0, 1].

n, m ∈ Z, e ∈ R. The generative model may thus have to scale φx by a fraction
to yield φy . In theory, Volterra series cannot achieve this, as a result of the periodic
steady state theorem Boyd et al. [1984]: Periodicity present in x (t) must reoccur in
the Volterra series F [ x ](t). The case of n:1, however, is possible by increasing the
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frequency of the input signal by a factor n, retaining the orginal slower periodicity
in the resulting faster signal.
To illustrate the Volterra series response to a single frequency component of an
oscillatory signal, consider for example the harmonic complex oscillation u(t) =
αk eiωkt . The truncated Volterra series response breaks down into the components
of the kernel functions, given by the covariates specified in eq. (113). Higher order
covariates are products of 1st order covariates φm which constitute linear timeinvariant systems such that u(t) is an eigenfunction. Consequently, φm [u](t) =
eiωkt αk Hm (iωk ), where Hm (iωk ) is the frequency response of φm given by the
discrete Laplace transform of the corresponding 1st order kernel basis function bm .
For an nth order covariate Φ(n) it follows that
Φ(n) [u](t) = φm1 [u](t)φm2 [u](t) · · · φmn [u](t)

= αnk Hm1 (iωk) · · · Hmn (iωk) e(iωkt)
|
{z
}

n

(119)

H̃ (ω )

= H̃ (ω )einωkt .
Hence, the phase dynamics of u(t) are scaled by a factor n, which suggests that an
nth order Volterra series operator can account for n:1 phase synchronization.
We confirmed this hypothesis using white noise jittered cosines (σ2 = 0.4)
with n:1 phase relationships for n ≤ 5. All models were fully predictive with
r (y E , y) ≈ 1. Following Chen et al. [2001], we also applied the method to two
identical Rössler systems coupled in a drive-response scenario and locked in 4:1
phase synchronization. The drive oscillator is described by
ẋ1 = −y1 − z1 ,
ẏ1 = x1 + 0.15y1 ,

(120)

ż1 = 0.2 + z1 ( x1 − 10).
The response oscillator is governed by
n
φ1 ) − x2 ),
m
n
ẏ2 = x2 + 0.15y2 + 80(r2 sin( φ1 ) − y2 ),
m
ż2 = 0.2 + z2 ( x2 − 10),
ẋ2 = −y2 − z2 + 80(r2 cos(

with phase and amplitude defined as
 
y1
φ1 = arctan
,
x1
r2 =

( x22

(121)

(122)

+ y22 )1/2 .

The phase synchronization was verified for m = 4, n = 1 by checking the
frequency locking condition ∆Ω4:1 = 4Ω1 − Ω2 < 10−6 , where Ωi = hφ̇i i for
i = 1, 2 the mean frequency averaged over 80.000 data points sampled at ∆t =
0.01.
Using the first coordinates x1 , x2 as time series x (t), y(t) with 30000 data points
each (fig. 21a1 ) we fit a 4th order model F [ x ](t) = y E (t). We set β = 0.95 to enforce sparse solutions since it is expected that a few 4th order features are most
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Figure 21: Identification of interaction between unidirectionally coupled Rössler systems
in 4:1 phase synchronization (eq. 121). a1): Nonlinear synchronization manifold projected onto first coordinates x1 , x2 of the two systems (brown). a2):
Linearized synchronization manifold after application of a 4th order Volterra
series operator (blue). b1): Time domain plots of original signals x(t) (green
(light gray)) and y(t) (orange (gray)) compared to the 4th order model prediction y E (t) (red (dark gray)). b2): Delay-shifted (by τ) correlation plots of original signals r ( x, y) (brown, thick) and model performance r (y E , y) (blue, thin).
Bootstrapped confidence intervals are shown as dashed lines in light blue.

informative. An equidistant knot sequence with 14 knots in [0, 1000] is chosen
to cover at least one full amplitude of each system. The feature selection process
yields 117 mostly 4th order covariates. The resulting model is fully predictive with
r (y E , y) = 0.97, as compared to r ( x, y) = 0.02 in the original signals, and clearly
captures the periodicity, as can be seen in the delay-shifted correlation coefficient
plot (fig. 21b2 ). Figure 21b1 shows original time series x (t), y(t) in comparison
to the prediction y E (t) plotted against time t. We compare this result against the
recurrence based phase synchronization index CPR ∈ [0, 1] Marwan et al. [2007],
which essentially quantifies the coincidence of maxima in two generalized autocorrelation functions for x and y and represents a complimentary tool to the JPR.
Our best result for a particular choice of parameters yields CPR = 0.5 on a corre-
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sponding data set of size 5000. The low index is explained by the fact that for phase
synchronization with m, n 6= 1, fewer coincidences of maxima in the generalized
autocorrelation functions of x, y occur.
7.7

local field potentials in macaque visual cortex

Finally, we demonstrate the applicability of our method to noisy and unprocessed
data from biological systems. To this end, we apply our method to LFP data recorded
from electrodes located in macaque primary visual cortex (V1).
The monkey was watching a short (2.8 sec) natural scenes movie with 600 repetitions (for details about the experimental setup, see Gerhard et al. [2011]). V1 is
retinotopically organized, so the different electrodes recorded signals generated by
neuronal populations receiving input from distinct parts of the visual field. However, it has been hypothesized that there are strong lateral interactions between
different parts of V1 which combine information about different parts of the visual
stimulus. We use our methodology to detect nonlinear interactions between electrode signals with near zero linear correlation coefficient. In particular, recordings
of pairs of analyzed channels were made from the opercular region of V1 (receptive
field centers 2.0◦ to 3.0◦ eccentricity) and from the superior bank of the calcarine
sulcus (10.0◦ to 13.0◦ eccentricity), respectively. The distance regarding the receptive field position is therefore of the order of 7◦ eccentricity and thus much larger
than the receptive field sizes of the projection neurons. Therefore, the populations
recorded by both channels have no common bottom-up input.
No significant interactions could be detected prior to stimulus onset. Post stimlus
onset we analyzed both the induced potential (IP, unaltered LFP recordings) and
the evoked potential (EP, the signal average across all trials). Here, the EP signals
contained 2800 data points (the length of one experimental trial) in both, validation
and training set. These were obtained by randomly selecting subsets of several
hundred trials for averaging. IP data sets were substantially larger as time series
from individual experimental trials were chosen randomly to be concatenated and
used as a single data set.
In Figure 22b1 we use the LFP of one electrode (x), to predict the LFP of another (y) at various time lags, and show the resulting performance of our method.
The data shown has close to zero linear correlation between the two LFPs (lag 0)
for both EP (r EP ( x, y)) and IP (not shown). In contrast, the correlation coefficient
between the model prediction and LFP is substantial, for both the IP (r IP2 (y E , y))
and the EP (r EP2 (y E , y)). Performance was substantially improved when second
order models were used, indicating significant nonlinear interactions. This can be
seen by comparing the performance of the 2nd order model for predicting the EP
(r EP2 (y E , y) ≈ 0.89) with a first order model (r EP1 (y E , y) ≈ 0.53). The second
order interactions (Volterra kernel) are visualized in figure 22b2 . Figure 22a shows
the corresponding interaction manifolds of the EP tetrode signals x and y (brown)
which is clearly linearized by the method (blue). Similar results were obtained using other LFPs from both this, and a different monkey. Although it is known that
the neuronal populations generating the two LFPs are directly stimulated by different parts of the visual field, our result that there are strong nonlinear interactions
between the populations suggests that V1 neurons may combine information from
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Figure 22: Two macaque V1 LFP recordings x and y recorded from electrodes with different retinotopy. a) Interaction manifolds of the EPs. a1: Nonlinear manifold
between x and y. a2: Linearized manifold corresponding to r EP2 (y E , y) in b1).
b1) Lagged correlation coefficient between EPs of x and y (r EP ( x, y)), and between a 1st order (r EP1 (y E , y)) and 2nd order (r EP2 (y E , y)) model y E = F [ x ]
and predicted tetrode y. For the IPs correlations are shown between a 2nd order
model y E and y (r IP2 (y E , y)). Lighter coloured areas show the bootstrapped
confidence intervals of the respective models. b2) Shows the 2nd order kernel.

different parts of the visual field. While the possibility of spatial correlations in
the natural scene stimulus causing the synchronization (due to a common factor) is
not directly discernable in this setup, we have nonetheless shown that our method
could present a powerful tool to investigate these phenomena, as the result would
not have been detectable by linear methods.
7.8

conclusion

In summary, we have presented a statistical modeling framework for the detection
of nonlinear interactions between time series. Interactions are modeled as Volterra
series expanded in basis functions and fit using l1 and l2 regularized maximum
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likelihood. The method is computationally efficient and yields sparse analytic models of the interaction which generalize to new data. When compared to the Joint
Probability of Recurrence method (CPR respectively) our approach showed higher
detection capabilities (often close to fully predictive) for all tested data and synchronization regimes. This was despite our carefully evaluating different JPR (CPR)
embedding-space parameters, both manually and algorithmically selected (false
nearest neighbours, mutual information criteria) and only comparing the best results with our method. While our main goal is the detection of generalized synchronization, we showed analytically and experimentally how the method generalizes
to m:n phase synchronization, the detection of which represents a hard problem in
nonlinear data analysis.
One drawback of the current formalism is that it does not capture auto-structure
from the target signal y(t). Perhaps more critically, the Volterra series operator
cannot model m:n phase synchronization in rare cases of both m, n > 1. Both
auto-structure and full m:n phase synchronization could be captured by also fitting
a second Volterra functional G [y], so that F [ x ](t) − G [y](t) = 0. Using nonlinear synchronization as a formalization of complex interactions is intriguing with
respect to information processing in the brain where oscillatory and synchronization phenomena are frequently reported Uhlhaas et al. [2009]. Theoretical studies
Pasemann and Wennekers [2000] also show the existence of generalized partial
synchronization in a variety of artificial neural networks. In this context, Volterra
series could be a natural model of neural transient interactions Friston [2001].
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D 2 I F – A S TAT I S T I C A L F R A M E W O R K T O I N F E R D E L AY
A N D D I R E C T I O N O F I N F O R M AT I O N F L O W F R O M
MEASUREMENTS OF COMPLEX SYSTEMS

8.1

abstract

In neuroscience, data is typically generated from neural network activity. The resulting time series represent measurements from spatially distributed subsystems
with complex interactions, weakly coupled to a high-dimensional global system.
We present here a statistical modeling framework, D 2 IF (Delay & Direction of Information Flow), to estimate the direction of information flow and its delay in measurements from systems of this type. Informed by differential topology, Gaussian
process regression is employed to reconstruct measurements of putative driving
systems from measurements of the driven systems. These reconstructions serve to
estimate the delay of the interaction by means of an analytical criterion developed
for this purpose. The model accounts for a range of possible sources of uncertainty,
including temporally evolving intrinsic noise, while assuming complex nonlinear
dependencies. Furthermore, we show that if information flow is delayed, this approach also allows for inference in strong coupling scenarios of systems exhibiting
synchronization phenomena. The general validity of the method is established on a
variety of delay-coupled chaotic oscillators. In addition, we show that these results
seamlessly transfer to real data generated from local field potentials in cat visual
areas.
8.2

introduction

Dependencies in time series typically arise from interactions of underlying complex systems, which may be delayed and nonlinear. Determining the direction of
information flow, as well as the delay of these interactions, is of high interest for
many practitioners and presents a difficult task in data analysis.
Different methodological approaches exist to determine the causality of interactions hidden in time series data. The oldest approach is Granger causality [Granger,
1969] which formalizes the problem in terms of stochastic processes. Although
originally not intended for dynamical systems, applications of Granger causality
in neuroscience have become increasingly popular. While the method can be extended to estimate delays (directed coherence phase [Witham et al., 2010]), it is
limited to linear statistical models. More severely, Sugihara for example pointed
out that Granger causality may report false negatives when applied to coupled dynamical systems [Sugihara et al., 2012]. In a similar approach, Nolte et al. [2004]
investigate delayed interactions of EEG signals using imaginary coherency. A further method established in neuroscience is transfer entropy [Vicente et al., 2011].
Employing information theoretical concepts, the approach does not presume linear-
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ity. A more recent application [Wibral et al., 2013] allows for estimation of delays
and can be understood as an information-theoretic variant of Granger causality.
Sugihara et al. [2012] introduces in the context of species population dynamics a
neighborhood method based on reconstruction. Although not explicitly mentioned
by the author, the theoretical foundation of this approach is given by Stark’s skewproduct embedding theory [Stark, 1999], which we also use as basis for the method
presented in this article. The neighborhood method, however, is not designed to
account for delays, which play a minor role in population dynamics, and is mainly
applicable to weakly coupled systems away from regimes of synchronization.
In neuroscience, on the other hand, data is usually composed of local measurements from spatially distributed subsystems, such as local field potentials from electrode recordings. It is clear that distant brain regions will communicate only with
significant delay. The latter is therefore highly informative regarding distribution
of information and functional connection of the underlying neural network and can
be exploited for inference on data. The interactions between different neuronal populations may be highly nonlinear. Furthermore, synchronization and phase-locking
phenomena play an important role in many analyses and are often the focus of
investigation. One is interested, for example, in determining the direction of interactions between different cortical areas to identify and differentiate top-down
modulatory influence from bottom-up signal propagation. At the same time, the
measured subpopulations can never be considered as autonomous systems. Instead,
one always has to assume possibly very high-dimensional influence from unobserved brain areas as a source of intrinsic noise, dynamically altering the temporal
evolution of its targets. In addition, recordings suffer strongly from neural mass
background activity and other sources of measurement noise.
We meet these challenges in a statistical modeling approach designed to infer
the direction of information flow and its delay in this specific situation. We formalize the detectability of information flow in terms of reconstructibility from
measurements by considering skew-product embedding theory [Stark, 1999]. The
latter suggests that under certain conditions a driver may be reconstructed from
measurements of the driven system alone. This gives rise to a statistical model
which aims to recover the measurements of a putative driver from measurements
of the driven system. We use Gaussian process regression with Volterra series operators modeling functional interactions. The model also accounts for additional
non-reconstructible drivers from surrounding parts of the brain that may lead to
temporally evolving intrinsic noise in the measured signals. This is achieved by
considering the additional theory of bundle embeddings [Stark et al., 2003], which
formalizes a parametrized version of reconstructibility in the presence of stochastic
driver systems. As a result, additional random variables enter the model nonlinearly,
which we treat in an exemplary application of Bayesian inference calculus. The
stochastic model provides reconstructions of the putative driver at different delays,
leading to reconstruction-error graphs for which the theory predicts the lowest error
in certain reconstructible areas relative to the delay of the interaction. An analytical criterion allows us to determine the onset of reconstructibility in time, hereby
providing a point estimator for the interaction delay, together with an area of confidence. The criterion is tailored to work in situations where the dynamical system
is not given by a diffeomorphism, which is usually a standard assumption, but by

8.3 methods

an endomorphism. This entails dynamical systems that are not invertible in time,
such as delay-coupled systems given by retarded functional differential equations,
which we have to consider as default scenario in our domain of application.
The outline of this article is given as follows. First, we give a gentle introduction
to the theoretical concepts from differential topology on which the method is based.
This is followed by a step-by-step introduction of the different aspects of the model,
including Gaussian process regression and the Volterra series operator which we
use to model functional interactions.
In the second part, we first aim to establish the validity of the method by application to synthetic data generated from different delay-coupled chaotic systems
with intrinsic noise given by Wiener processes. As measurement time series we use
linear combinations of all coordinate functions of the subsystems, which appears
to be closest to the case of local field potentials or other types of recordings encountered in neuroscience. The synthetic data sets include standard examples such
as coupled logistic maps with intrinsic noise, which we use to practically demonstrate the workings of bundle reconstructions in a situation where we can have full
knowledge of the stochastic driver. A non-standard example is given by a weakly
coupled Lorenz-Rössler system, which illustrates the applicability of the method
in case of systems operating on very different time scales. This is followed by a
Rössler-Lorenz system in generalized synchronization. Here we show that the special consideration of delays in the interaction makes inference possible even if the
systems are very strongly coupled. Coupled Mackey-Glass systems provide examples of endomorphisms where each subsystem is in itself delay-coupled.
The final application of the method is to real data given by local field potentials from anaesthetized cat visual cortices stimulated by visual gratings. We show
that the resulting reconstruction-error graphs across delays feature the same interpretable patterns that were previously introduced on the synthetic data sets. Furthermore, our method demonstrates a surprisingly rich insight into the different types
of interactions, as well as the most informative parts of the trials in relation to
stimulus onset. We present a resulting connectivity graph for the electrodes which
appears to be physiologically plausible, both, with respect to the estimated delays,
as well as with respect to type and direction of inter- and intra-area interactions.
8.3

methods

In this part, we derive the method to estimate delays and directedness of information flow. First, an introduction to the concepts from differential topology that
present the theoretical foundation is provided. Second, the statistical model is introduced as Gaussian process with Volterra series operator and adapted to the problem
derived beforehand. Finally, reconstruction-error graphs across delays, as supplied
by the statistical model, are analyzed and a criterion is developed to estimate the
interaction delays.
8.3.1

Embedding Theory

In this section we provide a brief summary of the theoretical considerations that
underly the presented method. A detailed derivation is given in a corresponding
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section of the supplementary information. At the heart of the method lies a certain
functional mapping F between time series, which we try to estimate directly from
the data. The existence of this functional is suggested by theorems from differential
topology which we refer to as embedding theory and motivate here as follows.
The problem differential topology solves for the practitioner is that of reconstructing a system that is observed only indirectly via real-valued measurements.
Consider, for example, local field potentials (LFPs) from electrode recordings in
cortex. These yield a time series measurement of the unobserved neuronal network
activity contributing to the LFPs. In general, one considers time-continuous dynamical systems with states x defined on a differentiable manifold M. A system’s
temporal evolution is defined by a map φt : M → M which takes an initial condition x ∈ M and maps it forward in time to φt ( x ) ∈ M. The continuous change of
the system state over time thus defines trajectories on M. Measurements, such as
LFPs, are defined as continuous functions f : M → R that map a system state, as
given by x ∈ M, to a real number.
As a function of time, the system φt is observed only indirectly via the measurements f (φt ( x )) which constitute the observed time series, indexed by t here.
Theorems from differential topology now assert the following. Define a group of
measurements by Recd : M → Rd , called a reconstruction map, with image
Recd ( x ) = ( f ( x ), f (φt1 ( x )), ..., f (φtd−1 ( x ))),

(123)

where the set of time indeces ti ∈ P will be called a sampling program P , using
the language of Aeyels [1981]. This vector is a part of the full time series and corresponds to system state x. Moreover, this correspondence will usually constitute
a one-to-one relationship between reconstruction vector 123 and the underlying
system state on M if the reconstruction dimension d is chosen large enough. As a
result, the temporal evolution φ on M becomes explicitly accessible via the reconstruction vectors. That is, the sequence of reconstruction vectors in Rd , where each
vector is associated with a particular sampling point of the time series, is equivalent
to the corresponding temporal evolution of system states on M and conveys basically the same geometric information. This was first established by Aeyels [1981];
Takens [1981].
These results have been extended by Stark [1999; 2003] to deal with two more
general problems. First, in a situation where the measurements are taken from a
non-autonomous system that is parametrized by an additional unobserved driver,
a reconstruction map Recd can be found that allows the reconstruction of the full
system including the driver. That is, the driver is reconstructible from observations
of the driven system alone. Second, if the drivers are already known or too highdimensional to be reconstructed from the data, a parametrized version of Recd can
be found in principle that still provides a one-to-one relationship with the underlying states of the driven system. These are called bundle embeddings and exist also
in case the driver is stochastic, i.e. infinite-dimensional. Reconstructions via bundle embeddings can only be realized explicitly, however, if the driver is observed
and supplied as parametrization of Recd . If the drivers are unknown, the theory
still serves to provide the existence of functional dependencies, albeit subject to
uncertainty.
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With applications in neuroscience in mind, Ørstavik and Stark [1998] have proposed such a framework of stochastic forcing to formalize in approximation situations where the measurements are presumably taken from a lower-dimensional
local subsystem, weakly coupled to a high-dimensional global system that is unobserved. If the global system, such as the neural network in the brain, is highdimensional enough, one can view it in this context as practically stochastic. In
turn, any locally measured neuronal subpopulation may be regarded as a stochastically forced low-dimensional deterministic system and treated by means of bundle
embeddings.
We implement this framework as part of our method in the following way, as visualized schematically by figure 23. Assume finite measurement time series ( f i )iD=0
and ( gi )iD=0 are given, defined by gi = g(ψ(i) ( x0 )). Here, ψ describes the temporal evolution of the initial state x0 ∈ N of a driver system, and φ describes the
temporal evolution of a driven system with initial state y0 ∈ M. M and N denote
differentiable manifolds that represent state spaces of the two systems. Being the
driven system, the forward-mapping φ is parametrized by states of the driver. Furthermore, we assume both systems are subject to additional stochastic forcing ω
and ω 0 , respectively, which further parametrize the forward-mappings. The stochastic forcing ω, ω 0 ∈ RD play here the role of non-reconstructible high-dimensional
input, for example from other brain areas in case of LFP recordings.
Given a reconstruction vector Recd of the driven system, Stark’s skew-product
and bundle embedding theory now suggest the existence of a functional mapping
F : Rd → R that maps covariate measurement samples f j of the driven system
(Recd ) to measurement samples gi of the driver (see figure 23 for illustration). This
mapping is realized by first using Recd to reconstruct the full system of driver and
slave, i.e. the product manifold N × M, projecting down into the driver system N
(denoted pr N ), and finally mapping into the measurement gi of the corresponding
driver state. Here i, j index the points in time corresponding to the measurement
samples. As will be illustrated in more detail in a later section and in the supplementary information, F will typically exist for a number of i ≤ j. The mappings
involved in the realization of F are in addition parametrized by the stochastic forcing ω, ω 0 , as a result of the bundle reconstruction map Recd .
The dependencies on the unknown drivers can be made explicit, analogous to
Stark’s discussion of the NARMA model in [2003]. This yields the bundle reconstruction
F : Rd → R,
Recd,ω,ω 0 (y j ) 7→ g( xi ),
F (Recd,ω,ω 0 ) = F ( f j , ...,

(124)
f j+d−1 , ω 0j , ..., ω 0j+d−2 , ωi+1 , ..., ωi+d−2 ),

as illustrated in figure 23. A more detailed mathematical derivation is given in the
corresponding section of the supplementary information. At the heart of the method
proposed here, we estimate the functional mapping F directly from the data. The
resulting candidate reconstructions will be used to estimate delay and direction
of the interaction underlying two measurement time series, as explained in a later
section. If ωi and ω 0j are taken to be one-dimensional, we can immediately include
them as random variables in a statistical model. A proper treatment of this source of
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Figure 23: Functional reconstruction mapping. The figure illustrates mapping F (124) between time series ( f i )iD=0 and ( gi )iD=0 which represent real-valued measurements of dynamical systems φ and ψ, evolving on manifolds M and N, respectively. ω and ω 0 denote stochastic input that parametrizes the forward mapping
and simulates high-dimensional non-reconstructible input. F is the composition
of the inverse reconstruction map (123) which yields a point on the product manifold M × N. This is followed by the canonical projection pr N : M × N → N,
the image of which is the domain of measurement g.

uncertainty with Bayesian techniques will be discussed after the statistical model
has been introduced.
With regard to inferring the direction of the interaction, the crucial point is
an asymmetry in reconstructibility. Under the hypothesis x → y (x drives y),
the driver measurements g( x ) are reconstructible via F from measurements f (y).
However, F only exists if x → y obtains, since measurements of the driver do not
contain information about the driven system and will therefore fail to reconstruct
the autonomous dynamics of the latter. The general idea of formalizing causal dependencies in terms of reconstructibility was, to the best of our knowledge, first
proposed by Sugihara et al. [2012], albeit not in the context of a functional model.
In case of stronger forms of synchronization, also called generalized synchronization (GS), this approach becomes problematic, since knowledge of the driver would
afford by definition (see Kocarev and Parlitz [1996]) a perfect prediction of the
driven system. The latter succumbs in this situation to being a mere transformation of the driver. However, as will be shown later, if the interaction is delayed,
inference may yet be possible.
In the results section, we practically demonstrate the soundness of the mapping
F using coupled chaotic logistic maps with intrinsic noise. It is shown that in case
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the noise sequences ω and ω 0 are observed and included in F, the time series
reconstruction becomes exact.
8.3.2

Statistical Model

In this section we derive the statistical model that uses bundle reconstruction 124
to compute estimators of the measurement time series of putative drivers, given
measurement time series of the driven system as covariates. To this end, we first
discuss the realization of F (124) by Volterra series operators. Formalized by Gaussian process regression, the model is treated with Bayesian inference calculus, axiomatically rooted in decision theory (see [Lindley, 1972; Berger, 1985]). In this
statistical framework we are able to elegantly deal with the uncertainty introduced
into equation 124 by ω and ω 0 , as well as additional measurement noise.
8.3.2.1 Volterra Series Operator
In order to derive point estimators for the measurement time series, the function F :
Rd → R (124) has to be approximated by a model. F being continuous exhausts
prior knowledge about its functional form. A choice that may be called canonical
in this situation is a discrete Volterra series operator. The term Volterra series was
originally coined in the context of functional analysis [Volterra, 1915]. In general, it
can loosely be thought of as Taylor series expansion of F whose polynomial terms
are rewritten in a certain coordinate representation. The result is a linear form with
respect to its parametrization, which is a desirable property in a statistical model
because it simplifies computation. For the discrete case, the model can be stated in
the form
d −1

p ( x ) = h0 +

∑

h1 ( k 1 ) x ( k 1 ) +

k 1 =0

(125)

d −1 d −1

∑ ∑

h2 (k1 , k2 ) x (k1 ) x (k2 ) + ... ,

k 1 =0 k 2 =0

where x = ( x0 , ..., xd−1 )T ∈ X ⊂ Rd and x (i ) = xi .
Although we cannot assume that F is differentiable, it is easy to show that the
Volterra series operator can approximate arbitrary continuous F of the required
type. We give a proof of this fact and a detailed derivation of the operator in the
corresponding supporting information. Although a host of literature exists on the
topic of Volterra series in general (see for example [Rugh, 1981] and [Franz and
Schölkopf, 2006]), we feel that a problem-based derivation of the discrete operator
in the context of statistical modeling is often lacking, despite the fact that the discrete setting is natural in the context of data analysis. In this context, the derivation
of the discrete Volterra series expansion is comparably easy and largely based upon
theory from commutative algebra.
In summary, the choice of Volterra series is quite natural in the present context:
The functional form of the model has an intuitive derivation via Taylor series expansions and, employed in a statistical model, it will allow us to approximate arbitrary
continuous F, as given by the desired functional mapping 124, without any modeling bias. This is very important for the method being developed here in order to
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be able to interpret a lack of reconstructibility as a true lack of information. Furthermore, the series expansion can be truncated at a particular order (equation 125
shows summands up to order 2). This enables one to control model complexity via
the nonlinearity of the series, which is important to be able to deal with overfitting
in case relevant information is represented less than optimally in the data. The hi
in equation 125 are kernel functions, or rather coefficients, which are subject to
uncertainty in a finite parametric statistical model, where the series expansion has
to be truncated at a certain order. When formulated as Gaussian process, the model
can also be stated in nonparametric form with infinite series expansion, as will be
discussed in the next section.
8.3.2.2 Gaussian Process Regression
So far, we have identified a number of sources of uncertainty that arise when trying to reconstruct a putative driver measurement time series. These include measurement noise, hidden stochastic drivers, as well as the particular functional form
of the bundle reconstruction F in 124. In a Bayesian approach, this uncertainty is
summarized in a probability distribution. If the task is to predict a target time series
y ∈ RD in terms of a covariate time series x ∈ RD , the uncertainty in the prediction of unseen data y∗ given covariate time series x∗ is summarized in a predictive
distribution P(y∗ | x∗ , x, y, H ). The predictive distribution incorporates knowledge
of the given data D = (y, x ) to infer y∗ given x∗ . We denote by H the particular
modeling assumption that has to be made and the corresponding hyperparameters.
The covariance structure of this distribution represents the model uncertainty and
supplies confidence intervals.
We formalize the statistical model as
y j = F ( xi , ..., xi+d−1 , ω0 , ..., ωh ) + e j

= F (z j ) + e j ,

(126)

where z j ∈ Rd+h , e j ∼ N (0, σe2 ) and ωk ∼ N (0, σω2 ). While e represents
measurement noise of the target time series, ω pertains to uncertainty from hidden stochastic drivers and covariate measurement noise, as implied by embedding
theory. Although we may have no reason to believe that the e j are actually normally distributed, one can put forward strong arguments that the normal distribution nonetheless represents our state of knowledge optimally, unless information
about higher moments of the sampling distribution is available [Jaynes and Bretthorst, 2003]. In practice, the latter will usually not be the case, since there is no
explicit access to the residuals. Regarding the ωk , we can safely assume in the
present context that they are bounded, as indicated by a finite variance. Beyond
that no sensible assumption can be made, so that the normal distribution is again
a natural choice given our limited prior knowledge (it is in fact the distribution
that maximizes entropy in this situation [Hida and Hitsuda, 2007], see also [Jaynes,
1968]).
By formalizing this model as a Gaussian process, we can treat uncertainty with
regard to F as uncertainty in the function itself rather than withdrawing to uncertainty in a finite parametrization of F. A Gaussian Process is a system of random
variables indexed by a linearly ordered set, such that any finite number of samples

8.3 methods

are jointly normally distributed Hida and Hitsuda [2007]. A Gaussian Process thus
defines a distribution over functions and is completely specified by a mean function and a covariance function. In terms of a Gaussian process, we can define the
functional model F ∼ GP as
E[ F ] = 0,
Cov[ F (z j ), F (zk )] = E[ F (z j ) F (zk )] =: [K (z, z)] jk .

(127)

where [K ] jk denotes coordinate ( j, k ) of matrix K.
One can now derive all distributions necessary to formalize the uncertainty associated with data D . The details of these derivations can be found, for example, in
Rasmussen and Williams [2006]. The covariance matrix Ky corresponding to y is
given by
Ky := Cov[y j , yk ] = K (z, z) + σe2 I.
Accordingly, for data (y∗ , x∗ ) (which may be the same as (y, x )),
#!
!
"
y
K (z, z) + σe2 I K (z, z∗ )
.
∼ N 0,
K (z∗ , z)
K (z∗ , z∗ )
y∗

(128)

In the Gaussian process framework, this distribution specifies a prior over bounded
functions. From (128), the marginal likelihood can be derived as y|z ∼ N (0, Ky )
with log-density
1
1
D
log[ p(y|z)] = − y T Ky−1 y − log[|Ky |] − log[2π ].
2
2
2

(129)

The marginal likelihood is important for Bayesian model selection, e.g. in computing a Bayes Factor or Posterior Odds. Furthermore, the desired predictive distribution which summarizes our uncertainty in the reconstruction of putative drivers can
be derived as
P(y∗ |z∗ , z, y) = N (m∗ , S∗ ),

(130)

with
m∗ := E[y∗ ] = K (z∗ , z)Ky−1 y
s∗ := Cov[[y∗ ] j , [y∗ ]k ] = K (z∗ , z∗ ) − K (z∗ , z)Ky−1 K (z, z∗ ).

(131)

From a decision theoretic point of view, it can be shown that m∗ provides a point
estimator that minimizes the expected squared-error loss to target time series y∗
Berger [1985], which we therefore employ for reconstruction.
To compute estimators of the target time series, we now only need to specify
K (z, z) corresponding to the Volterra series model p(z j ) in equation 125. This is
a straightforward derivation using equations 125 and 127. For details and a more
general discussion of Volterra theory in polynomial regression models, see [Franz
and Schölkopf, 2006]. If the series expansion is truncated at order n, the covariance
matrix is essentially constructed as
n  
n
(n)
T
n
[K (z, z)]ij = (1 + zi z j ) = ∑
(ziT z j )k ,
(132)
k
k =0
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but may have to be extended by certain hyperparameters depending on the prior
assumptions on the hk in equation 125. For the nonparametric√model, the kernel
functions hk have to be reparametrized by a scaling factor of 1/ k! (see [Steinwart,
2002]). As a result, it is possible to compute the limit
n

1

∑ k! (ziT z j )k = exp(ziT z j ).
n→∞

[K (∞) (z, z)]i,j = lim

(133)

k =0

Next, we have to deal with the unknown ωk from equation 126. Denote by w j =
(ω0 , ..., ωh )T ∈ Rh the vector of unknowns, and by x j ( xi , ..., xi+d−1 )T ∈ Rd the
vector of known covariates in equation 126, such that z j = (x j , w j ). The obvious
strategy is to integrate w already out of the prior process 128, and perform the
inference step in the predictive distribution with the resulting process, independent
of w. However, the resulting process is no longer Gaussian. Although the ωk have
been assigned a normal prior, they enter via Ky nonlinearly into the prior process
likelihood 129. As a result, the analytic derivation of the predictive distribution in
131 no longer applies.
In the context of noisy covariates in Regression, however, Girard et al. [2003]
suggest a Gaussian approximation. This is done by computing expectation and
covariance of the noise-driven process explicitly while still assuming a normal
distribution. They show that although the actual distribution (as approximated by
MCMC methods) is far from normal, the expected value of the Gaussian approximation predictive distribution yields a comparable predictor, and the predictive
variance captures the model uncertainty quite well, allowing for reasonable posterior density credible sets.
We will adopt the same approach here and compute by the tower property of
conditional expectation and the law of total covariance [Klenke, 2007]
m(xi ) = E[yi |xi ] = Ew [E[yi |xi , wi ]] = 0,
s(xi , x j ) = Cov[yi , y j |xi , x j ]

= Ew [Cov[yi , y j |xi , x j , wi , w j ]] + Cov[E[yi |xi , wi ]E[y j |x j , w j ]]

(134)

= Ew [Cov[yi , y j |xi , x j , wi , w j ]] = σ0 [K ( x, x )]ij + σ2 δij .
This defines a new prior process which will be treated as approximately Gaussian. The new prior no longer depends on w, which has been integrated out using
the normal priors of the ωk . To determine s(xi , x j ), the integrals occurring in the
expectation with respect to w have to be solved. We show the necessary calculations exemplary for the nonparametric model 133 in a corresponding section of
the supplementary information. These calculations yield a new hyperparameter, σ0 .
Interestingly, this hyperparameter has an effect equivalent to L2 -regularization (see
[Rasmussen and Williams, 2006; Hoerl and Kennard, 1970]) and helps to prevent
overfitting. With this newly defined prior process, one computes the predictive distribution p(y∗ | x∗ , D , H ) in Gaussian approximation in the same way described
before, according to equation 131.
In a fully Bayesian treatment, the hyperparameters σe2 , σ0 would have to be assigned (non-informative) priors and be integrated out of the distributions relevant
for inference or model selection, too. However, in general it is not possible to get
rid of dependence on both, hyperparameters and model parametrization. Instead,
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explicit values for the hyperparameters may be estimated by maximizing, for example, the marginal likelihood (129), or the predictive distribution in a leave-one-out
cross-validation scheme Sundararajan and Keerthi [2001]. We employ the latter,
which is less prone to overfitting and less dependent on model specifications.
The remaining free parameters of our statistical model, indicated by H in the
conditioning part of the predictive distribution, pertain to d, the size of the reconstruction space, and the order of the Volterra series expansion. These have to be
determined in a model selection process, where for each choice of H the hyperparameters are estimated individually.
As a final note, we discuss a preprocessing step necessary in time series analysis
to avoid overfitting. In time series that represent measurements of systems evolving
continuously in time, subsequent samples tend to be highly correlated. The higher
the sampling resolution, the smaller the difference between neighboring sample
points. If the time series are in this sense oversampled, there is a strong possibility
for overfitting, even in the leave-one-out cross-validation. This is a result of equation 131 which provides the point estimator m∗ . This point estimator is essentially
only a product of a so-called smoother matrix with the data vector y. The latter
contains in this situation very redundant information in the individual samples on
a short timescale, whereas more complex dynamic features on longer timescales
may be underrepresented in y. In particular, for each target y∗ a near identical covariate in close temporal proximity may be found in y. Modeling the y∗ on a short
timescale therefore becomes trivial and does not reflect functional dependencies on
longer more relevant timescales that one is really interested in.
To counter this problem, the time series have to be down-sampled at a relevant
timescale. A criterion for establishing what a relevant timescale is, is to compute
the auto mutual information of the time series. This is also a standard procedure to
determine proper lags between samples in reconstruction vectors for embeddings
(compare with sampling program P in definition 3). In practice, jointly downsampling the time series until mutual information between neighboring samples
is less than 1 is desirable. If this is not possible, one seeks for convergence of mutual information as a function of the lag between subsequent samples. If the two
time series evolve on very different timescales, it may happen that the covariate
time series is still oversampled as compared to the target time series. In this case
one may yield a bad model performance if the dimensionality d of the covariate
vector Recd is chosen too low. The elements of Recd need to span a relevant part
of the time series with respect to the timescale, otherwise geometric information
is “squashed” in the reconstruction. We discuss such a situation in the results section. The solution is to either increase d, or to introduce additional lags between
the samples in Recd .
Since we assume that interaction between driver and driven system may occur
with a substantial but unknown delay τ, it is not yet clear, however, how to pair
the temporal indeces of a sampling program P for covariate vectors Recd with
corresponding targets in the putative driver measurements (compare with definition
3 and functional mapping 124). Since cause and effect can only propagate forward
in time, it is clear that, given a covariate vector Recd = ( xi−d−1 , ..., xi ), only targets
y j with j ≤ i are candidates for reconstruction.
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8.3.3 Estimation of Interaction Delays
At this point, a statistical model has been devised which allows the reconstruction
of a putative driver measurement time series out of another time series representing
the driven system. The model is defined under the assumption that both measured
systems are lower-dimensional local subsystems, which are weakly coupled to a
higher-dimensional global system that is not reconstructible from the data. The
statistical model accounts for uncertainty pertaining to measurement noise, as well
as dynamically evolving intrinsic noise resulting from the hidden global drive. This
formalizes the situation which one encounters in neuroscientific data, such as local
field potentials, which represent measurements from local neuronal subpopulations,
embedded in a global brain-network which can be treated as practically infinite
dimensional.
In a first step towards estimating the delay, for a particular choice of d and P ,
we create reconstructions of the putative measurement time series for a candidate
set of negative delays [..., −2, −1, 0] by which we shift the target series. Figure
24A shows the situation for a particular covariate reconstruction vector Recd corresponding to time t. If the true interaction delay is τ, the earliest reconstructible
target sample is y j∗ , where j∗ = argmax j j ≤ t − τ. We can assume y j∗ is always
reconstructible, since it relates to the last temporal index in the sampling program
P . This fact is discussed in detail in the supplementary information section in the
context of definition 3.
As a brief summary, we note that the dynamical systems that are usually considered in embedding theory admit a temporal evolution that is invertible in time.
Given a certain initial condition, past and future of the system are therefore uniquely
determined. As a result, given a reconstruction vector Recd , system states corresponding to all individual sampling points in Recd are in principle reconstructible.
This is owed to the fact that for a time-invertible system, these states can be uniquely
related forward and backward in time to all samples in Recd . In case of systems that
are not invertible in time, this is no longer true. This case is important to consider
for us since delay-coupled systems, such as spatially distributed neural networks,
are in general not time-invertible (the time-reversed system would be acausal). In
later work, Takens [2002] showed that if the forward-mapping φ of a dynamical
system is not invertible, it may not even admit embedding. However, he proved
that the system state corresponding to the last sample in the reconstruction vector Recd is in general reconstructible. We stress this fact once more in summary:
The system state corresponding to the end of the reconstruction vector is always
reconstructible and we will exploit this fact here. We must note, however, that this
is a conjecture insofar as the corresponding proof in [Takens, 2002] does not explicitly treat the skew-product scenario we consider here. Nevertheless, the results
presented in the next section strongly suggest that this is a valid generalization.
We associate with j∗ the onset of reconstructibility which is informative about
the delay of the interaction. Note that if d > d∗ , where d∗ denotes the true intrinsic
dimensionality of the underlying product manifold, the reconstructibility of j∗ will
extend to the d − d∗ preceding samples of the target series. The reconstructibility
of y j for j < j∗ depends on how uniquely the inverse temporal mapping of the underlying system can be inferred from the data. In any case, the last reconstructible
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Figure 24: Delay Estimation. A) The time series of the putative driven system provides covariate vector Recd (123) as input for the statistical model realizing functional
mapping F (124). Targets of the mapping are candidate measurements of the
driver taken before time t. If the interaction has a delay of τ, the set of points in
time before t − τ index reconstructible driver measurements. B) The interpolation I (t) of an idealized reconstruction error graph (135) is shown, together with
its first derivative. I (t) is plotted against increasing candidate delays the order of
which is mirrored in comparison to subfigure A. The dotted red rectangle corresponds to the same reconstructible area already marked in subfigure A, with left
boundary, called the onset of reconstructibility, in close correspondence to the
point t − τ. The wider vertical bar represents delay estimator τ̂ (139). Lighter
vertical bars indicate the associated area of confidence for the delay with boundaries α0 , α1 given by formulas 137 and 138, respectively.
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point is y j∗ −d−1 , associated with the first element of P . We call the temporal indeces { j| j∗ − d − 1 ≤ j ≤ j∗ } the reconstructible area, marked by the dashed-blue
rectangle in figure 24A.
The reconstructible area corresponds to the information about the driver present
in the covariate measurements of the driven system by way of actual information exchange via the delayed coupling. Outside of the reconstructible area, the candidate
reconstructions of the statistical model become predictions backward or forward
in time, respectively, which are necessarily based upon the closest temporal state
reconstructible with the given covariate vector Recd . Due to the global stochastic
drivers, predictions will be subject to further uncertainty, in addition to the uncertainty entering Recd . We can thus expect to have the lowest variance in candidate
reconstructions within the reconstructible area. Besides, predictability is likely to
decline rapidly away from the closest system state that is actually reconstructible.
The variance will therefore be our criterion to evaluate reconstructibility.
We estimate the variance of the reconstruction at a particular candidate delay in
two steps. First, for each y j in the delay-shifted target time series the leave-oneout (LOO) point estimator ŷ j := m\( j) from equation 131 is computed conditional
on the data set D\{ x j , y j } where the jth sample is removed. Second, we compute the mean-squared error between the candidate reconstruction and the target.
This yields a LOO cross-validation estimator of the variance which is asymptotically correct [Konishi and Kitagawa, 2008] and will be lowest for candidate delays
within the reconstructible area. To be able to compare the reconstructibility in one
causal direction against another, we report the normalized root-mean-squared error
(NRMSE), given by
s
∑iD=1 ( xi − yi )2
NRMSE( x, y) =
,
(135)
Dσy2
where σy denotes the standard deviation of target time series y. Note that
NRMSE(hyi, y) = σy /σy = 1,
where hyi denotes the mean of time series y. We therefore choose 1.0 as the upper
bound for reconstructibility, in which case the reconstruction is as good as fitting a
horizontal line to y, indicating a lack of interesting functional dependencies.
In addition, it is important to establish confidence intervals for the NRMSE
which incorporate the uncertainty of the underlying statistical model. The latter
is expressed through the covariance matrix of the process in equation 131, which
is readily computable. The LOO point estimator yields a cross-validated estimator
ŷ ∈ RD of the target time series y, for which we report NRMSE(ŷ, y). Since the
y j ∈ y are by assumption 126
y j = ŷ j + e j ,

(136)

one way to quantify the variability of the NRMSE is to resample the full predictive process as ŷ(b) ∈ RD using the covariance structure resulting from 131, for
b = 1, ..., B. For each b, we can compute NRMSE(ŷ, ŷ(b) ) and derive percentiles
for this statistic from its resulting empirical distribution. However, recall from the
previous section that the assumption of normality in the predictive process is only
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approximate. While this does not pose difficulties for confidence intervals of the
individual ŷ j , the nonlinear NRMSE statistic presents a problem and we found
that the empirical distribution of NRMSE(ŷ, ŷ(b) ) often yields confidence intervals which do not contain NRMSE(ŷ, y). To counter this problem, we compute the
non-normal distribution of residuals in equation 136 empirically from the data and
employ bootstrapping [Efron and Tibshirani, 1994] to generate B = 50000 sample
sets ŷ(b) to yield a distribution for NRMSE(ŷ, ŷ(b) ). Confidence intervals are computed conservatively from the 99 percentiles. Where computationally feasible, the
resulting confidence intervals may be improved by the BCα-method [Efron, 2003]
which employs additional correction for deviations from normality.
Ideally, one would expect a reconstruction-error graph (REG) across candidate
delays as shown by the dark brown graph in figure 24B, where the reconstructible
area corresponds to a sink. The lowest NRMSE need not be either at the beginning
or the end of the reconstructible area and is therefore not a good indicator for the
delay. In fact, the sink need not even be a level plain but may contain additional
structure, in particular if the timescales of the unobserved systems differ substantially. Furthermore, as was discussed before, we cannot in general expect full reconstructibility for all candidate delays in the reconstructible area. The only reliable
indicator of the true interaction delay τ therefore is the onset of reconstructibility
in the REG.
A further problem is the fact that the time series have been sampled down substantially. In order to achieve sub-sampling accuracy in the delay estimation, the
REG has to be interpolated in a first step. In a second step, curvature and slope
of the resulting interpolated graph will be used to determine the onset of the sink.
Consequently, the model used for interpolation has to exhibit a certain smoothness
and be at least twice differentiable. It is important to avoid overfitting in order to
yield a simple sink shape, where possible. In our case, samples of the REG will be
coarsely spaced across delays. Overfitting leads here to extreme slope and curvature between samples that would interfere with the delay estimation.
The best interpolation results were achieved by fitting a cubic spline function
[Boor, 2001]] as Gaussian process parametrized by time (see equation 127). The
spline function is a linear combination of basis splines and fully determined in
terms of a knot sequence which defines the starting points of the basis splines’
compact carriers. As knot sequence, we choose the given samples of the REG.
For interpolation, we compute my (see equation 131) on a very fine grid across
delays, conditional on the linear interpolation of the REG samples on this grid.
The latter enforces a type of regularization between the actual samples which asserts a certain well-behavedness of the graph in these underspecified areas. This
dramatically reduces overfitting and non-informative curvature in the interpolation.
We interpolate both, confidence intervals and the REG itself in this fashion. If,
on the other hand, the REG is already sampled at a fine resolution, a better approach would be to use a Gaussian process with stationary covariance function
s( xi , x j ) = exp(( xi − x j )2 /(2l )), where the length-scale l controls how strongly
the model interpolates.
Denote the interpolated REG by I (t) with t ≥ 0. I is a smooth function defined
on an arbitrarily fine timescale, as given by the dark brown graph in figure 24B. To
determine the onset of reconstructibility and an area of confidence for the true delay
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τ, we first compute numerically the derivative of I and choose as left boundary for
the area of confidence its global minimum
 
∂I
α0 = argmint
.
(137)
∂t
This corresponds to the highest rate of negative change in the REG and reliably
marks the onset of the sink if one exists. To check for existence, it is sufficient to
verify that the first NRMSE significantly larger than the minimum of the REG is to
the right of α0 .
As right boundary α1 of the area of confidence for τ we target the hypothetical
point where the sink becomes level ( ∂I
∂t = 0), right after its left corner (see figure
24B). We can have very high confidence that the true τ resides within [α0 , α1 ], since
it would mark the corner of the sink in case sampling precision and reconstruction
were perfect. We found the most reliable way to compute α1 in practice is by first
detecting the corner following α0 and then choosing the closest point where the
curvature has relaxed sufficiently. Following Wang and Brady [1995], the corner is
found by, first, computing a curvature score as
∂2 I ( t )
C (t) =
−c
∂t2



∂I (t)
∂t

2
,

and, second, finding tC := argmaxt C (t) for t > α0 . The parameter c determines
the sensitivity to curvature, which we set to 20 to be able to deal with shallow sinks.
Consequently,
α1 = argmaxt C (t) ≤ C (tC ) − e,

(138)

where e = 0.2 std(C ) achieves robustness against uninformative structure of I
within the sink. Finally, a simple point estimator for the true delay τ is obtained as
τ̂ =

α0 + α1
.
2

(139)

This estimator works very well in practice and allows for fully automatic determination of interaction delays. If the reconstructible area is marked by a shallow
sink, the area of confidence will be larger, the point estimator 139, however, may
still yield accurate results. If the sink has a steep onset, the method is very precise.
Most problematic are cases where the corners of the sink are less well pronounced
and the curvature relaxes only very slowly. In this case and for all computations
∂I (t)
described above, ∂t ≈ 0 provides an upper bound for the t under consideration.
Figure 24B summarizes and illustrates the approach schematically for the hypothetical ideal case.
To determine the preferred direction of information flow, we compute the REG
in both possible directions of information flow (either x → y or y → x), determine
the minimum NRMSE across delays and check whether they are significantly different by means of the bootstrapped 99% confidence intervals. Further details will
be discussed using concrete examples in the next part of this article.
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8.3.4

Experimental Procedures

Experimental data presented here were obtained from one adult cat. All procedures
in this study were approved by the ethics committee of the state of Hessen in accordance with the guidelines of the German law for the protection of animals. Details
about the experimental protocol can be found in [Wunderle et al., 2013]. In brief,
the animal was initially anesthetized with a mixture of Ketamin/Medetomidine
(10mg/kg and 0.02mg/kg) and subsequently maintained by artificial ventilation of
O2/N2O (30%/70%) supplemented with isoflurane (1.5 - 0.7%). Analgesia was ensured by continuous intravenous infusion of Sufentanil (4µg/kg/h) together with a
ringer solution. Depth of anesthesia was monitored by regular inspection of heart
rate, body temperature and expiratory CO2. Two small craniotomies were made
over the visual areas 17 and 21a according to stereotactic coordinates. Through
each craniotomy, a single shank multi-contact laminar probe was implanted into
the brain tissue (1MΩ, Neuronexus, MI, USA) in order to record from all cortical
layers. The recorded signals were band-pass filtered (0.7 – 300Hz) and downsampled (1024Hz) to obtain the LFP signal. After the surgical procedures, the animal
was stimulated with gratings drifting in 8 directions (45◦ steps) presented with a
22" LCD monitor (Samsung SyncMaster 2233RZ) in front of the cat. The gratings
were at full contrast and the temporal (1.8Hz) and spatial frequency (0.4cy/deg)
was chosen to evoke responses in both areas, 17 and 21a.
8.4

results

We have established the validity of the method in practice on different delay-coupled
chaotic systems. These involve systems that are time discrete or continuous, irreversible in time, governed by retarded functional differential equations, exhibit generalized synchronization, and total systems where the coupled subsystems operate
on very different timescales. The synthetic data thus provide a rich test bed of potential difficulties in application. All of these systems are designed according to
figure 23, with additional stochastic driver input to both subsystems. For time continuous systems, the latter is given by a Wiener process with additional volatility
which we tried to set as high as possible before catastrophically altering the system
manifolds in the numerical solution.
In a final step, we have applied the method to real data composed of LFPs from
cat visual areas. Here we show that interpretable patterns very similar to the synthetic case are produced by the method which suggest a connectivity structure and
interaction delays that are physiologically plausible.
8.4.1 Logistic Maps
In a first step, we consider a simple discrete system to practically demonstrate the
soundness of the functional mapping established in 124. To this end, we present
results where the stochastic drivers ω, ω 0 are unknown, and treated with Bayesian
statistics according to 134, as well as results where ω and ω 0 were supplied for the
mapping as covariates according to equation 124.
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Figure 25: Delay-coupled logistic maps. Analysis of measurements from two coupled logistic maps (140). A-C) Interpolated reconstruction error graphs (135) plotted
against candidate delays under true causal hypothesis (A,C) and acausal hypothesis (B), respectively. In subfigure A, the stochastic driver (ω in model 126) is
unknown and integrated out of the statistical model, whereas in subfigure C
stochastic time series ω is explicitly supplied as covariate in mapping 126. D)
Logistic map time series example.

The system under consideration is a skew-product of logistic maps, defined by
y(t) = 3.7y(t)(1 − y(t)) − 0.4ωt
x (t) = 3.7x (t)(1 − x (t)) − 0.2ωt0 − 0.2y(t − 5)2 ,

(140)

where ωt , ωt0 ∼ N (0, 0.05). Subsystem y is driving x via a coupling term in the
definition of x. Both subsystems are chaotic and show sensitive dependence on
ω and ω 0 , respectively, which are part of the intrinsic temporal evolution of the
system. Although the stochastic forcing is given by a linear term, its effect is nonlinearly amplified through the forward mapping. Examples of the resulting time
series are shown in figure 25D. Logistic maps are examples of endomorphisms
since the forward mapping is in general not invertible. As was discussed before, reconstructibility may therefore not extend to the full reconstructible area. We fit the
full nonparametric statistical model according to 131 with prior covariance matrix
133 under both hypotheses, x → y and y → x, and computed REGs as described
in the previous section. Note that under hypothesis x → y, x is assumed to be the
driver and thus the target of the reconstruction, whereas y provides covariates. In
this simple example, a reconstruction dimension d = 2 is sufficient for the covariate vector Recd . The REGs are reported for the LOO predictive distribution (dark
brown, LOO CV) and the predictive distribution conditional on all available data
(light brown, training) to indicate overfitting. In addition, we also report the REG
for a separate validation set of the same size (brown, validation), which should alleviate any concerns regarding the ability of the complex nonparametric model to
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generalize. Confidence intervals (shaded area) were computed for the LOO estimator only. Figure 25 shows the results for a small data set where each time series
consisted of 1000 samples.
In subfigure A, the reconstructibility is shown under the correct hypothesis y →
x for the case where the stochastic driver is unknown and integrated out of the
model. The lowest reconstruction rate is achieved at the true delay ∆t = 5. Reconstructibility is confined to this delay, which corresponds to the last coordinate
of covariate vector Rec2 , in agreement with theoretical reconstructibility of endomorphisms discussed beforehand. Subfigure B shows reconstructibility of the same
model under the wrong assumption x → y, which hardly ever deviates from the
baseline NRMSE= 1.0. The direction of interaction, as well as the delay, are thus
clearly discernible on this data set.
In subfigure C, reconstruction was repeated as in A, however, this time the
stochastic drivers ω, ω 0 were supplied explicitly as covariates for functional mapping 124. The results are highly interesting. As can be seen, reconstructibility only
improved within the reconstructible area. At candidate delays where information
about the corresponding driver state is not actually available through the covariate
vector Rec2 , the inclusion of the noise terms into the functional model may even
lead to a deterioration of performance. At the true delay ∆t = 5, on the other hand,
the additional driver information leads to a practically perfect reconstruction of
y, which beautifully demonstrates the validity of the theoretical approach behind
mapping 124 in practice.
8.4.2 Lorenz-Rössler System
A weakly coupled Lorenz-Rössler system is the first continuous system we consider. It is given by
ẋ1 = 10( x2 − x1 )
ẋ2 = 28x1 − x2 − x1 x3 + µωx
8
ẋ3 = x2 x1 − x3
3
ẏ1 = y3 − y2
ẏ2 = y1 + 0.2y2 + µ

1
x i ( t − τ ) + ω y − y2
3∑
i

(141)
!

ẏ3 = 0.2 + y3 (y1 − 5.7),
where the coupling coefficient µ = 1 and the delay τ = 2. The stochastic forcing
ωx , ωy is realized by two Wiener processes with additional volatility 105 , whereas
the system is numerically solved using a fourth-order Runge-Kutta method with
fixed stepsize 0.0001 which parametrizes the actual variance of the stochastic processes. This numerical solution scheme is necessary to include the stochastic processes, otherwise Shampine’s dde23 [Shampine and Thompson, 2001] would be a
much better choice.
As time series we consider the linear combinations ∑i xi (t) and ∑ j y j (t), reminiscent of the contributions from different spatially distributed components to a
LFP, with sampling rate dt = 0.1, as shown in figure 26D. It can be seen that
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Figure 26: Delay-coupled Lorenz-Rössler System. Analysis of measurements from a
Lorenz system driving a Rössler system (141). A-C) Interpolated reconstruction
error graphs (135) plotted against candidate delays under true causal hypothesis
(A,C) and acausal hypothesis (B), respectively. Subfigure A shows the interpolated REG against candidate delays sampled with a stepsize of 0.5. In contrast,
subfigure C shows the same interpolation given steps of size 0.1 between candidate delays. D) Lorenz-Rössler time series example.

the natural oscillations of the driven Rössler system (y) are much simpler and occur at a much slower timescale than those of the Lorenz driver (x) with its twolobed attractor geometry. Analysis of time series evolving on different timescales
is challenging and we have designed this particular example to demonstrate the
reconstructibility of a fast complex signal from a slower oscillatory response.
Optimal results are reported for a third-order model with reconstruction dimension d = 20. Although the intrinsic dimensionality of the skew-product manifold
described by equation 141 is likely less than 6, a larger d is necessary to capture
enough geometric information of response system y with covariate vector Recd . We
use this data set to show how different lags between candidate delays of the REG
can affect the delay estimation process. In figure 26A we show the interpolated
REG under the correct hypothesis x → y with candidate delay reconstructions
given at a stepsize of 0.5, marked by dots. In comparison, figure 26C shows the
REG sampled with smaller stepsize 0.1. Although both point estimators for the delay yield the correct result τ̂ = 2.0, the analytical area of confidence is much wider
in A, indicating a larger uncertainty associated with the estimator as a result of a
less well-pronounced sink in the interpolated REG. The finer stepsize of candidate
reconstructions in subfigure C provides more accurate information for the delay
estimation process and yields consequently a very narrow area of confidence. The
reconstructible area corresponds to [2, 4], as a result of the time series sampling rate
dt = 0.1 and the model choice d = 20. For this system, the sink in the interpolated
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REG fully covers the reconstructible area and has sharply defined corners. Despite
the fact that there is substantial oscillatory and trend-like uninformative structure
within the sink, the analytical criteria for establishing the area of confidence prove
to be robust and capture the informative geometric features, as is readily verified by
visual inspection. In contrast, figure 26B shows that under the acausal hypothesis
y → x no significant reconstruction is possible at any of the considered candidate
delays.
8.4.3

Rössler-Lorenz System

The scenario we discuss in this section is an adaptation of a standard RösslerLorenz system [GSPAPER] which we extend by a delay of τ = 2 in the coupling,
ẋ1 = a( x3 − x2 )
ẋ2 = a( x1 + 0.2x2 ) + µωx
ẋ3 = a(0.2 + x3 ( x1 − 5.7)),
ẏ1 = 10(y2 − y1 )

(142)

ẏ2 = 28y1 − y2 − y1 y3 + µ( x2 (t − τ ) + ωy )
8
ẏ3 = y2 y1 − y3 .
3
This time, the Rössler system x is the driver and its intrinsic timescale is set to
a = 6 such that it oscillates with a similar frequency as the driven Lorenz system
y. The stochastic drive is once again a Wiener process with additional volatility of
105 at a numerical solution stepsize of 0.0001.
In [Pyragas, 1996] it was shown for the case without stochastic forcing and delay
that for µ > 6.66 the two systems enter a regime of generalized synchronization
(GS) [Kocarev and Parlitz, 1996]. Adding a delay is compatible with the definition
of GS, and the stochastic forcing does not catastrophically alter the system manifolds but acts merely as a perturbation. We set µ = 8 such that the systems will
be in a perturbed regime of GS. Time series are once more sampled as linear combinations of the coordinate functions of the subsystems, as shown in figure 27D.
This data set poses a twofold challenge. First, the two subsystems show very
similar oscillatory behavior. As a result of the (perturbed) GS regime, we can assume the oscillators will exhibit more or less rigid phase-locking behavior. This
means a certain functional dependency will be present across any candidate delay in the analysis. Second, by definition of GS, the driven system is fully predictable from knowledge of the driver alone, although this transformation may be
very complex. The dynamics of the full skew-product system have collapsed onto a
common synchronization manifold. As a result, the causal structure of the interaction may be masked since predictability in this sense cannot be distinguished from
reconstructibility. If the interaction is delayed, however, one may still be able to
discern a sink in the interpolated REG that is informative. Furthermore, prediction
only works forward in time whereas reconstruction works backwards. As a result,
among the set of candidate delays in the REG, an optimally predictable state (that
is, in acausal reconstruction direction) of the driven system can only ever be found
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Figure 27: Delay-coupled Rössler-Lorenz System in Generalized Synchronization. Analysis of measurements from a Rössler system driving a Lorenz system (142).
A-C) Interpolated reconstruction error graphs (135) plotted against candidate
delays under true causal hypothesis (A,C) and acausal hypothesis (B), respectively. Subfigure A shows the interpolated REG for a second order Volterra series model (n = 2 in equation 132). In contrast, subfigure C shows the same
interpolation given a third order model. D) Rössler-Lorenz time series example.

at 0, and only if the true interaction delay τ = 0. The larger τ, the better the interaction and its delay will be distinguishable. It is also our impression that a statistical
model provides in general better functional reconstructions than predictions, since
in reconstructions driver information is actually present in the temporal evolution
of the driven time series.
In figure 27 we present results for models with reconstruction dimension d = 25.
We consider the true hypothesis x → y first, shown in subfigures A and C. Here,
overfitting already becomes apparent at model order 3, as can be seen in subfigure
C. The shape of the resulting sink is not very regular, the corners are not wellpronounced and curvature hardly declines inside the sink. As a result, the delay
estimation is slightly off. Subfigure A shows, in contrast, a second order model,
where the sink is very regular with less curvature and the model does not suffer
from overfitting. Consequently, the delay estimation of the second order model is
more accurate and yields, in fact, the correct value of τ̂ = 2.0. Note that in this
case the addition of further candidate delays to the REG at a finer resolution will
not improve the shape of the sink. Its shallowness is rather owed to the more simple
oscillatory behavior of the two systems and their phase-locking which improve predictability of the systems. This also leads to a much lower baseline reconstructibility which is now apparent even under the acausal hypothesis in subfigure B. Here,
the baseline predictability at candidate delay ∆t = 0 is comparable to the baseline
reconstructibility outside of the sink in subfigure A. Note that the mere presence of
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a sink in the REG with significant temporal offset under one coupling hypothesis
is highly informative about the direction of interaction.
We conclude that if delays are involved in the interaction, our method may still
be able to reliably discern coupling scenarios shrouded in weaker forms of synchrony and phase-locking.
8.4.4

Mackey-Glass System

The final synthetic data set we present is generated by two coupled chaotic MackeyGlass oscillators, given by the system
x (t − τ ) + ωx
1 + ( x (t − τ ) + ωx )9.65
0.9y(t − τ ) + 0.3x (t − τ ) + ωy
,
ẏ = −0.95y + 2
1 + (0.9y(t − τ ) + 0.3x (t − τ ) + ωy )10

ẋ = − x + 2

(143)

where once more τ = 2. Each subsystem is in itself delay-coupled and therefore
belongs to a class of functional differential equations. Although the defining equation is one-dimensional, the underlying semi-flow that governs the temporal evolution of the system operates on a state space of real-valued functions with domain
[−τ, 0] and is therefore infinite-dimensional [Guo and Wu, 2013a]. The system’s
chaotic attractor manifold, however, is intrinsically low-dimensional and can be
reconstructed from the resulting time series. However, retarded systems are not
time-invertible since the temporal dependencies of the delay-coupling would render the inverted system acausal. The volatility of the Wiener processes ωx , ωy was
set to 100, whereas the stepsize of the numerical solver was set to 0.0001. To manage mutual information between neighboring samples, the time series are provided
at a sampling rate dt = 0.5 only and shown in figure 28D.
The two systems oscillate on very similar timescales and may have entered a
weak form of synchronization, albeit perturbed by the stochastic forcing, as a result of the coupling. We therefore expect again a certain baseline reconstructibility
across candidate delays. Figure 28 shows the results for an optimal reconstruction
dimension d = 10. At the sampling rate of dt = 0.5, the hypothetical reconstructible area would have size 5. Under the correct hypothesis x → y reconstructibility of a third-order model in subfigure A is compared against a model
employing the full nonparametric series expansion in subfigure C. Both agree in
their delay estimate. The REG sink resulting from the nonparametric model, however, has less curvature and more pronounced corners, leading to a smaller area of
confidence and a correct point estimator τ̂ = 2.0. As expected, a certain baseline
reconstructibility is apparent under the acausal hypothesis y → x in subfigure B
but does not impede inference regarding the direction of the interaction. It is noteworthy that the sinks in the REGs of subfigures A and C barely cover half of the
reconstructible area, which would be in this case [2, 7], as a result of the temporal dependencies in equation 143. The onset of reconstructibility nonetheless affords reliable delay estimation, which shows that functional mapping 124 extends
to retarded systems if the intrinsic dimensionality of the attractor manifolds allows
reconstruction.
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Figure 28: Delay-coupled Mackey-Glass Oscillators. Analysis of measurements from two
coupled Mackey-Glass systems (143). A-C) Interpolated reconstruction error
graphs (135) plotted against candidate delays under true causal hypothesis (A,C)
and acausal hypothesis (B), respectively. Subfigure A shows the interpolated
REG for a third order Volterra series model (n = 3 in equation 132). In contrast, subfigure C shows the same interpolation given a nonparametric model
with covariance matrix specified by formula 133. D) Mackey-Glass time series
example.

8.4.5 Local Field Potentials of Cat Visual Areas
In this section we report results our method yielded on an actual neuroscientific
data set. The data consist of local field potential recordings measured at eight different electrodes in cat visual areas. Four electrodes were placed in in area 17,
homologue to V1 in primates, another four were placed in area 21a, a homologue
to V4 [Peters and Payne, 1993]. In each area, the electrodes were chosen to correspond to a particular layer of the cortex, as indicated in figure 30. The laminar
position of the recording electrode is an important aspect, because information flow
within and between areas follows a specific pattern along the layers of the cortex
[Douglas and Martin, 2004]. At the time of the analysis, the cortical layers from
which individual electrodes had been recording were unknown to the theoreticians.
The cats were under general anesthesia during the recordings and visual stimulation was performed by drifting gratings of different orientations and directions. Our
goal was to test the method on an actual data set, compare results with the patterns
yielded on the synthetic data, and, finally, to create a connectivity graph of the
eight electrodes. We were not interested in answering a particular neuroscientific
question at this point.
The data was recorded at a sampling rate of 1024 Hz. Time series appeared
not to show substantial differences in response to different stimulus orientations,
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LFP Time Series, Single Trial, Area 1, Channel 4
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Figure 29: Exemplary LFP Time Series from Cat Visual Cortex Area 17. The time series
corresponds to a single trial and is exemplary for other trials. In particular, the
trials show a direct stimulus response in the first half of the samples that is
characterized by slow oscillations with large amplitudes.

so we picked one orientation at random for analysis. This resulted in 50 trials,
during each of which the stimulus presentation lasted for 2035 samples. In terms
of preprocessing, filtering the time series with a Parzen window, the size of which
was subject to model selection, improved reconstructibility slightly. Furthermore,
the data had to be sampled down substantially, by a stepsize of 15, for mutual
information between neighboring samples in the time series to reduce to a level
adequate for statistical modeling. The statistical model was always conditioned on
all 50 trials, the covariate vectors Recd , however, were constructed respecting trial
boundaries for each trial individually. As a result, if the reconstruction dimension
is set to d = 20, for example, Recd spans an area of more than 300ms. Since
the covariate vectors are generated for each trial individually, this means the first
300ms of each trial directly after stimulus onset are lost for analysis, since the
regression target is always associated with the end of the covariate vector for sure
reconstructibility, as discussed earlier.
This turned out to be a problem. Figure 29 shows the first 2000 samples after
stimulus onset of an exemplary LFP time series of a single trial from the data
set. The time series is obviously nonstationary. In particular, in the first half the
direct stimulus response is characterized by slow oscillations with large amplitudes
which are markedly different from the statistics in the second half of the series.
They also grossly distort the NRMSE statistic which is normalized by the time
series standard deviation and assumes stationarity. The direct stimulus response
is therefore often routinely discarded in analyses and deemed to be the result of
uninformative transient dynamics.
We checked this assumption by performing pairwise reconstructions for all channels, in total 56 REGs, based upon different temporal windows within the individual trials. The analysis revealed that the samples directly after stimulus onset are
by far the most informative, whereas REGs conditional upon samples from the
second half of the stimulus presentation revealed no information about interaction
delays at all. As a result, we based all subsequent analyses on the first 1000 samples after stimulus onset only, such that the statistics were approximately stationary.
Furthermore, in light of this discovery, the loss of several hundred milliseconds of
information right after stimulus onset due to the regression setup became unacceptable. To improve this situation, given a model with reconstruction dimension d, we
added a zero-padding of length d − 1 to the beginning of each trial time series.
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Figure 30: Connectivity Diagram of the LFP Recording Sites. Intra and inter area couplings have been separated for better visualization. On the left, intra area connectivity is shown. The darker shaded box on top corresponds to recordings in area
21a, while the white box contains recordings from area 17. Four probes were
placed in each area, respectively, and are represented by the nodes in the graph.
The probes were placed into cortical layers with varying depth, as indicated
by the labels above the area-boxes and the corresponding dotted vertical bars.
Depth increases from left to right with supergranular being the most superficial,
corresponding to cortical layers 2 and 3. Granular corresponds to cortical layer
4, infragranular to layers 5 and 6. White matter denotes the deepest measurements corresponding to afferent axons. Connectivity is visualized by the graph’s
edges. According to the legend above, the edges distinguish between four different types of interaction. Directed edges indicate a clearly discernible direction of
information flow. Edge labels inform, first, about the degree of reconstructibility, as measured in percent of the inverse NRMSE ∈ [ 0, 1 ] (135). Second, the
delay estimate τ̂ (139) is provided in milliseconds, together with its symmetric
area of confidence (in brackets). A larger area of confidence indicates shallower
reconstruction error graphs and thus higher uncertainty associated with the delay estimator (see text accompanying equation 139). A corresponding diagram
is shown on the right for inter area connectivity.
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Consequently, the first i samples in each trial where i < d are now included in the
model, albeit with suboptimal reconstruction dimension di = i < d. Nonetheless,
this yielded more pronounced sinks in the REGs and improved the delay estimation
process substantially.
We report our final results for a model of order 2 with d = 20, on time series sampled down to steps of 15.36ms. Higher order models were too susceptible
to overfitting. Figure 30 summarizes the results in a connectivity diagram. The
diagram looks convincing and the estimated delays are physiologically plausible.
Intra-area one is likely to find strongly synchronized populations, putative mutual
coupling motifs, as well as short interaction delays. In contrast, the inter-area connectivity is characterized by long interaction delays, up to an estimate of 136ms,
and the network motif appears to correspond to a feed-forward structure from lower
to higher visual areas.
The statistical model is highly informative about the underlying interaction. In
figure 30, we distinguish between 4 different types. The first one we labeled strong
synchrony with linear dependency. This interaction was found between channels 1
and 2 in area 17 and between channels 6 and 8 in area 21a. Interestingly, both pairs
consist of one channel located in the superficial and the other in the granular layer.
Corresponding REGs are shown in figure 31. The left plot shows the reconstruction
under the hypothesis 1 → 2, that is, channel 1 is the target of the reconstruction,
channel 2 provides covariates. Reconstructibility under both hypotheses does not
differ significantly. In both directions there is no temporal offset for the sink in the
REG which fully extends to the maximally reconstructible area and has sharply
pronounced corners. Moreover, reconstructibility with a second order model is not
significantly better than a first order model. The first order model is basically only
a linear time-invariant filter. In addition, only for d < 3 does the NRMSE increase
significantly. This suggests that the underlying systems are strongly synchronized
and most likely merely locked to oscillations induced by the visual gratings. The
latter hypothesis is further supported by the abrupt increase of the NRMSE beyond
the reconstructible area, indicating a lack of predictability from covariate information. The measurements therefore provide no information about interactions that
could be exploited for further inference.
The second type of interaction we discovered appears to be a slightly weaker
kind of synchrony characterized by nonlinear dependencies. Channels 7 and 8 provide an example, their REGs are shown in figure 31. Although similar at first glance
to the situation of channels 1 and 2, reconstructibility declines significantly upon
reducing both order and reconstruction dimension d of the model, and the sink
is slightly shallower. This indicates a nontrivial kind of information exchange between the underlying neuronal populations, albeit without a discernible delay.
The third type of interaction that can be found in the data actually admits a discernible direction of information flow. We show exemplary REGs of channels 4 and
8 in figure 31 which are the first to exhibit an asymmetry in reconstructibility. On
the left hand side, under the hypothesis that information flows from lower to higher
visual area, the full extent of a sink is apparent with a large offset. The estimated
delay is about 100ms. Moreover, reconstructibility is significantly better than under
the counter hypothesis on the right hand side. Both, shape and asymmetry of the
REGs are strongly reminiscent of the situation that arises in a regime of general-
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ized synchronization resulting from uni-directional coupling, which we discussed
before in the context of the Rössler-Lorenz system (compare with figure 27). The
example channel 4 was located in the white matter below area 17, whereas channel
8 was located in the granular layer of the downstream area 21a. The white matter
consists of fiber tracts projecting to and from other areas and evoked potentials can
be easily recorded. Accordingly, our method reveals a strong feed-foreward flow
of information from the lower area 17 to the major recipient layer (granular layer
4) in the downstream area 21a.
The fourth type of interaction depicted in figure 30 is labeled nonlinear correlation. These are cases where ghosts of sinks appear in the corresponding REGs
which are, however, not statistically significant. It may be indicative for a situation
where the statistical model cannot capture enough information from the data to
yield a more pronounced sink. Furthermore, it is worth noting that this kind of interaction was found for the channel located in the superficial layers of area 17 with
all the other channels in the downstream area 21a. The superficial layers exhibit a
high degree of recurrent connections. It may be that the computations done there
are more complex and are not captured by the initial evoked response used here for
the reconstruction. We distinguish this from scenarios where the REGs show no
patterns at all, such that their deviation from 1.0 may rather be explained as a baseline due to oscillatory activity. These cases are left unmarked in the connectivity
diagram.
A last finding we report here pertains to putative mutual coupling scenarios and
occurred only intra-area. An example is given by channels 2 and 4, with REGs
shown in the last row of figure 31. Reconstructibility is not actually significantly
better in one direction over the other, although this is a close call. Both REGs
exhibit, however, significantly pronounced sinks, clearly indicating delayed information flow in both directions. We hypothesize that this pattern might correspond
to a situation of weak mutual coupling. This is a scenario we have not discussed so
far for reasons that will be explained at a later point in the discussion.
8.5

discussion

In summary, we have presented a statistical method that estimates the direction of
information flow and its delay in situations motivated by neuroscientific application
where data consists of local measurement from spatially distributed subsystems
which are part of a larger global system. The situation is formalized by assuming
the local subsystems are low-dimensional and deterministic, delay-coupled to each
other, and receive additional stochastic forcing from the surrounding global system.
The latter is by assumption rendered practically infinite-dimensional. This corresponds for example to the situation encountered with local field potentials, which
provide recordings of local neuronal subpopulations embedded in an extremely
high-dimensional global brain-network.
The method formalizes directed information flow in terms of reconstructibility,
where the latter is based on theory from differential topology that is concerned
with embeddings of manifolds, similar to the approach by Sugihara et al. [2012]
in the context of population dynamics. Given the particular domain of application
in neuroscience, a statistical model formalizes the different sources of uncertainty
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Figure 31: Reconstruction Error Graphs for Cat LFPs. REGs corresponding to selected
edges of the connectivity graph in figure 30. Causal hypotheses are indicated in
terms of the respective node labels.
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pertaining to the reconstruction. While the functional dependencies, resulting from
embedding theoretic considerations, are realized via discrete Volterra series operators, the full statistical model is given by an approximate Gaussian process. Under
different hypotheses regarding the coupling direction, the statistical model yields
interpolated reconstruction-error graphs across candidate delays which are informative about the true delay of the interaction. We propose an analytical criterion,
informed by differential topology, which provides a point estimator for the delay,
together with an area of confidence.
The validity of the method was established on a variety of delay-coupled chaotic
systems which exhibit both nonlinear oscillatory behavior, as well as synchronization and phase-locking phenomena that relate well to the character of neuroscientific data. While complexity in actual neural networks likely arises in the first
place from the sheer number of interacting subsystems, chaotic systems achieve
a similar level of complexity due to their intrinsic chaoticity. The latter admits a
low-dimensional deterministic description that retains analytical tractability of the
systems, making them ideal candidates for testing purposes. Our method proved to
be versatile in the analysis of systems operating on very different timescales, was
able to carry out inference in the presence of phase-locking and generalized synchronization phenomena, and allowed inference on data from retarded functional
systems that are likely to be encountered in the neuroscientific context.
Furthermore, we demonstrated that the applicability and interpretability of the
method seamlessly transfered to a real data set of local field potentials from cat
visual areas. As was shown, the method yielded both, delay estimates and network
coupling motifs that are physiologically highly plausible. In addition, the statistical
model allowed us to differentiate between different types of interaction, accounting
for putative synchronization phenomena as well as scenarios of delayed and asymmetric information flow. Our results were reported conditional on 50 trials. The
method as such, however, supports in principle also single trial analysis. In addition, it can be limited to particular temporal windows in a time series to deal
with nonstationarities and to achieve a temporal resolution of the analysis. In this
context, our results revealed that the slow oscillatory activity directly after stimulus onset, which is often discarded as uninformative transient response, is in fact
highly informative about the interaction as well as its delay.
The final results on the LFP data set were reported for a model with reconstruction dimension d = 20. Given that LFPs may record activity from more than 10000
neurons, this number seems to be very low. Although higher d did not substantially
improve reconstructibility in this case, the maximal dimension that can be investigated is severely limited by the intricate temporal dependencies on the stimulus
within individual trials. It is worth pointing out here that one definite advantage of
the statistical modeling approach over other methodologies is that it could in principle afford a dimensionality of several 1000. The strongest restriction in this regard
actually comes from the data itself. Future interdisciplinary research could address
this issue by fostering a stronger collaboration between theoreticians and experimentalists to develop experimental designs that could yield data sets that afford
investigating higher-dimensional phenomena in appropriate application domains.
On the other hand, we have shown that substantial information is already reconstructible at d = 20 and comparable to the results on low-dimensional synthetic
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data sets. This is most likely owed to the fact that the dynamics of neuronal subpopulations are largely characterized by concerted oscillatory activity and an abundance of reported synchronization and phase-locking phenomena [Harris, 2005;
Fries, 2009]. The latter arises as a result of the high interconnectedness within
populations. The more concerted the joint activity, the more collapses the intrinsic
dimensionality of the joint state space manifold on which the neuronal population
evolves temporally. This, in turn, renders the dynamics more susceptible to reconstruction. At the same time, however, as was discussed earlier, synchronization obstructs inference based on asymmetry in reconstructibility. It is therefore important
that the methodology can account for this to a certain degree and that a trade-off at
a spatial scale is found.
We would like to address an important issue concerning the formalization of
causality in the proposed method. The informative criterion regarding a directed
causal interaction is the (inverse) reconstructibility of the putative driver. The theory asserts the existence of functional mapping 124 in this case which we try to
estimate from the data by means of a statistical model. However, the existence of
a functional dependency between two time series is in itself not necessarily indicative for an underlying dynamic interaction. A simple example that comes to mind
are a sine and a cosine time series which are related by a trivial phase-offset. This
may give rise to concerns regarding false positives. The complete lack of reconstructibility under the wrong hypothesis in the synthetic examples provided earlier, in particular for the simple discrete system of logistic maps, should alleviate
these concerns. The biggest challenge in this regard are indeed phase-locked or synchronized oscillatory signals, as discussed by example of the Rössler-Lorenz and
Mackey-Glass systems. We have shown that the immediate consequence of phaselocking is a baseline reconstructibility across delays, which is easily established
and does not derogate the existence of informative sink-structures in the REGs.
Since we have defined a concise domain of application where measurements are
taken from subsystems embedded in high-dimensional global systems, we can always expect a certain complexity in the measurement time series. This could be,
for example, a variation in the amplitudes of oscillatory signals which we also encountered in a preliminary analysis of epilepsy data where the LFPs supposedly
document extremely synchronized cortical activity. We therefore have no qualms
of false positives on neuroscientific data sets.
The reconstruction approach does, however, require a degree of autonomous intrinsic activity of the driven system to establish directedness. In strongly synchronized states this is no longer possible. As was discussed by example of channels 1
and 2 (see figure 31) of the cat LFP data, such states are easily identified via properties of the functional dependency supplied by the statistical model. We assume
here that intrinsic dynamics are absent and the two signals are strongly locked to
the visual stimulus. In general, if the coupling is weaker such that autonomous intrinsic activity is still present in the driven subsystem, the method will be robust
against common drive and yield symmetric REGs with high NRMSE values.
In application to neuroscientific data such as EEG, the biggest concern is with
regard to overlapping measurements. If the domains of different measurement functions overlap, the same underlying system will be reconstructible. As a trivial result,
both measurements are mutually reconstructible. This is a problem that has to be
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addressed at the level of experimental design and great care has to be taken to
exclude this possibility. Countering intuition, an application of preprocessing techniques such as independent component analysis (ICA), which is popular in neuroscience, would lead to a deterioration of the situation beyond repair. Since each IC
is a linear combination of the original measurement signals, it can be understood
as a virtual measurement of a dynamical system constituted by the original signals.
Consequently, each IC has perfect knowledge of the full underlying measurement
system such that it should be possible to mutually reconstruct any pair of ICs. Preliminary results on ICs from EEG data support this hypothesis and yielded pairwise
reconstructibility that can only be described as suspicious.
The final point we would like to address is the evidence of mutually delayed
coupling scenarios in the cat LFP data, as reported with respect to channels 2 and
4 in figure 31. For several reasons, we have not discussed mutual coupling scenarios beforehand. First, embedding theory does not provide at this point a rigorous
examination of the skew-product scenario in terms of mutually coupled systems,
as opposed to the uni-directional coupling case. Stark conjectured, however, that
the theory could in principle be extended to account for mutual coupling [Stark,
1999]. Second, our own preliminary results on mutually delay-coupled systems indicate that the delay estimation approach works in principle if the coupling is weak
enough. Given the shape of the sinks involved in the reconstructions of channels
2 and 4, we feel confident that the delay estimate is correct. In stronger coupling
scenarios that are most likely characterized by generalized synchronization, however, we came across less expected results where delays vanished in one direction.
We therefore decided that this scenario warrants further studying and should be
accompanied by proper theoretical research in terms of differential topology.
8.6

supporting information

8.6.1 Embedding Theory
The method presented here is built on a theoretical framework given by concepts
from differential topology. As is also explicitly stated by practitioners in this field
(see [Huke, 2006]), these concepts are complicated and usually accompanied by a
long tail of other theoretical dependencies (an introduction can be found in [Hirsch,
2012] and the appendix of [Broer and Takens, 2010]), which makes them a challenge even for seasoned theoreticians. Our goal in this section is, nonetheless, to
give an introduction to some key concepts which are necessary to understand later
parts of the proposed method and to explain the red line by which they are connected.
The problem differential topology solves for the practitioner is that of reconstructing a system that is observed only indirectly via real-valued measurements.
Consider, for example, local field potentials (LFPs) from electrode recordings in
cortex. These yield a time series measurement of the unobserved neuronal network
activity contributing to the LFPs. Aeyels [1981] was one of the first to work on
this topic and provides the most intuitive access. He considered time-continuous
dynamical systems given by vector fields defined on a differentiable manifold M
with m dimensions. Each vector field admits a diffeomorphism φt : M → M
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which takes an initial condition x ∈ M and maps it forward in time to φt ( x ) ∈ M.
Thus, φ defines a temporal evolution of the dynamical system and corresponding
trajectories on M. Measurements, such as LFPs, are defined as continuous functions f : M → R. As a function of time, the system φt is observed only indirectly
via the measurements f (φt ( x )) which constitute the observed time series. Suppose
the measurements were sampled at a set of d points ti ∈ [0, T ] along an interval of
length T. This set is called a sample program P .
Definition 3 A system (φ, f ) is called P -observable if for each pair x, y ∈ M
with x 6= y there is a ti ∈ P , such that f (φti ( x )) 6= f (φti (y)).
In other words, if a system is observable, the mapping of an initial condition x into
the set of measurements defined by P ,
Recd ( x ) = ( f ( x ), f (φt1 ( x )), ..., f (φtd−1 ( x ))),
is bijective. Recd : M → Rd is called a reconstruction map. If x 6= y, Recd ( x )
and Recd (y) differ in at least one coordinate, hereby allowing one to distinguish
between x and y in measurement. Aeyels showed that, given an almost arbitrary
vector field, it is a generic property of measurement functions f that the associated
reconstruction map Recd is bijective if d > 2m. Genericness is defined here in
terms of topological concepts that lie outside of the scope of this introduction. As a
result, the temporal evolution of φ on M becomes accessible via the reconstruction
vectors corresponding in time.
For purposes of statistical modeling, this level of description is quite sufficient.
In general, however, it is natural to also demand differentiability of Recd such that
its image is a submanifold in Rd . In this case, the reconstruction map is called an
embedding and also preserves the smoothness properties of M. In turn, an embedding affords the investigation of topological invariants and further properties of the
dynamical system in measurement. Takens [1981] showed in a contemporaneous
piece of work that Recd is generically an embedding if d > 2m, together with
stronger statements of genericness.
With respect to our final goal of estimating interaction delays, the following is
important to note. A diffeomorphism is invertible and defines the temporal evolution of a dynamical system both, forward and backward in time. As a result, given
a reconstruction vector Recd ( x ), all system states xP corresponding to the sample
program P are in principle reconstructible (the relative position of the ti ∈ P to
xP are not material for Aeyels’ proof as long as they can be uniquely associated
with x via φ). In case of endomorphisms, that is, systems not invertible in time,
this is no longer true. Endomorphisms are important to consider for us since delaycoupled systems, such as spatially distributed neural networks, are in general not
time-invertible (the time-reversed system would be acausal). In later work, Takens
[2002] showed that endomorphisms may not even admit embeddings. However,
in terms of the language introduced here beforehand, he proved the genericness
of the P -observability of system state φtd−1 ( x ) given the reconstruction vector
Recd ( x ) = ( f ( x ), f (φt1 ( x )), ..., f (φtd−1 ( x )))) in case d > 2m. Hence, the system state corresponding to the end of the sample program is always reconstructible
and we will exploit this fact for later stages of the method proposed here.
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At the same time, for the purpose of statistical modeling, the aforementioned
restrictions may be less severe in practice: A loss of differentiability in some points
or even a finite number of intersections in Recd ( M) ⊂ Rd may still admit substantial reconstructibility with regard to certain functional mappings that will be
introduced later. Also, Sauer et al. [1991] prove that application of linear timeinvariant filters to the measurements does not destroy embeddings. This result is
highly important for neuroscientific data which is often already filtered within the
recording device. Sauer et al. also conjectured that different measurement functions
may be combined in a reconstruction map, which was later proven by Deyle and
Sugihara [2011].
While these results provide a very rich apparatus for autonomous systems, a
common problem in practice is that only parts of a larger system are observed. In
particular with respect to time series prediction, the objective seems hopeless if
one has to assume the existence of hidden drivers that are unobserved and therefore cannot be explicitly accounted for in a statistical model. In this regard, the
most important result for time series analysis was provided by Stark [1999] who
showed that under certain conditions, a hidden driver may be reconstructed from
measurements of the non-autonomous driven system alone. He considered skewproduct systems as a formal framework, consisting of a driver system given by a
diffeomorphism ψ operating on a differentiable manifold N with dimension n, and
a non-autonomous driven system φ operating on M, where
ψt : N → N,
φt : N × M → M.

(144)

Stark showed that, given real-valued measurements f : M → R of states x ∈ M
of the driven system alone, the corresponding reconstruction map Recd ( x ) generically embeds the full product manifold N × M in case d > 2(m + n). This means
N is reconstructible via measurements of M alone. While this result dramatically
improves chances at predicting a single time series, causal analyses in the Granger
framework may yield distorted outcomes (see [Sugihara et al., 2012] for a concrete
example). However, it also gives rise to an asymmetry in reconstructibility which
can be exploited to formalize causal interactions. Unless the subsystems are generalized synchronized, in which case the dynamics of the product system collapse
onto a synchronization manifold, measurements of the driver manifold N will not
allow a reconstruction of M since there is no information about M present in the
temporal evolution of ψ. In case of synchronization this approach becomes problematic, since knowledge of N would allow by definition a perfect prediction of φ
[Kocarev and Parlitz, 1996].
With respect to our purpose of delay estimation, we note that the individual
time scales of the two systems are not material for the skew-product embedding,
which is formulated in terms of indexed sequences of points on the manifolds. Also,
it is not required that the temporal evolution of the full product system 144 is a
diffeomorphism, this restriction only pertains to φ and ψ individually. As a result,
the theory can in principle account for delay-coupling scenarios. Denote by xt :=
ψt ( x0 ) ∈ N the driver system state at time t, given an initial condition x0 ∈ N.
A coupling with delay τ would induce forward dynamics on M with M-intrinsic
time index t0 as φt0 ( xt−τ , yt ) = yt0 ∈ M. Conversely, for a given measurement

8.6 supporting information

function f : M → R and a corresponding reconstruction vector Recd (yt0 ), we
would expect to be able to reconstruct the mixed temporal state ( xt−τ , yt ) of the
full product system on N × M if d > 2(m + n).
In particular, if g : N → R is a continuous, real-valued measurement function
of the driver system, a functional mapping F : Rd → R exists, defined by F :=
1
g ◦ pr N ◦ Rec−
d . Here, pr N denotes the natural projection from N × M into N.
This mapping could yield for example


F f (yt ), f (φt10 (yt )), ..., f (φt0d−1 (yt )) = g( xt−τ ).
(145)
Note that F is a mapping between the explicitly observed measurement time series,
allowing one to reconstruct the indexed measurements gi using reconstruction vectors composed of f i . Furthermore, the reconstruction is backwards in time if delays
are involved, which employs the strongest possible constraint causal interactions
can exhibit. That is, a cause-effect relationship can only extend forward in time,
and, consequently, reconstruction is only possible backwards in time.
F is a continuous functional mapping if it exists and our goal will be to estimate it with a statistical model directly from any given measurement time series.
It is not sufficient, however, to assume the data stems from a single autonomous
skew-product system. When considering e.g. LFP recordings, measurement time
series corresponding to different recording sites will contain information from local neuronal subpopulations that may interact with each other. In any case, each
subpopulation is likely to receive massive modulatory influence from other areas
of the brain. Such additional drivers may be too high-dimensional for practical purposes to be reconstructed from the data. Nonetheless, they will dynamically alter
the temporal evolution of any measured subpopulation. At the very least, one has to
consider this as a form of intrinsic noise which, in contrast to simple measurement
noise, is part of the system dynamics.
Stark showed that in situations where the driver is not reconstructible or already
known, a reconstruction of the driven system can in principle still be defined. Simplifying the temporal indices, suppose the temporal evolution of the driven system
is given by
φ : N × M → M,

( x i , y i ) 7 → y i +1 .
Rather than requiring the reconstruction map Recd to embed N × M, it is possible to embed { x } × M for each x ∈ N. These are called bundle embeddings and
denote a family of embeddings, parametrized by N. Redefining the reconstruction
map Recd : M × { x } → Rd and writing Recd,x (y) = Recd (y, x ), Stark proved
that Recd,x is generically an embedding for typical x if d > 2m. This result also
holds if the driver system is stochastic, with shift map dynamics on bi-infinite sequences [Stark et al., 2003; Huke, 2006], in which case the driver is effectively
infinite-dimensional. Measurement noise can be accounted for analogously. With
applications in neuroscience in mind, Ørstavik and Stark [1998] have proposed to
use such a framework of stochastic forcing in situations where the measurements
are presumably taken from a lower-dimensional local subsystem, weakly coupled
to a high-dimensional global system. If the global system, such as the neural network in the brain, is high-dimensional enough, one can view it in this context as
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practically stochastic. In turn, any locally measured neuronal subpopulation may
be regarded as a stochastically forced low-dimensional deterministic system.
We thus include additional stochastic forcing into the model and extend the functional mapping F (145) in the following way. Given system 144, assume finite
measurement time series ( f i )iD=0 and ( gi )iD=0 defined as gi = g(ψ(i) ( x0 )), with
g : N → R and ψ(i) ( x0 ) = ψ ◦ · · · ◦ ψ( x0 ) = xi . Now extend
ψ : N × X → N,

( x i , ω i ) 7 → x i +1 ,
where X is a topological space and ωi ∈ X . The latter can be treated as a stochastic
dynamical system by introducing shift map dynamics on the bi-infinite sequence
ω = (..., ω−1 , ω0 , ω1 , ...) ∈ Σ, with Σ := X Z . The shift map σ : Σ → Σ is now
defined by [σ(ω )]i = [ω ]i+1 = ωi+1 . Likewise, extend
φ : N × M × X 0 → M,

( xi , y j , ω 0j ) 7→ y j+1 .
We have disentangled the temporal indices of the two deterministic systems here
and assume i ≤ j to account for interaction delays. The stochastically forced systems can be viewed as parametrized forward mappings, e.g. ψωi ( xi ) = ψ( xi , ωi )
and ψωi ...ω0 = ψωi ◦ · · · ◦ ψω0 . In case of φ, we adopt the notation
ωi
φω
0

0
j +1 ω j

( xi , y j ) = φω0j+1 (ψωi ( xi ), φω0j ( xi , y j )).

The reconstruction map on M is now twice parametrized,


ω ...ω
Recd (y, ω, ω 0 ) = f (y), f (φω00 ( x, y)), ..., f (φω 0d−2...ω 10 ( x, y))
d −2

0

(146)

= Recd,ω,ω0 (y).
For functional mapping (145), these dependencies on the unknown drivers can be
made explicit, analogous to Stark’s discussion of the NARMA model in [Stark
et al., 2003]. This yields the bundle reconstruction
F : Rd → R,
Recd,ω,ω 0 (y j ) 7→ g( xi ),

(147)

F (Recd,ω,ω 0 ) = F ( f j , ..., f j+d−1 , ω 0j , ..., ω 0j+d−2 , ωi+1 , ..., ωi+d−2 ).
If ωi and ω 0j are taken to be one-dimensional, we can immediately include them
as random variables in a statistical model. A proper treatment of this source of uncertainty with Bayesian techniques will be discussed after the statistical model has
been introduced. In the results section, we practically demonstrate the soundness
of the mapping F using coupled chaotic logistic maps with intrinsic noise. It is
shown that in case the noise sequences ω and ω 0 are observed and included in F,
the time series reconstruction becomes exact. Figure 23 summarizes and illustrates
the approach graphically.
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8.6.2

Discrete Volterra series operator

In order to derive point estimators for the measurement time series, the function
F : Rd → R has to be approximated by a model. F being continuous exhausts
prior knowledge about its functional form. A choice that may be called canonical
in this situation is a discrete Volterra series operator. The term Volterra series
was originally coined in the context of functional analysis, due to Volterra [1915].
In general, it can loosely be thought of as Taylor series expansion of F whose
polynomial terms are rewritten in a certain coordinate representation. The result
is a linear form with respect to its parametrization, which is a desirable property
in a statistical model because it simplifies computation. We now show a possible
derivation of the discrete Volterra series operator to illustrate the statistical model
and its approximation properties. Theory regarding vector spaces and algebra is
covered by [Roman, 2007].
As a well-known result from Taylor’s Theorem, a k + 1 times differentiable function f ∈ C k+1 ( X, R), defined on X ∈ Rd open, may be expanded around a point
x0 ∈ X by
f (x) =

∑

α∈N0n
|α|≤k

D α f ( x0 )
( x − x0 )α + o(k x − x0 kk ),
α!

(148)

where α = (α1 , ..., αn ) ∈ N0n is a multi-index with |α| := ∑i αi = k and x α :=
x1α1 . . . xnαn . One can choose for example x0 = 0 in which case the Taylor series
is also called a Maclaurin series, which denotes a very basic class of polynomial
series expansions. This motivates very generally the possibility to approximate a
function by a particular kind of series expansion.
With respect to multi-index α, higher order differential operators are denoted by

Dα f =

∂k
f.
∂x1α1 . . . ∂xnαn

(149)

We now wish to characterize this operator as multilinear map. Let V, W be vector
spaces over R and denote by L(V, W ) the space of all linear maps between V and
W. In addition, X f ⊂ V open. If f : X f → W is differentiable, then its derivative
is defined via D f : X f → L(V, W ). Consequently, at a particular point x ∈ X f ,
D f ( x ) ∈ L(V, W )
represents a linear map with domain V. Intuitively, given v ∈ V, ( D f ( x ))(v)
yields the derivative in the direction of v at point x. If f is twice differentiable, it
holds for the second derivative D2 f := D ( D f ) : X f → L(V, L(V, W )) that
D2 f ( x ) ∈ L(V, L(V, W )).
In general, for a k-times differentiable function at x ∈ X f ,
D k f ( x ) ∈ L(V, L(V, L(..., L(V, W )...).
This represents the k-fold concatenation of directional derivatives.
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If V1 , ..., Vn , W denote vector spaces over R, a map g : V1 × · · · × Vn → W
is called multilinear if it is linear in each coordinate separately, such that for all
k = 1, .., n with r, s ∈ R, v, v0 ∈ Vk and ui ∈ Vi , i 6= k,
g(u1 , ..., uk−1 , rv + sv0 , uk+1 , ..., un )

= rg(u1 , ..., uk−1 , v, uk+1 , ..., un ) + sg(u1 , ..., uk−1 , v0 , uk+1 , ..., un ).
(150)
It is easy to show that the space of multilinear maps L(V1 , ..., Vk ; W ) is topologically isomorphic to L(V1 , L(V2 , L(..., L(Vk , W )...). As a result, higher order derivatives are multilinear maps. For example, the second order derivative is a bilinear
map D2 f ( x ) : X f × X f → W by virtue of
D2 f ( x )( a, b) = ( D2 f ( x ) a)b,

a, b ∈ X f .

(151)

This multilinear map is also symmetric in its arguments since the order of directions
with respect to which the derivatives are taken does not matter. For X f ⊂ Rn ,
x ∈ X f and a = ( ai )in=1 ∈ Rn , the tangent space in x is spanned by the partial
derivatives. The directional derivatives correspond to vectors in this space. As a
result, the derivative with respect to direction a can be expressed as
n

D f (x)a =

∂f

∑ ai ∂xi (x).

i =1

Consequently, equation 151 becomes

( D2 f ( x ) a)b =

n

n

∂2 f

∑ ∑ ai bj ∂xi ∂x j (x).

(152)

j =1 i =1

This represents in principle already the type of functional form we are looking for
and also serves to illustrate the differential operator 149 in the full series expansion
148. However, at a later time it will be necessary to discard the analytical interpretation. Instead, we would like to give a full characterization in terms of algebraic
properties of the multilinear map alone.
To this end, consider the following. Analogous to the matrix representation of
linear maps, multilinear maps can always be expressed in terms of coordinate represenations with respect to the bases of domain and range. We will illustrate this using the example of a bilinear map g : V × V → W, where v = (v1 , ..., vn ), vi ∈ V
and w = (w1 , ..., wm ), wi ∈ W are bases that span V and W, respectively. Let
x, y ∈ V be given by
x=

∑ αi vi ,

y=

i

∑ β j vj,
j

where β and α are the coordinate vectors of x and y with respect to v. Then, by
definition of the multilinear map,
g( x, y) = g(∑ αi vi , ∑ β j v j ) =
i

j

∑ ∑ α i β j g ( v i , v j ).
i

j

(153)
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Since g(vi , v j ) ∈ W, there exists a coordinate representation g(vi , v j ) = ∑k γk,ij wk
with respect to basis w, such that
g( x, y) =

∑ ∑ ∑ γk,ij wk αi β j .
i

j

(154)

k

Now consider once more the special case V = Rn and W = R. We assume the
standard basis for V given by the identity matrix I = (e1 , ..., en ) ∈ Rn×n , and the
trivial basis 1 for W. In this case
x=

∑ x i ei ,

y=

i

∑ yj ej.
j

Consequently, coordinate representation 154 simplifies to
g( x, y) =

∑ ∑ xi y j g(ei , e j ) = ∑ ∑ γij xi y j ,

(155)

∑ ∑ γij xi x j .

(156)

i

j

i

j

and
g( x, x ) =

i

j

The procedure generalizes to yield coordinate representations for multilinear maps
in k arguments. Note that in the motivating Maclaurin series in 148, where x0 = 0,
the higher order derivatives are the result of sequential application of the differential operator, each time with respect to the same direction, which in this case is
simply x. The corresponding multilinear map receives thus k times the same argument x, as illustrated in the two-dimensional example above. This insight allows
one to rewrite the Maclaurin series explicitly as a sum of multilinear maps in the
argument x = ( xi )id=1 ∈ X ⊂ Rd to yield the polynomial form
d

p( x ) = γ0 +

∑

γ1 (k1 ) xk1 +

k 1 =1
d

d

∑ ∑

(157)

γ2 (k1 , k2 ) xk1 xk2 + ... .

k 1 =1 k 2 =1

This is called a discrete Volterra series operator. The γi : N1d × · · · × N1d → R
provide in this notation real-valued coefficients weighting the monomials in the xcoordinates. The nth summand of this series represents the former nth order derivative in the Maclaurin series (148), which was shown to be a real-valued multilinear
map in n arguments, or n-form in short.
Recall our original interest to find a functional form for F : Rd → R. Although
we cannot assume that F is differentiable and can be expressed by a Taylor series expansion, one can show that the discrete Volterra series operator nonetheless
can approximate arbitrary continuous F of the required type. This can be seen as
follows. The domain of F is a subset X ⊂ Rd , defined by the image of the reconstruction map Recd (see main article). X is compact, since Recd is continuous and
its domain is assumed to be a compact manifold.
A result from functional analysis, the Stone-Weierstrass Theorem [Werner, 2011],
now states the following. Suppose Φ is an algebra of continuous, real-valued functions on the compact Hausdorff space X that separates points of X and contains
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the constant functions. Then for all e > 0 and any continuous real-valued function
F on X, a function p ∈ Φ exists such that | F ( x ) − p( x )| < e for all x ∈ X.
This means a polynomial p can be found that approximates the desired function F
arbitrarily exactly.
Via γ0 , polynomials of type 157 contain the constant functions. The separation
property demands that for x, y ∈ X with x 6= y there exists a p0 ∈ Φ such
that p0 ( x ) 6= p0 (y). Without loss of generality, assume x and y differ in the jth
coordinate. Then choose
p0 ( x ) =

d

∑

γ1 (k1 ) xk1 .

k 1 =1

That is, γi = 0 for i 6= 1. If we let γ1 (k ) = 1 for k = j, and 0 otherwise, p0
will have the desired property. Furthermore, it is a standard result from commutative algebra (see Roman [2007]; Artin and A’Campo [1998]) that the elements of
the form 157 generate an algebra. It is in fact the graded algebra of homogeneous
polynomials, the elements of which are equipped with an infinite dimensional vector space structure and the standard product of polynomials defined on elements of
this space.
As a result, we may invoke the Stone-Weierstrass Theorem and the desired approximation properties of the discrete Volterra series operator obtain.
8.6.3 Treatment of stochastic driver input in the statistical model under the Bayesian paradigm
To deal with the unknown ωk from equation 126, denote by w j = (ω0 , ..., ωh )T ∈
Rh the vector of unknowns, and by x j ( xi , ..., xi+d−1 )T ∈ Rd the vector of known
covariates in equation 126, such that z j = (x j , w j ). The obvious strategy is to
integrate w already out of the prior process 128, and perform the inference step in
the predictive distribution with the resulting process independent of w. To this end,
we adopt the Gaussian approximation approach suggested by Girard et al. [2003],
as outlined in the main article, and compute
m(xi ) = E[yi |xi ] = Ew [E[yi |xi , wi ]] = 0,
s(xi , x j ) = Cov[yi , y j |xi , x j ]

= Ew [Cov[yi , y j |xi , x j , wi , w j ]] + Cov[E[yi |xi , wi ]E[y j |x j , w j ]]

(158)

= Ew [Cov[yi , y j |xi , x j , wi , w j ]].
We will show exemplary derivations for the nonparametric model defined in equation 133, i.e. the full series expansion. The following elementary identities will be
used during the derivations:
r
Z ∞
π
− ax2
e
dx =
( a > 0),
(159)
a
−∞
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and
Z ∞
−∞

e

− ax2 +bx

Z ∞

b

2

b2

e−a(x− 2a ) + 4a dx
−∞
 2Z ∞
2
b
= exp
e−ay dy
4a
−∞
 2r
π
b
( a > 0).
= exp
4a
a

dx =

(160)

Without loss of generality, we assume that wi and w j do not have common or
overlapping coordinates, otherwise the expressions simplify even further.
s ( xi , x j ) =

Z Z

(K (zi , z j ) + σ2 δij ) p(wi ) p(w j )dwi dw j

1
=
2πσw2h
2

+ σ δij

Z Z

Z Z

T
1 wiT wi
1 wj wj
T
exp(zi z j ) exp −
−
2 σw2
2 σw2

!
dwi dw j

p(wi ) p(w j )dwi dw j

1
exp(xiT x j )
2πσw2h




Z Z
1
1
T
T
T
×
exp wi w j − 2 wi wi dwi exp − 2 w j w j dw j .
2σ
2σw
{z w
}
|

= σ2 δij +

:= Iwi

(161)
Since wi ∈ Rh , with dwi = dw(i ) . . . dw(i + h − 1), Iwi evaluates to
!
Z
Z
h −1
1 h −1
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Substitution into (161) yields
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The integral decomposes in a fashion analogous to (162) and, by (159), converges
in case
1
σw2 − 2 < 0,
σw
which holds if σw2 < 1. For now, we will therefore assume the latter and discuss
the implications later. As a result,
√
s ( xi , x j ) =

2π

 h −2

s

σwh
|

2π
2
|σw − σ12 |

!h
exp(xiT x j ) + σ2 δij
(164)

w

{z

:= σ0

}

= σ0 [K ( x, x )]ij + σ2 δij .
In practice, σ0 is treated as single hyperparameter of the model and estimated accordingly. The restriction σw2 < 1 is no great cause of concern, since it can be
explained away by rescaling the incoming stochastic driver signal in the deterministic part of the dynamics. If treated in this fashion, the effect of the stochastic input
on the inference is thus an increase of uncertainty by a multiplicative factor, which
is intuitively plausible.

Part III
DISCUSSION

9

DISCUSSION

The scientific goals of this thesis were the investigation of time series analysis tools
for prediction, as well as detection and characterization of dependencies, informed
by dynamical systems theory. Emphasis was placed on the role of delays with respect to information processing in dynamical systems, as well as with respect to
their effect in causal interactions between systems. The three main features that
characterize this work are, first, the assumption that time series are measurements
of complex deterministic systems. As a result, functional mappings for statistical
models in all methods are justified by concepts from dynamical systems theory.
To bridge the gap between dynamical systems theory and data, differential topology, as outlined in Chapter 3, was employed in the analysis. Second, the Bayesian
paradigm of statistical inference was employed to formalize uncertainty by means
of a consistent theoretical apparatus with axiomatic foundation, as discussed in
Chapter 2. Third, the statistical models are strongly informed by modern nonlinear
concepts from machine learning and nonparametric modeling approaches, such as
Gaussian process theory. Consequently, high modeling power is achieved in terms
of unbiased approximations of the functional mappings implied by the prior systems level analysis.
The main body of this thesis is comprised of four methodological studies, corresponding to chapters 5 to 8, which address different points in the aforementioned
framework. Chapters 5 and 6 document work in the area of delay-coupled reservoir
computing. The main area of application is predictive inference on time series. Furthermore, the delay-coupled reservoir framework affords investigating the role of
delays in information processing of dynamical systems. In contrast, chapters 7 and
8 document methodological work on detecting and characterizing dependencies in
measurements from interacting systems. While Chapter 7 focuses on systems in
regimes of strong interaction, i.e. generalized synchronization, Chapter 8 considers a more general setting that accounts for weaker, as well as delayed interaction
scenarios. Providing an estimator for the interaction delay is one of the main objectives in this approach. In the following, a discussion of the results is provided in
this context.
9.1

prediction

In this section, the results of chapters 5 and 6 pertaining to delay-coupled reservoir computing will be discussed. Summarizing Chapter 5, a general introduction
to the emerging field of delay-coupled reservoir computing was given. In particular, we derived approximate closed-form equations for the virtual nodes of a DCR.
Using the analytical approximation reduced computational costs considerably and
enabled us to study larger networks of delay-coupled nodes, yielding a dramatic increase in nonlinear benchmark performance that was not accessible before. Moreover, the approximation supplied an explicit handle on DCR components, in par-
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ticular certain hyperparameters, which are otherwise shrouded in a nonlinear functional differential equation. A few of these possibilities were already illustrated in
Chapter 5 in a practical application to an experimental recording of a far-infrared
laser operating in a chaotic regime. An interesting feature of these data are nonstationarities and catastrophic events which provide hard problems in conventional
time series analysis. The DCR model was embedded in a statistical model corresponding to the Bayesian paradigm with a proper quantization of model confidence.
This allowed us to study and compare in some depth the occurrence of overfitting
with respect to varying model complexity and conditional on varying information
content. Most importantly, the confidence intervals arising from the resulting predictive distribution allowed us to pinpoint rare catastrophic events in the time series
as sources of prediction error. However, the problem of modeling these rare events
could be overcome by conditioning on more data.
The nonstationarities and catastrophic events present in the laser time series are
the result of deterministic phenomena of the underlying chaotic systems. As a result, they can be dealt with at the level of functional modeling. In the case of prediction, the objective is to approximate the chaotic flow of the underlying systems
in its conjugate form on the reconstructions via the measurement time series. The
corresponding theory was discussed in Chapter 3 and amounts to approximating
functional mapping 41 on the data. This example clearly motivates the necessity
to distinguish between notions of aleatoric uncertainty, such as measurement noise,
on the one hand, and epistemic uncertainty. As evident from figure 10, uncertainty
pertaining to the nonstationarities is epistemic in nature in this example, since the
inclusion of more data points alleviated prediction errors and variance considerably.
Alternative model specifications common in time series analysis, such as the family of (generalized) autoregressive conditional heteroscedasticity (ARCH) models
[Engle, 1982], may also have appeared suitable for this particular dataset, i.e. the
latter may test positive for heteroscedasticity. However, this would rather be an
artifact of the inherent model linearity. In general, this example demonstrates that
analysis may greatly benefit from considering the systemic origin of the data and its
features to arrive at a particular functional form of the model. If for some reasons
it is explicitly desired to choose the latter as a mixture of processes, Rasmussen
(section 2.7, [2006]) provides an interesting discussion in the context of Gaussian
process regression which affords the treatment of heteroscedastic notions in terms
of nonlinear process priors.
Open questions remain with regard to the choice of optimal hyperparameters
of the DCR and, possibly, adaptability to input signals. Foremost, optimal mask
functions have to be identified systematically. To this end, the inconvenient coupling to the sampling grid of virtual nodes has to be overcome, so as to make an
independent evaluation of mask functions possible. Accounting for and optimizing non-uniform virtual node sampling grids presents a first step towards this goal.
In addition, it is a canonical starting point for investigating the role of delays in
information processing.
Consequently, the work documented in Chapter 6 focused on enhancing the temporal multiplexing of input to the DCR’s nonlinear node by means of an unsupervised plasticity mechanism. The homeostatic nature of the latter relates directly to
the information processing properties of the DCR in that it balances between sen-
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sitivity to and informational expansion of the input. The study demonstrates that
this is possible merely by manipulating sampling points of virtual nodes across the
delay span of the system. This key insight presents a first step towards understanding and investigating the role of delays in more general scenarios of information
processing in dynamical systems. We speculate that similar multiplexing strategies
may be implemented by the extensive dendritic trees in some neuron types and advocate a unified computational account that may integrate both the temporal and
spatial aspects of dendritic computations.
The mask and the number of virtual nodes were assumed to be fixed and given
in the studies presented so far. The mask is the central concept in a DCR as it completely determines the nonlinear shape of the otherwise convergent reservoir response during one delay span. In principle, the mask is a function on [−τ, 0]. The
restriction to discrete domains and piecewise constant functions therefore seems
to be a very limited approach. The mask should at least be subject to optimization. However, it’s evaluation is inconveniently entangled, both, with the step size
of any numerical solver, as well as with the sampling points of the virtual nodes.
Varying the latter greatly affects reservoir performance and makes it therefore hard
to compare reservoir behavior for masks at different sampling resolutions.
To address this important issue and to lead the way for future research, I present
in Appendix C a tentative functional approach to delay-coupled reservoirs. Its main
benefit is the elimination of the virtual node concept from the DCR by incorporating the full delay span [−τ, 0] in the statistical model in a nonparametric fashion.
As a result, arbitrary masks can be considered as elements of the Hilbert space
L2 ([−τ, 0], R) without restriction to virtual node sampling grids. This line of investigation should help to foster understanding of the fundamental role of the mask
for computation and promises to tap the reservoir’s full potential as functional,
i.e. infinite dimensional, dynamical system. Despite the theoretical nature of this
framework, it seems particularly appealing in combination with a physical realization of the DCR that can provide an explicit solution to the delay differential
equation. The functional approach also suggests different sampling strategies for
the physical system, e.g. by choice of a Fourier basis for L2 , which would in theory
allow one to read out the reservoir in the frequency domain and only once in each
delay-cycle. This overcomes practical limitations with respect to sampling frequencies of the system in the time domain. More research in this regard may also lead
to DCRs that yield covariance matrices for fully nonparametric Gaussian process
regression.
Finally, it remains an open problem to investigate the approximation properties
of the functional mappings resulting from DCRs. In particular, it would be desirable to characterize a class of DCRs that can approximate arbitrary continuous
functions with domain and range given by subsets of Rn and R respectively. The
functional approach appears to be once more most promising in this regard. With
respect to physical realization in light of the Bayesian paradigm of statistical inference, the possibility of inverting matrices fully optically is very intriguing since this
would allow an optical implementation of an inference machine that can in each
time step update its own conditioning on data, always incorporating most recent
input from some data stream into its online predictions. In machine learning terms,
the model would be “retrained” conditional on most recent data in each time step.
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In this sense, computation would be adaptive to slow changes in the input stream
and thus free of maintenance.
9.2

detection and characterization of dependencies

Chapters 7 and 8 presented studies of methods to detect and characterize dependencies between time series measurements. These methods were essentially guided by
theoretical studies of interactions between chaotic dynamical systems. As was discussed at an earlier point, chaotic systems have dynamics that are complex enough
to be interesting but low-dimensional enough to allow statistical models to fully
capture their dynamics. In addition, they are often characterized by irregular oscillatory activity, reminiscent of features observed in neuronal time series measurements, which makes them good candidates for testing and developing statistical methods for application in neuroscience. In particular, they allow the statistical modeling to be complemented by insights from theoretical studies of coupled
systems. The latter allows for various analytical characterizations of interaction
regimes which are for example parametrized by the coupling strength.
In essence, it makes sense to distinguish between two main regimes of interactions. The first is a weak coupling scenario where in particular driven systems
retain autonomous dynamics in the presence of driver influence. The second characterizes stronger coupling scenarios which are described by the concept of generalized synchronization. Synchronization becomes in this context a synonym for
predictability since a driven system loses autonomous dynamics, i.e. driver and
driven system collapse onto a common synchronization manifold. The full state
space is thus accessible by measurements from both, driver and driven system,
which means knowledge of one affords prediction of the respective other.
This implies the existence of a particular predictive functional mapping between
time series that was employed in a statistical modeling approach, as documented in
Chapter 7. The model worked with an interesting variant of the standard Volterra series operator by expanding the kernel parts as functions instead of individual scalar
coefficients. A parametric form was given by splines, which reduces parameters
considerably and is therefore of high interest for reconstructing high-dimensional
dynamical systems. It is in principle no problem to obtain reconstruction dimensions with magnitude of 103 or higher, in so far as the data permits it. Apart from
selected coupled chaotic systems, the method was evaluated on local field potential data recorded from electrodes in macaque primary visual cortex. The results
clearly indicate the applicability of functional statistical models to raw biological
data. A particular qualm often arises in this regard with respect to the amount of
data necessary to obtain sufficient “statistical power”. Typically, the issue here will
be to reduce epistemic uncertainty in the reconstruction of the underlying dynamical systems in case they are high-dimensional. Although the latter is to be expected
in neuronal data where electrodes might record form more than 10000 cells at the
same time, our studies indicate that even single trial analysis can be an option
with functional statistical modeling. This is owed to the fact that, apparently, lower
dimensional reconstructions of the involved neuronal dynamics already capture
substantial information for inference.
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The latter remark may no longer hold in situations where the dynamics are not
characterized by synchrony. Chapter 8 documents a study that generalizes the findings from Chapter 7 in this regard. First and foremost, a different functional formalization was considered to extend to weaker coupling scenarios in the underlying
dynamical systems. This allowed us to exploit asymmetries in reconstructibility
of time series to arrive at conclusions regarding the direction of information flow.
Furthermore, the method considered the case of delayed coupling which has to be
acknowledged as the standard scenario in studies of spatially distributed physical
systems, such as the brain.
The approach featured in the second study benefits greatly from the combination
of different theoretical branches. First, the existence of a particular functional mapping is rigorously argued for in terms of dynamical systems theory and differential
topology. Second, given a corresponding mapping between time series, an unbiased functional form can be chosen accordingly in terms of approximation properties from analytic considerations. In a final step, a statistical model is established
that properly formalizes uncertainty and allows for consistent inference. Most importantly, given the subjective and epistemic interpretation of uncertainty adopted
in this thesis, the prior theoretical considerations directly allow for a reduction of
uncertainty by providing explicit conditions and forms of the targeted functional
dependencies. Those parts of these dependencies that enter the statistical model as
random variates are clearly delineated. This formalization grants the practitioner
more certainty in interpreting the findings and may prevent unwarranted discarding of information. Moreover, it allows an exploitation of systemic properties of
data beyond mere statistical statements.
In particular, as was shown in Chapter 8, not only can the analysis in terms of
functional models serve to estimate the delay of the interactions, the delay may
also help in determining direction of information flow in strong coupling scenarios,
similar to those considered in Chapter 7. The main application of the method was
to local field potential recordings from cat visual areas where it obtained a highly
plausible diagram of connectivity and corresponding delay estimates between different layers and areas in visual cortex. Surprisingly, as was previously found in
Chapter 7, low-dimensional reconstructions yielded enough information to arrive
at the desired inference. At the same time, however, large parts of the targeted
signals could not be accounted for. We speculate that this relates to more complex and high-dimensional dynamics in unsynchronized interaction regimes over
greater spatial distances. Even more surprising, most informative with regard to
the targeted interactions were parts of the time series that many practitioners in the
field discard routinely.
In this context, it may also be interesting to take a critical look at the related
popular method of Granger causality, as discussed in Appendix D. Developed in
a field dominated by white-noise based stochastic process models, at a time before the theoretical tools of differential topology, as outlined in Chapter 3, were
available, Granger causality necessarily disregards insights from dynamical systems theory. As explained in detail in Appendix D, this disregard may lead to
wrong inference with respect to causal relationships between time series. In a related note, the discussion of Chapter 8 considered the application of independent
component analysis, ubiquitously used in the neurosciences, to partially overlap-
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ping measurement time series. As already pointed out, instead of “disentangling”
shared information between channels, ICA may potentially obfuscate causal analysis by creating pseudo-measurements, the independent components, which all contain the same complete information about the original measurement signals and
are thus pairwise reconstructible by arguments from differential topology. That is,
while the notion of statistical independence between independent components is
addressed by ICA, the systemic aspects of shared information are not. The above
examples thus show that not only can data analysis greatly benefit if informed by
dynamical systems theory but that practitioners ignore the latter at their own peril.
Regarding the directions of future research, the reduction of epistemic uncertainty must be the foremost goal of analysis. While it is encouraging how much insight can be gained with low reconstruction dimensions, many aspects of the data
remain unaccounted for and defy reconstruction. Data analysis should be further
augmented by domain specific simulations and theoretical models that incorporate
plausible coupling and network structures to study in how far and under what conditions the dimensionality of the observed system collapses. This should lead to
better prior expectations regarding reconstruction dimensions and the application
of differential topology to data. Furthermore, the limiting factor in the latter are
not the computational methods. As discussed in the context of Chapter 7, there are
no real technical problems in using models that can account for a dimensionality
of several thousand, which should in principle be sufficient to reconstruct neural
dynamics underlying local field potentials. Most of the restrictions arise directly
from the data, in particular if intricate temporal dependencies on stimuli apply
whose time span produces only short signals at relevant time scales. Therefore,
theoretical models have to inform experimental designs in order to produce time
series which afford reconstruction of the measured dynamical systems in relevant
dimensionality.

Part IV
APPENDIX

A

T H E S AVA G E R E P R E S E N TAT I O N T H E O R E M

The following theorem is taken from Fishburn [1970], with some of the definitions
modified for better readability by the original form in [Savage, 1954]. Let S be the
set of states, C the set of consequences and A the set of all acts as functions on S
into C . In addition, S = 2S .
Theorem 5 Savage Representation Theorem
Suppose that the following seven conditions hold for all f , g, h, f 0 , g0 ∈ A; A, B ∈
S ; c, d, c0 , d0 ∈ C :
P1 ≺ on A is a weak order.
a) Either f ≺ g or g ≺ f .
b) If f ≺ g and g ≺ h then f ≺ h.
P2 If f , g and f 0 , g0 are such that:
a) in Bc , f agrees with g and f 0 agrees with g0 ,
b) in B, f agrees with f 0 and g agrees with g0 ,
c) f ≺ g
then f 0 ≺ g0 .
P3 If f ≡ c, f 0 ≡ c0 and B is not null, then f ≺ f 0 given B, if and only if c ≺ c0 .
P4 If c, c0 , d, d0 ; A, B; f A , f B , g A , gB are such that
a) c0 ≺ c,

d0 ≺ d,

b) f A (s) = c, g A (s) = d for s ∈ A,
f A (s) = c0 , g A (s) = d0 for s ∈ Ac ,
c) f B (s) = c, gB (s) = d for s ∈ B,
f B (s) = c0 , gB (s) = d0 for s ∈ Bc ,
d) f A ≺ f B ,
then gB ≺ gB .
P5 There is at least one pair of consequences c, c0 such that c ≺ c0 .
P6 If f ≺ g and c is any consequence then there exists a finite partition of S
such that, if A is any event in the partition, it holds that
a) ( f 0 = c on A, f 0 = f on Ac ) ⇒ f 0 ≺ g,
b) (g0 = c on A, g0 = g on Ac ) ⇒ f ≺ g0 .
P7 If f ≺ g(s) given B for every s ∈ B then f ≺ g given B.
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Then, with ≺∗ defined on S by
A ≺∗ B ⇔ f ≺ g
whenever
c≺d

f ( A) = d, f ( Ac ) = c, g( B) = d, g( Bc ) = c,

∧

there is a unique probability measure P∗ on S that satisfies

∀ A, B ∈ S :

A ≺∗ B ⇔ P∗ ( A) < P∗ ( B)

and that is non-atomic,

∀ B ∈ S : ∃C ⊂ B, ρ ∈ [0, 1] :

P∗ (C ) = ρP∗ ( B),

and, with P∗ as given, there is a real-valued function U on C that is bounded,
unique up to affine transformation, and for which

∀f, g ∈ A :

f ≺g

⇔

EP∗ [U ( f (s))] < EP∗ [U ( g(s))].

B

NORMAL FORM OF THE PREDICTIVE INFERENCE
D E C I S I O N P RO B L E M

In this section we state the normal form of decision problem (29). The main difference is the fact that the data is not assumed to be given before a decision has
to be made. Instead, assumptions about the sampling space have to be made. In
the context of time series analysis, this is possible because the data samples are
assumed to be measurements from dynamical systems with bounded dynamics on
a compact manifold. Thus, y∗ ∈ Y ⊂ R and x∗ ∈ X ⊂ Rm . As a matter of fact, X
may even be a submanifold. Estimator ŷ∗ = f ( x∗ ) is now a mapping of covariate
vector x∗ which is not given, and the corresponding Bayes risk is stated as
∗

L (y∗ , x∗ )( f ) =

Z Z
Y

X

( f ( x∗ ) − y∗ )2 p(y∗ , x∗ | D∗ )dx∗ dy∗ .

(165)

Note that the L∗ optimization problem is now in the function f : X → Y, f ∈ Q,
and can no longer be treated by ordinary calculus. Instead, the Gâteaux derivative
of functional L∗ : Q → R has to be considered as generalization of the concept
of directional derivative. The required theory pertains to results from nonlinear
functional analysis and is covered by Werner [2011].
The first obstacle lies with the requirement that domain and image of functional
∗
L have to be normed spaces. In the context of time series as measurements from
complex systems we can make the assumption that Q := Cr (Rm ), the space of
continuous, 0 ≤ r < ∞ times differentiable functions. This space carries naturally
a weak topology on compacta K ⊂ Rm , generated by the subbase consisting of
neighborhoods
(
)
UK,e,g,r :=

f ∈ Cr (Rm ) : sup | Dr ( f ( x ) − g( x ))| < e, e > 0, g ∈ Cr (Rm )

.

x ∈K

It can be shown that this space is complete metrisable and one can define k x k :=
d( x, 0) in terms of the metric d. As a result, it is sensible to define the Gâteaux differentiability of L∗ on an open subset U ⊂ Q, x0 ∈ U, if there exists a continuous
linear operator T : Q → R such that for h ∈ R
lim

h →0

L∗ ( x0 + hv) − L∗ ( x0 )
= Tv,
h

∀v ∈ Q,

(166)

where the derivative is denoted by D f ( x0 ) := T. Denote by φx0 the helper function
φx0 (h) := L∗ ( x0 + hv), which exists for |h| < α/kvk in case { x : k x − x0 k ≤
α} ⊂ U.
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We can now write the Gâteaux differential quotient (166) for our optimization
problem in equation 165 as
d
φ (h)
dh f

h =0

=
=

d
dh

Z Z

Z Z
Y

=

Y

Z

2
X
|

X

X

( f ( x∗ ) + hv( x∗ ) − y∗ )2 p(y∗ , x∗ | D∗ )dx∗ dy∗
h =0

d
( f ( x∗ ) + hv( x∗ ) − y∗ )2 p(y∗ , x∗ | D∗ )dx∗ dy∗
dh

Z
Y

(∗)
h =0

( f ( x∗ ) − y∗ ) p(y∗ , x∗ | D∗ )dy∗ v( x∗ )dx∗ .
{z
}
∗

:= δL
δf

(167)
Exchanging integrals and derivative in line (∗) can be legitimized by corollary
A.3.3 in [Werner, 2011]. Furthermore, it is easy to prove the following theorem
(III.5.6 in [Werner, 2011]),
Theorem 6 If U ⊂ X open, f : U → R Gâteaux-differentiable with local extremum at x0 ∈ U, then D f ( x0 ) = 0.
Since the domain of f outside of X is of no interest, we can weaken assumptions
pertaining to the direction of derivation by
n
o
v ∈ v ∈ C r ( X ) : v(k)
= 0, k = 0, 1, ..., r
∂X


∗
=
0
on X (see lemma 4.4 and exercise
and conclude ( DL∗ ( f ) = 0) ⇒ δL
δf
4.5 in [Troutman, 2012]), where ∂X denotes the boundary of compactum X and
v(r) the rth derivative. Different assumptions could be made here to simplify the
optimization problem in a similar fashion, but the given one serves to make the
point below. With the above restriction on v, the solution to the decision problem
can be calculated as


0=

δL∗
δf

0 = f ( x∗ ) p( x∗ ) −
f ( x∗ ) =

Z
Y

Z
Y

y∗ p(y∗ | x∗ , D∗ ) p( x∗ )dy∗

(168)

y∗ p(y∗ | x∗ , D∗ )dy∗ = E[y∗ | x∗ ].

The choice of P( x∗ ) is arbitrary, however, the restriction of x∗ to a compact submanifold X ⊂ Rm would allow the choice of a non-informative proper prior uniform distribution on X. The result of the decision problem in normal form is thus
indeed the same as in chapter 2 but requires a substantial amount of theory and
additional assumptions for a correct treatment.

C

R E S E RV O I R L E G E R D E M A I N

The original delay-coupled reservoir approach consisted of the idea to implement a
nonlinear regression for time series analysis by means of a functional model given
as the solution of a retarded functional differential equation, the latter being fully
optically or electronically realized, for example as a laser system with nonlinear
inteference given by its own delayed feedback.
Using the Mackey-Glass nonlinearity to operate the retarded system in a simple
fixed point regime (given constant input), the resulting differential equation is given
by
dx (t)
= γg[ x (t − τ ), m(t)u(t)] − x (t)
dt

(169)

∞
y
= ∑ (−1)n+1 yn .
1+y
n =1

(170)

where
g(y) =

For (i − 1)τ ≤ t ≤ iτ, the ith τ-cycle is considered as a single reservoir time
step during which u(t) = ui = const. As such, x (t) would simply saturate and
converge onto a fixed point determined by ui , for example limt→∞ x (t) = 0 for
ui = 0. To add perturbation and create a “feature expansion” of the input signal
useful for computation, the delayline τ is shattered into N subintervals of length θ,
on which the mask is constant. That is, the mask is a function on [−τ, 0] which is
piecewise constant,
m(t) = m j

for

( j − 1)θ < t ≤ jθ.

The m j were originally simply random samples from {−1, 1} meant to perturb the
system and create transient trajectories chasing the fixed point, determined by m j ,
as it “jumps around” in phase space. In this setup, θ is experimentally determined to
be short enough to prevent practical convergence of the system trajectory during the
span of θ, but long enough for the system to act upon the masked input signal. It was
determined that for T being the intrinsic time scale of the system, θ = T/5 yields
good computational performance. Since we chose T = 1, θ = 0.2 accordingly.
In the optical implementation, one then simply samples x (t) at the end of each
θ-interval, calls the corresponding jth sample during the ith τ-cycle x ((i − 1)τ +
jθ ) = x j (ui ) a “virtual node”, and uses a functional mapping
N

ŷi =

∑ a j x j ( ui ) ≈

f (ui , ..., ui− M )

(171)

j =1

to predict or model some target signal y as a function of covariate time series u. The
memory capacity of the system, denoted by M can be experimentally determined
to be in the order of M = 10. The τ = Nθ has no impact on the memory capacity
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and can simply be chosen to harbor an adequate number N of virtual nodes along
the delay line. Typically, N = 400 is chosen as a good balance of computational
cost and reservoir performance in benchmark tasks.
In order to study the reservoir computer (171), system 169 has to be solved and
virtual nodes sampled accordingly. However, since (169) is a nonlinear DDE it can
neither be solved analytically, due to the recursive terms, nor exists a Peano-Baker
series, due to the nonlinearity of g. In approximation, the system always has to
be sampled at a grid which must encompass the virtual node sampling points as a
subset.
From a modeling perspective, the hyperparameters of the system are thus buried
in a nonlinear non-solvable retarded functional differential equation, hardly accessible to optimization. Furthermore, due to the piecewise sampling procedure of the
virtual nodes, the shape of m is strongly restricted and inconveniently entangled
with the sampling points θ j , as well as the numerical simulation grid. At the same
time, the mask function is the most important constituent of the DCR since it provides the only source of perturbation in the span of one delay. The mask therefore
completely specifies the computational properties of the reservoir. In order to optimize this important parameter, it has to be disentangled from the virtual node
samples.
To address these issues, we start by solving system (169) theoretically. Denote
by xi (σ) for σ ∈ [−τ, 0] our system state on the ith τ-interval. Given xi−1 , we can
use the Variation of Constants to solve (169) as
x i ( σ ) = x i −1 (0 ) e

−(τ +σ)

+e

−(τ +σ)

Z σ
−τ

g[ xi−1 (s), ui m(s)]es+τ ds,

(172)

where ui denotes the constant in the ith reservoir time step, corresponding to τinterval i, and we assume m(σ ) ∈ L2 ([−τ, 0]). Due to the recursion in xi−1 the
integral cannot be solved analytically in this situation, and because g is nonlinear,
no Peano-Baker series expansion has, to the best of my knowledge, been found for
this type of delay differential equation.
Given the exact xi (σ) from equation (172), we are now interested in evaluating
a good choice for the mask m(σ). L2 ([−1, 1]) is an infinite dimensional inner
product space that can be spanned by Legendre polynomials, which provide an
orthogonal basis with respect to the L2 inner product. They are constructed via the
recursive relationship

(b + 1) Pb+1 (s) = (2b + 1)sPb (s) − bPb−1 (s)
anchored by P0 (s) = 1,P1 (s) = s. It holds that
Z 1
−1

Li (σ) L j (σ)dσ = δij

2
2i + 1

(173)

Using an affine transformation on the input domain, σ̃(σ) = 2σ
τ + 1, we can translate the polynomials back onto [−τ, 0] without harming the orthogonality properties:
Z 0
Z σ̃(0)
2σ
2σ
τ
Pi (
+ 1) Pj ( + 1)dσ =
Pi (σ̃) Pj (σ̃) dσ̃
τ
τ
2
−τ
σ̃(−τ )
(
(174)
Z 1
τ
τ
if i = j
2i
+
1
=
Pi (σ̃) Pj (σ̃)dσ̃ =
.
2 −1
0
else
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An orthonormal basis on [−τ, 0] is therefore given by
r
2i + 1
Li ( σ ) =
Pi (σ).
τ
We can now write

N

m(σ) =

∑ m n L n ( σ ),

n =0

where we could take N → ∞. In practice, however, the higher N, the faster m(σ)
changes. Since in practice we are interested in evaluating functions appropriate
for physical implementation, we need only consider finite N for which the sum
will evaluate to a practically smooth function with “finite change rate”, which is
admittedly an ill-defined concept but may provide sufficient detail for our purposes
at this time.
Although m is now continuously defined on [−τ, 0], we are still forced to evaluate it at best using the finite sampling grid (χ j ) N
j=0 , which seems to be a rather limiting and unsatisfactory procedure. In order to get rid of the dependence on “virtual
node samples” and to exploit the full power of our inifinite-dimensional dynamical
system, we could try to rewrite our functional model (171) in the following way.
Let
f (ui , ...) =

Z 0
−τ

a(σ) xi (σ )dσ,

(175)

where a ∈ L2 ([t, 0], R) and a ∼ GP a Gaussian process with
E[ a] = 0,
V[ a(σi ), a(σj )] = E[ a(σi ) a(σj )] = λ2 δij ,

(176)

where δij is the Kronecker delta. Expanding a(σ) = ∑∞
h=0 a h L h ( σ ) in equation
(175) yields
∞

f (ui , ...) =

∑ ah

h =0

Z 0
−τ

Lh (σ) xi (σ)dσ.

(177)

Since xi (σ) ∈ Cτ∞ is smooth (compare eq. (170)) and bounded while operating in
the fixed point regime, it can be expanded into a Legendre series as well. Furthermore, since x is convergent given constant input and the only change is induced by
m(σ), xi (σ) will change on the same time scale as m and is thus well-approximated
on [−τ, 0] by a truncated series
N

xi ( σ ) ≈

∑ cq

(i )

L q ( σ ).

(178)

q =0

If we now use formula (55) with a fine enough sampling grid α = α1 , ..., αS (that
is, α j+1 − α j should be smaller than the time scale at which the mask changes), we
can readily find an excellent approximate sampling vector


x i ( α0 )
 . 
S +1
. 
~xi = 
 . ∈R .
xi ( α S )
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This approximation will serve for illustration in the remainder of this chapter. However, the sampling vector can of course be chosen exactly by reading out a physical
implementation of the system, e.g. an optical self-coupled laser system that physically realizes a solution to equation 169. This makes the following considerations
particularly interesting for practice.
Since no fast changes in between α j are expected and we know the system
evolves smoothly between α j and α j+1 , xi (σ) will be well approximated between
(i )

sampling points by the Legendre expansion above. Determining the cq is now reduced to an interpolation problem which can be solved by maximum likelihood
regression as
 
(i )
c1
 . 
T
−1 T
N +1
. 
c (i ) = 
,
(179)
 .  = ( L L) L ~xi ∈ R
(i )
cN
where L denotes the matrix of Legendre polynomials evaluated on the grid α,


L0 ( α0 ) · · · L N ( α0 )
 .
.. 
(S+1)×( N +1)
..
..
L=
.
(180)
.
. 

∈R
L0 ( α S ) · · · L N ( α S )
We can now rewrite functional equation (175) and, by a slight of hand, arrive at
∞

f (ui , ...) ≈

∑ ah

Z 0

h =0
∞

=

−τ

N

∑∑

N

Lh (σ)

=

N

(i )

ah cq

∑ aq cq

q =0

(i )

Lq (σ)dσ

q =0

h =0 q =0

(174)

∑ cq

(i )

Z 0
−τ

Lh (σ) Lq (σ)dσ

(181)

= aT ( LT L)−1 LT ~xi = aT Λ~xi .
| {z }
:=Λ

This expression is practically exact for the right α and, for all practical intents and
purposes, as good as the unobtainable continuous analytical solution.
We evaluate the Reservoir Legerdemain on 1000 samples of NARMA-10 in both,
training and validation set, with τ = 100, γ = 0.4 and σe2 = 0. The u(k ) are projected as input into the reservoir and are being held constant over the span of one
τ-cycle. The reservoir is sampled using the approximate equation (55) with a grid
α ∈ R10001 , which yields a practically exact solution of the system operating in
the simple fixed point regime. The high number of samples is mainly chosen to
allow the corresponding series expansion in higher orders, since for sampling sizes
small with respect to the series order N, the Legendre matrix L (180) may be rank
deficient. At the same time, series orders as low as 200 or less may still provide an
approximation of the system suitable for reservoir computation without loss of performance. Figure (32) shows the 100th τ-interval for the presentation of the training
data set to the system. Dark blue is the reservoir trajectory, cyan the resulting legendre approximation on this interval. Red shows the mask, expanded into a Legendre
series of order 500, where the coefficients are randomly chosen from {−1, 1}. As
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Figure 32: Reservoir Legerdemain trajectory and mask. Red: mask, blue: reservoir trajectory xi (σ ), cyan: Legendre fit to xi (σ)

can be seen for this exemplary case, the Legendre curve fit is indeed perfect. We
can therefore assume that, given the high resolution α, expression (181) operates
with a practically exact solution of the Mackey-Glass system here. We predict the
target y of the NARMA-10 task using the optimal predictor ŷ given by expression
(66), where the pseudo-inverse in the expression is computed by singular value
decomposition. On the validation set, given the random smooth mask, we reach a
performance of r2 ≈ 0.98 in squared correlation. Across data sets, the variance
of the estimator is extremely low, although different random smooth masks differ
substantially in performance.
To exploit the full potential of the continuous Reservoir Legerdemain, a next
step is to use further Bayesian statistics to start searching for optimal masks, which
can now be developed as arbitrary functions in L2 that are continuously defined
on [−τ, 0] without the limitations formerly enforced by the virtual node sampling
points. In fact, the “virtual nodes concept” has been completely eliminated from
the DCR, which was the purpose of this chapter.
As a final remark, we note that the choice of Legendre basis for L2 served as an
illustration but is not imperative. The same properties would be shared, for example,
by the Fourier basis, i.e. the set of functions {en = e2πinx : n ∈ Z} which
is an orthonormal basis for L2 ([−π, π ]). This creates exciting opportunities for
more advanced readout mechanisms of the physical system: Instead of sampling
the system in time, one could sample it approximately in the frequency domain
(i )
by a number of hardware components that supply frequency coefficients cq for a
truncated series expansion analogous to (178).
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A R E M A R K O N G R A N G E R C AU S A L I T Y

Granger Causality is a method developed in the 1960s by Granger [1969] to analyze econometric time series. In more recent years, Granger Causality has become
increasingly popular also in the neurosciences to analyze data from EEG, MEG,
or electrode recordings [Seth, 2007]. Granger Causality usually assumes two (or
more) time series X and Y can be approximated by linear stochastic processes.
For illustration, consider scalar time series with corresponding stochastic process
model
p

X (t) =

∑

j =1

Y (t) =

p

A j X (t − j) + ∑ Bj Y (t − j) + eX (t)
j =1

p

p

j =1

j =1

(182)

∑ Cj Y (t − j) + ∑ Dj X (t − j) + eY (t),

where e(t) denotes the models’ residuals, usually taken to be a white-noise random
vector. If, for example, the variance of eX (t) is reduced by the inclusion of the Y
terms in the first equation (that is, ∀ j : Bj > 0), then it is said that Y Grangercauses X.
Note that, although stochastic process models have been successfully employed
in econometric time series forecast, usually no further justification for the existence
of such autoregressive models is given, nor are the implications for the underlying
systems that generated the time series discussed (and vice versa). Furthermore,
when considering highly nonlinear complex systems (compare figure 1), the linearity of the model may pose a severe restriction. Although nonlinear variants of
Granger Causality have been developed, their use appears to be less common, since
they can be more difficult to use in practice and it is sometimes stated [Seth, 2007]
that their statistical properties are less well understood. Justifying the particular
choice of a nonlinear model poses a further problem that practitioners may be less
inclined to tackle.
Sugihara et al. [2012] alludes to the following problematic case. If the driving
system is finite dimensional, the embedding can extend to the driver, as a result
of theorem 3. Consequently, the reliability of the inference with Granger causality
breaks down, because an autoregressive model can be found which already contains
all relevant information about the driver from an observable of the driven system
alone. Sugihara therefore sees the main area of application for Granger causality
in purely stochastic processes. This has devastating implications for data analysis.
If X (t) and Y (t) are time series as assumed in eq. 41 and X is driven by a purely
stochastic process, the measurements Y (t) must directly represent this stochastic
driver for inference in the Granger framework, since it could not be reconstructed
from a delay embedding. Furthermore, most time series data in natural science will
probably not represent samples from an actual random process, which we think of
rather as a tool to formalize epistemic uncertainty than a truly random phenomenon
to be frequently encountered in a natural environment. In particular in neuroscience
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a remark on granger causality

one would hope time series data are measurements from systems that are, by and
large, deterministic, for if the neural dynamics of the brain were dominated mainly
by random events, no free will or even coherent behavior would be possible.
Note that Granger causality could in principle be applied to deterministic weak
coupling scenarios if special care is taken to involve the reconstruction dimension
in the inference procedure. Suppose X (t) = φx ( x (t)) and Y (t) = φy (y(t)) are
measurements from systems given by diffeomorphisms F and G on m and n dimensional manifolds M and N respectively, as in Chapter 3, and assume X is driven
by Y. Recall that a bundle embedding (see theorem 4)
Φ F,G,φx ,y : M × {y} → Rd
is an embedding defined by Φ F,G,φx ,y ( x ) = Φ F,G,φx ( x, y) for typical y ∈ N. Thus,
if one has independent knowledge of yi , and Φ F,G,φx ,yi and Φ F,G,φx ,yi+1 are embeddings,
zi+1 = Φ F,G,φx ,yi+1 ◦ Fyi ◦ (Φ F,G,φx ,yi )−1 (zi )

(183)

holds and defines a temporal evolution function Hyi as in equation 40 and figure 3.
Denote again its last component by hyi : Rd → R, such that
φ( xi+d ) = hyi (φx ( xi ), φx ( xi+1 ), ..., φx ( xi+d−1 )).

(184)

Then hy can be estimated as a function with domain Rd × N. To estimate the covariates from N, measurements φy of the driving system can be used to reconstruct
yi via delay embeddings (φy (yi ), φy (yi+1 ), ..., φy (yi+d−1 ))T , corresponding to the
cross terms Y (t − j) in the first line of equation 182. Importantly, for the bundle embedding it is enough to have d ≥ 2m + 1 in the embeddings Φ F,G,φx ,y ( x ),
since the driver is reconstructed separately via the Y (t − j). In contrast, without
the additional covariates Y (t − j), theorem 3 applies and the embedding has to reconstruct the driver as well. In this case, we need d ≥ 2(m + n) + 1. If appropriate
model selection strategies are employed to arrive at a model with minimal number
of covariates, a substantial increase of d should be necessary to retain model performance if covariates from the putative driver are removed from the model. This
may yet serve for inference regarding the direction of information flow. If n 6= m,
however, p should be different for covariates X (t − j) and Y (t − j), respectively.
A selection strategy where the full model 182 with cross terms is fitted, followed
by tests to determine significant deviation from zero for the model coefficients A j ,
Bj may not be reliable.
As a side remark, this line of reasoning appears to suggest that in cases where
n > m, it could be helpful to include “acausal” cross terms in equation 182.
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