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Chapter 1

Introduction
1.1

Different Ways of Learning

Algorithms from the field of machine learning aim at improving their performance by constantly evaluating experience gathered. Experience can be either
given in advance in the form of a data stream or it must be obtained by an
exploration strategy. Since learning from experience is one of the most important aspects of intelligent behavior, machine learning is regarded as a subfield
of artificial intelligence.
This thesis is concerned with model-free reinforcement learning, which is
somewhat in between the two poles of machine learning, namely supervised
learning and unsupervised learning.
Supervised Learning In supervised learning, the learner is provided with a
certain kind of feedback after making decisions. In particular, the feedback
informs the learner about the decisions that would have been correct. This
information can be used by the learner to improve the quality of future
decisions.
Unsupervised Learning In unsupervised learning, there is nothing like a
teacher giving feedback to the learner. Thus, the learner must solve the
problem solely by exploiting similarities and regularities given in the available data.
Reinforcement Learning In reinforcement learning, there is feedback similar
to supervised learning, but it contains less information. In contrast to
supervised learning, the feedback does not include the correct decisions,
but only hints in the form of rewards and penalties. The quality of a
decision is reflected in how much reward it provides the learner. Thus, the
learner improves his performance by memorizing the outcome of different
decisions and adapting his behavior accordingly.
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1.2

The Actor-Critic Architecture for Agents
”Don’t ask, I’m an agent.”
Gary Numan, ”Telekon”, 1980

In reinforcement learning, the learner is viewed as an agent interacting with
an environment by executing actions. Decisions therefore correspond to action
choices and rewards are given in response to those action choices. Since the
agent concept constitutes a valid framework for artificial intelligence in general,
we refer to the well-known definition of an agent from [RN03]:
”An agent is anything that can be viewed as perceiving its environment through sensors and acting upon that environment through
actuators.”
As an amendment to this definition, it is widely accepted in machine learning
to consider only rational agents. A rational agent tries to take an optimal
action with respect to the knowledge currently available. Such a conditionally
optimal action differs significantly from the globally optimal action, which would
be desirable to know, but may be impossible to derive from the experience
accessible to the agent.
The actor-critic model from [SB98] shown in Figure 1.1 is a special architecture for rational agents and constitutes the basis for almost all reinforcement
learning algorithms as well as for this thesis. The agent consists of two distinct

Agent
Actor

Critic
action

state

reward

Environment
Figure 1.1: The actor-critic architecture
modules, which are named the actor and the critic. While the actor is responsible for executing actions by controlling the actuators of the agent, the critic
13

maintains an internal representation of the environment. This representation
is used for ranking the different actions with respect to their success in solving the learning problem. The rewards gained from the environment serve as a
performance measure necessary for quantifying the success of an action. Thus,
to evaluate the effects of an action in different environmental states, the action
must be executed several times on a trial and error basis. This will enable the
critic to control the learning process by giving advice to the actor as to which
action should be executed in a certain state. The critic therefore defines the
policy of the agent.
The environment responds to an action choice of the agent by both emitting
a scalar reward and making a transition to a next environmental state. The new
state information is captured by the agent through its sensors and forwarded
both to the actor and the critic. The most important part of a reinforcement
learning algorithm is located in the critic section of the agent. The task of the
critic is complex for several reasons. First, the set of states for which different
actions must be ranked is possibly very large. Moreover, it does not suffice to
judge each action separately. To solve typical reinforcement learning problems,
it is necessary to execute several actions constituting a sequence of decisions.
The critic therefore has to analyze the dependencies that may exist within an
action sequence. For example, some actions may be only useful when executed
early in the sequence, while others should be executed at the end. It is also
possible that an action is only successful in combination with other actions.
This problem is called the temporal-credit assignment problem.
Note that a trial and error procedure of choosing actions, as described above,
is only needed for the model-free case. If the learning agent has access to prior
knowledge about the environment in the form of a model predicting the outcome
of an action, the learning problem changes into a planning problem. Solving a
planning problem does not require any interaction with the environment. The
algorithms developed in this thesis are all model-free, i.e. without using any
form of prior knowledge.

1.3

Main Contributions and Outline

A still open problem in reinforcement learning is how to scale existing algorithms to infinite possibly continuous state spaces. This is particularly true for
the model-free case, in which the learning agent is left with no prior knowledge about the environment. To solve this problem, it is necessary to introduce
some form of abstraction allowing generalization over states. Since there exists
a straightforward connection between state abstractions and partially observable Markov decision processes (POMDPs), model-free algorithms for solving
POMDPs can also be applied to fully observable Markov decision processes
(MDPs) with continuous state spaces. The main contribution of this thesis is
the development of a novel, model-free algorithm for POMDPs. In a first step,
we apply this algorithm to a typical POMDP benchmark with a finite number
of states. By making use of state abstractions, we then modify the algorithm
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such that it becomes applicable also for MDPs with continuous state spaces.
The algorithms will be analyzed and discussed both from a theoretical as well
as from an empirical point of view.
We will now give a brief outline of the thesis. The second chapter introduces the basic concepts and algorithms from the field of reinforcement learning. Various mechanisms for including abstraction into reinforcement learning
are discussed and then related to the problem of reducing a continuous state
space.
The third chapter formally states a definition of an abstract state space
and analyzes how abstract state spaces are connected to POMDPs. We will
motivate our work by showing that an abstract state space can be perfectly
represented by the observation space of a POMDP. We then discuss algorithms
already available for solving POMDPs. A severe limitation of current POMDP
algorithms is that most algorithms are model-based, i.e. the complete model
needs to be known in advance in order to compute a policy.
The fourth chapter presents a novel model-free algorithm for POMDPs based
on the use of history lists. History lists are sequences of past observations and
actions constituting a form of short-term memory. The algorithm developed is
designed for deterministic systems, although the basic idea carries over to the
stochastic case. In the first part of the fourth chapter, the algorithm is evaluated
on a maze problem having a finite number of cells. The second part of the
fourth chapter is concerned with extending the algorithm such that it becomes
applicable to typical continuous reinforcement learning benchmarks like, for
example, cart-pole balancing. This is achieved by exploiting the formerly stated
connection between POMDPs and abstract state spaces.
The fifth chapter presents possible extensions of our algorithm, both by
tuning the performance as well as by generalizing the history list concept. In
particular, we will discuss how to scale our algorithm to the general stochastic
case.
The main contributions of this thesis can be summarized as follows:
1. Development of a novel model-free algorithm for POMDPs.
2. Making a connection between POMDPs and abstractions over states. Such
a connection significantly simplifies learning problems with continuous
state spaces.
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Chapter 2

Reinforcement Learning
and Abstraction
The formal framework used in reinforcement learning for specifying learning
problems as well as solutions to these problems is provided by the theory about
Markov decision processes (MDPs). The components of the actor-critic model
described in the introduction can be mapped to the components of a corresponding Markov decision process (MDP).

2.1

Markov Decision Processes (MDPs)

A Markov decision process is a special case of a stochastic process in which state
transitions are statistically independent from past transitions. This property is
also called the Markov property. If the sequence of actions carried out by the
learning agent is fixed, an MDP reduces to a simple Markov chain.
Definition 1. Markov Decision Process (MDP)
A Markov decision process M := (T, S, A, PS , r) is a five-tuple consisting of
a discrete set of time steps T , a set of states S, a set of finite actions A, a
probabilistic transition model PS , and a reward function r : S × A → R.
At every time t ∈ T , the process is in a certain state st ∈ S. After an action
at ∈ A is executed, a scalar reward r(st , at ) is emitted and a stochastic transition
to another state st+1 occurs. The transition model PS can be represented by
matrices PSa for all actions a ∈ A, such that an element pass′ ∈ PSa denotes the
probability of a state transition from s ∈ S to s′ ∈ S after executing action
a ∈ A. Alternatively, this probability can be written as PS (s′ | s, a). If the set
of time steps T is finite, an additional terminal reward1 r(sTF , ·) independent
of action is given at the last time step TF ∈ T .
1 In order to keep the notational requirements at a minimum, we will not introduce an extra
function R : S → R for expressing the terminal reward.
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Definition 2. Deterministic Markov Decision Process
A deterministic Markov decision process M := (T, S, A, PS , r) is a Markov decision process such that the transition model PS can be replaced by a deterministic
function fS : S × A → S. The function fS gives for every state s ∈ S and action
a ∈ A a uniquely defined successor state s′ ∈ S. For the deterministic case, the
MDP can also be written as M := (T, S, A, fS , r).
It is possible to consider even more general MDPs, for example by allowing
continuous action spaces. However, in this work, all considered problem settings
will fit into the restrictive framework defined above.
When relating the actor-critic model to an MDP, it is instructive to think
of the following analogies:
Environment The environment is represented by the state of the process. We
assume that the learning agent is equipped with various types of sensors to
observe the current state of the environment. The transition probabilities
PS (s′ | s, a) model how the environment changes when the agent executes
actions.
Actor The actor, i.e. the learning agent, has control over the actions executed
at every time step. The agent therefore tries to alter the state of the
environment according to the given task specification.
Critic The critic is closely related to the reward signals. In particular, the
reward signals serve as a feedback to the critic part of the learning agent.
A low reward indicates that the last action was a bad action, whereas a
high reward indicates that the last action was successful. The agent learns
to select actions by being encouraged or punished in the form of reward
signals. For this purpose, the critic memorizes past rewards and ranks
(criticizes) different actions according to how much reward they provided.
In reinforcement learning, the reward is usually regarded as part of the
environment. This is due to historical reasons and has a lot to do with
how the field of reinforcement learning originated from other disciplines,
such as psychology or operations research. In [SB98], a detailed discussion
about these issues is provided. To summarize, the critic gives advice to
the learning agent about what actions lead to successful behavior. This
advice is based on the reward provided by the environment.
The goal of the learning agent is to maximize the cumulative reward on a sequence of state transitions. Thus, the reward function implicitly defines the
learning problem. The idea of reinforcement learning is that the agent learns
successful behavior by a trial and error procedure of selecting different actions.
In the context of reinforcement learning, the behavior of an agent is called a
policy.
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Definition 3. Policies for Markov Decision Processes
Let M := (T, S, A, PS , r) be a Markov decision process. A policy for M is a set of
mappings π := {πt }(t∈T ) such that each mapping πt : S → A can be interpreted
as a rule for choosing actions at time t ∈ T . Such a policy is called nonstationary, since the policy may change over time. If ∀t ∈ T, ∀t′ ∈ T : πt = πt′ ,
then the set of mappings reduces to a single stationary policy π : S → A.
The set Π denotes the space of all possible policies, including both nonstationary policies as well as stationary policies.
By trying out different policies, the agent should eventually arrive at an
optimal policy. This optimal policy is defined by maximizing over the expected
sum of discounted rewards.
Definition 4. Optimal Policies for Markov Decision Processes
Let M := (T, S, A, PS , r) be a Markov decision process and let 0 ≤ β ≤ 1 be a
discounting factor. First, consider the case of a finite set of time steps T such
that TF ∈ T is the maximal element of T . A policy π ∗ := {πt∗ }(t∈T ) is called
optimal with respectP
to M , if
TF −1 t
π ∗ ∈ arg maxπ∈Π E[ t=0
β r(st , πt (st )) + β TF r(sTF , ·)].
∗
∗
If the set of time steps T is infinite, then a policy
P∞ π t:= {πt }(t∈T ) is called
∗
optimal with respect to M , if π ∈ arg maxπ∈Π E[ t=0 β r(st , πt (st ))].

As we will see later, optimal policies do not depend on the initial state
s0 ∈ S of the process if the set of time steps T is infinite. The above definition
of optimal policies is therefore useful, given an arbitrary procedure for selecting
initial states.

2.2

Problem Settings in Reinforcement Learning

The goal of every reinforcement learning algorithm is to find an optimal policy
as fast as possible. How fast an algorithm actually is can be measured by
the number of interactions with the environment, i.e. the number of actions
executed.
However, it is not always possible to directly compare different learning
algorithms, because they address different types of problems. To sort this work
into the stream of research, we will summarize the most important features of
typical reinforcement learning problems.
Model The transition probabilities PS and the reward function r are called the
model of an MDP. If a learning algorithm uses knowledge about the model,
it is called model-based. Obviously, information about the model considerably helps the learning agent to solve a problem. If no such information is
available, the algorithm is called model-free. Algorithms developed in this
thesis are all model-free. However, we will also analyze some important
model-based algorithms.
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System Dynamics In general, state transitions of a Markov process are stochastic. However, if the transition probabilities can be expressed by a deterministic function fS , the learning problem is called deterministic. In this
thesis, most problem settings will be deterministic, although we will discuss how to scale to the stochastic case.
Observability In order to introduce state abstractions into reinforcement learning, we will consider extensions of the MDP framework dealing with partial
observability. A POMDP is an extension of an MDP in the sense that the
learning agent can make only observations of the current state. These
observations do not fully reveal the state and therefore prune information
about the state. The algorithms developed in the fourth chapter concentrate on techniques for coping with partial observability. It will turn out
that these techniques constitute a form of state abstraction which can also
be used for MDPs.
Size The size of a reinforcement learning problem is basically determined by
the size of the state space. In this work, we will consider both finite state
spaces as well as continuous multi-dimensional ones.
Horizon If the set of time steps T is finite, the process terminates after a finite number of state transitions. In such a setting, the learning problem
is called a finite horizon problem and the policies considered are nonstationary. In the case of an infinite horizon, the optimal policy is stationary. A proof of this assertion will follow in the next section. All algorithms
developed in this thesis learn stationary policies, since we assume an infinite horizon.
Agent A problem may require several agents cooperating to achieve a shared
goal. It is also possible that agents have different goals and therefore
compete with each other. These problems are called multi-agent problems.
However, in this work, we will only consider single agents as illustrated in
the actor-critic model.
This thesis concentrates on model-free algorithms for deterministic POMDPs.
However, the techniques developed will also be used to solve MDPs by introducing state abstractions. The next chapter provides a detailed discussion about
state abstractions and what can they can be used for.

2.3

Value Iteration and Q-Learning

Most reinforcement learning algorithms, especially the novel algorithms developed in this thesis, are based on two well-known standard algorithms. The value
iteration procedure is by far the most important model-based algorithm, while
Q-learning is the standard algorithm for solving problems without a model, i.e.
model-free. The concepts introduced by these algorithms will be of great importance throughout the thesis. We will therefore shortly present the basic ideas of
value iteration and Q-learning and also provide some theoretical background.
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2.3.1

Value Iteration

The value iteration procedure goes back to an approach from dynamic programming [Ber01]. The basic idea of value iteration is to compute an optimal policy
by solving a system of linear equations. Note that such a procedure does not
require any interaction with the environment, since a model of the environment
is assumed to be known. Since value iteration is model-based, all quantities
needed to formally state the system of equations are given in advance.
We first consider a finite horizon such that TF ∈ T is a maximal element of
T . Thus, after TF state transitions, or equivalently after TF action choices, the
process terminates2 . Note that at the last time step t = TF , the learning agent
is not able to execute any action.
The expected sum of discounted rewards gained by an optimal policy from
the n-th step until termination is expressed by a value function Vn : S → R.
The parameter n can take on any value from the closed interval [0, TF ].
TX
F −1

Vn (s) := max E[
π (n)

β t−n r(st , πt (st )) + β TF −n r(sTF , ·) | sn = s]

(2.1)

t=n

The symbol π (n) := {πt }(n≤t<TF ) denotes a non-stationary policy selecting actions from time t = n until time t = TF − 1. Note that for n = 0, the value
function Vn (s) equals the cumulative reward gained by an optimal policy given
by Definition 4. Since the value function expresses the value of an optimal
policy, the expectation is maximized over all possible policies.
The key idea of the value iteration procedure is that Equation (2.1) can be
rewritten such that it constitutes a Bellman equation. It is then possible to
compute the value functions Vn (0 ≤ n ≤ TF ) by a procedure from dynamic
programming.
Lemma 1. Let M := (T, S, A, PS , r) be a Markov decision process such that T
is a finite set of time steps including a maximal element TF ∈ T . A countable
state space S is assumed and a discounting rate 0 ≤ β < 1. The value functions Vn : S → R (0 ≤ n < TF ) defined in Equation (2.1) can be equivalently
expressed as follows:
X
Vn (s) = max[r(s, a) + β
PS (s′ |s, a)Vn+1 (s′ )]
(2.2)
a∈A

s′ ∈S

A proof of Lemma 1 can be found in the appendix. Value iteration consists
of repeatedly computing a new value function Vn from Vn+1 by Equation (2.2).
The algorithm is initialized by the trivial value function VTF (s) = r(s, ·) at the
terminal stage n = TF . The first iteration of the algorithm is performed for
n = TF − 1. An optimal policy π ∗ := {π0∗ , ..., πT∗F −1 } can be extracted from
2 We

assume that counting of time steps begins at t = 0.
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the sequence of value functions by selecting those actions yielding the maximal
cumulative reward.
X
∀s ∈ S : πn∗ (s) := arg max[r(s, a) + β
PS (s′ | s, a)Vn+1 (s′ )]
(2.3)
a∈A

s′ ∈S

Consider now an infinite horizon problem for which it holds that TF goes to
infinity (TF → ∞). The process of iterating Equation (2.2) infinitely often is
equivalent to repeatedly applying an operator W defined on functions of the
form V : S → R.
X
W [V ](s) := max[r(s, a) + β
PS (s′ | s, a)V (s′ )]
(2.4)
a∈A

s′ ∈S

We can state that operator W has as a unique fixed point due to the fixed
point theorem of Banach. For this to show, it is sufficient to prove that W is a
contraction mapping.
X
||W [X] − W [Y ]||∞ =
sup [β
PS (s′ | s, a)(X(s′ ) − Y (s′ ))]
a∈A,s∈S

≤

s′ ∈S
′

sup [β(X(s ) − Y (s′ ))]
s′ ∈S

=

β||X − Y ||∞

(2.5)

Let V ∗ : S → R be the uniquely defined fixed point of W , i.e. W [V ∗ ] = V ∗ . We
can see from Equation (2.4) that computing the fixed point V ∗ is equivalent to
solving a system of |S| linear equations with |S| unknown variables. Fortunately,
Banach’s theorem guarantees that the sequence of value functions generated by
applying operator W converges to V ∗ . Thus, the optimal value function V ∗ can
be approximated with arbitrary precision after a finite number of iterations. In
[Ber01], a complete analysis also for the undiscounted case is provided, i.e. for
β = 1.
Consider now the problem of extracting an optimal policy from V ∗ . We
assume that the optimal value function V ∗ is available and operator W is applied
on V ∗ for an infinite number of times. Since V ∗ is a fixed point of W , the policies
extracted from the resulting sequence of value functions are pairwise equivalent.
It follows that the optimal policy π ∗ is stationary and can be extracted from
Equation (2.3), if Vn+1 is replaced by V ∗ . This also shows that for an infinite
horizon problem, an optimal policy does not depend on the initial state of the
process.

2.3.2

Q-Learning

The Q-learning algorithm is similar to value iteration since both approaches
exploit the Bellman Equation (2.2) to compute a policy. However, the main
difference is that Q-learning is designed to find a policy even if the model of
the environment is not known in advance. Thus, it is not possible to compute
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the value function by a procedure from dynamic programming as it is done for
value iteration.
Instead of iterating Equation (2.2), Q-learning learns a state-action value
function by an approach from stochastic approximation. The approximated
function is called the Q-function. Here, we only consider the case of an infinite
horizon problem.
X
Q∗ : S × A → R, Q∗ (s, a) := r(s, a) + β
PS (s′ | s, a)V ∗ (s′ )
(2.6)
s′ ∈S

Note that by Equation (2.2), it holds
V ∗ (s) = max Q∗ (s, a)

(2.7)

a∈A

If the Q-function Q∗ is available, it is easily possible to extract an optimal policy
for a state by selecting an action which maximizes the cumulative reward. Such
an action is called a greedy action.
∀s ∈ S : π ∗ (s) = arg max Q∗ (s, a)

(2.8)

a∈A

From Equation (2.6) and Equation (2.8), it follows that the Q-function can be
rewritten in a recursive form.
X
Q∗ : S × A → R, Q∗ (s, a) := r(s, a) + β
PS (s′ | s, a) max
Q∗ (s′ , a′ ) (2.9)
′
s′ ∈S

a ∈A

The Q-learning algorithm performs a stochastic approximation of the Q-function
stated in Equation (2.9). This is accomplished by sampling a number of state
transitions as shown in Algorithm 1. Thus, Q-learning learns from experience
gathered by interaction with the environment. The algorithm was originally
proposed in [Wat89]. To simplify the pseudocode of the algorithm, we assume a
single, never ending episode starting at time t = 0. However, for most practical
problem settings, it is necessary to sample several episodes, each of finite length.
Some modules of the Q-learning algorithm stated in Algorithm 1 are not fully
specified because there are a variety of possible implementations, each tuned for
a specific problem setting. These modules are still the subject of research and
can be viewed as separate algorithms.
The action choices made by the agents serve the purpose of collecting relevant
information about the environment. By trying out different actions leading to
different parts of the state space, the agent implicitly learns the model of the
MDP. This kind of action selection is called exploration. However, it is also
important to exploit already available knowledge by selecting greedy actions
with respect to the learned Q-function. Executing greedy actions is necessary
because the learning process should concentrate on the parts of the state space
relevant for solving the problem. Unnecessary updates of the Q-function should
be avoided. Finding the optimal tradeoff between exploration and exploitation
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Algorithm 1 Q-Learning
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

∀a ∈ A, ∀s ∈ S : Q̂(s, a) ← 0
t←0
Select initial state s0
Select initial learning rate 0 < α0 ≤ 1
repeat
Select action at in state st
Observe reward rt ← r(st , at ) and next state st+1
Update Q-function:
Q̂(st , at ) ← (1 − αt )Q̂(st , at ) + αt (rt + β maxa∈A Q̂(st+1 , a))
Update learning rate αt+1 ← h(αt )
t←t+1
until the Q-function converges or t exceeds a certain threshold

is a goal shared by all reinforcement learning algorithms. An example for a
popular exploration strategy is the ǫ-greedy strategy, which selects a random
action with probability ǫ > 0 and a greedy action otherwise. This exploration
strategy will be used throughout the thesis.
The learning rate αt controls how new information about the environment
affects the currently learned Q-function. The standard procedure for updating
the learning rate is to incrementally decrease the rate at every time step. Thus,
the agent eventually stops learning and the Q-learning procedure can be terminated. Theorem 1 gives some advice on how to choose the update function
h.
Theorem 1. Let M := (T, S, A, PS , r) be a Markov decision process such that
S is a finite state space. Let 0 ≤ β < 1 be a discounting rate. Consider a
sequence of Q-learning updates using the learning rates α(t) and the discounting
rate
pair from (S × A) is updated infinitely often.
Pβ∞ such that everyPstate-action
∞
If t=0 αt = ∞ and t=0 α2t < ∞, then the learned Q-factors Q̂(s, a) converge
to the optimal Q-factors Q∗ (s, a) for all states s ∈ S and actions a ∈ A.
A proof of Theorem 1 can be found in [BT96]. If some additional assumptions are made, it is also possible to prove that Q-learning converges without
discounting, i.e. for β = 1.

2.4

Abstraction in Reinforcement Learning

Since this thesis concentrates on the model-free case, we want to discuss a certain limitation of the Q-learning algorithm described above. For reasonably
small problems, i.e. problems with a finite number of states, Q-learning works
very well. For such problem settings, there are theoretical results available,
guaranteeing convergence to an optimal policy (Theorem 1). However, practical problems often have continuous or at least countably infinite state spaces.
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To illustrate how severe this problem actually is, consider the case of a realvalued and multi-dimensional state space. The size of such a state space grows
exponentially with the number of dimensions. This fact was named the curse of
dimensionality since it prevents the standard reinforcement learning algorithms
from being efficient for very large state spaces.
In reinforcement learning, dealing with large state spaces means carefully
balancing exploration and exploitation. However, if the state space is infinite,
it is impossible to visit every single state at least once. This remains true even
if exploration is concentrated on the most important parts of the state space.
Thus, it is necessary to infer the Q-values of an unvisited state from the Qvalues of states actually visited. This inference can be viewed as the basic form
of abstraction over states.
The idea we will follow in this thesis is to generate state abstractions by
making observations of states. An observation of a state contains some information about the state, but prunes away a large portion of the original state
description. For example, consider a grid that is laid over a continuous state
space. The cell in which a certain state is falling, can be interpreted as an observation of this state. In other words, the state is perceived by the learning agent
at a lower resolution. The next chapter will analyze in detail the connection
between state abstractions and observations. This will motivate the development of model-free algorithms for POMDPs working on observation spaces. A
possible generalization of our approach is to consider observations to be features
extracted from a state. There are sophisticated algorithms available for extracting features, which allow to pre-process the state information. However, since
we want to concentrate on reinforcement learning in this thesis, the observation
spaces we will use are very simple and intuitive.
In fact, there is a variety of methods available for implementing state abstractions in reinforcement learning. Abstractions over states are often caused
by other forms of abstraction, for example, temporal abstraction or hierarchical
decomposition of problems. Although this work concentrates solely on state
abstractions, we will give a short overview of other mechanisms of abstraction
in the next subsection.

2.4.1

Existing Techniques for Creating State Abstractions
in Reinforcement Learning

Function Approximation
State abstractions exploit similarities between states. If two states are similar
with respect to a certain criterion, it may be advantageous to choose the same
action in both states. If a Q-function is used to extract a greedy policy, then the
meaning of similarity is implicitly defined by the way the Q-function is approximated. For example, if the Q-function is approximated by a k-nearest neighbor
approach in a euclidean space, then two states are similar if their euclidean
distance is small. This points out the primary source of state abstractions in
model-free reinforcement learning: Abstractions mostly emerge due to a choice
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of a certain type of function approximator. Popular function approximators
in reinforcement learning are grids [MM02], trees ([Rey00], [EGW05]), CMACs
([Sut96], [TR07a]), various forms of neural networks ([LM92], [Bak01], [Rie05])
or linear models defined on basis functions [LP03].
Hierarchical Reinforcement Learning
A more intuitive form of state abstraction is used in algorithms from hierarchical reinforcement learning. Here, the overall learning problem is divided into
subproblems such that the states can be grouped into clusters corresponding
to these subproblems. The best known approaches using this technique are the
MAXQ decomposition of the value function [Die00] and the abstract machines
from [PR97]. For these algorithms to work, it is necessary to impose a structure
on the problem, thereby introducing prior knowledge. After a problem hierarchy
is properly defined, reinforcement learning can be used to solve the subproblems
in an order respecting the dependencies between the subproblems. One benefit
of such a procedure is that while solving a subproblem, only a small fraction of
the state space has to be considered. Moreover, a solution to a subproblem can
be reused in other similar subproblems.
Temporal Abstraction
Closely related to state abstraction is temporal abstraction. A simple form of
temporal abstraction is the extension of primitive actions to multi-step actions
[SR02]. In contrast to primitive actions, a multi-step action is applied for several
consecutive time steps. The benefit of multi-step actions is that the number of
necessary decisions (action choices) can be significantly reduced. Thus, temporal
abstraction leads to an acceleration of the learning process. As a side effect, state
abstractions are introduced, since only a small number of states is considered in
order to infer a policy. The best known approach for temporal abstraction is the
options framework from [SPS99]. An option is a subpolicy restricted to a certain
region of the state space. If the agent leaves this region, the execution of the
option is terminated and a new option is activated. Since options are treated the
same way as primitive actions, an option serves as a multi-step action possibly
solving complex tasks. State abstractions appear in the options framework in
the form of regions of the state space in which a certain set of options can be
activated.
Relational Reinforcement Learning
A recent development in reinforcement learning is the symbolic modeling of a
learning problem, for example by dynamic Bayesian nets [BP96] or by expressions from first order logic ([DRB98], [GDR03]). This field of research is named
relational reinforcement. The basic idea of relational reinforcement learning is
to represent the state space by a set of predicates. The standard algorithms
from reinforcement learning must then be adjusted to such a symbolic representation. The use of symbols leads to a very compact representation of the state
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space and therefore constitutes a form of state abstraction. Interestingly, this is
somewhat similar to the approach followed in this thesis, since an observation
of a state can also be represented by a predicate defined on the state. However,
the learning algorithms presented in this work are fundamentally different from
relational reinforcement learning. While in relational reinforcement learning,
the problem is represented on an abstract, symbolic level, we will formulate the
learning problem as a partially observable Markov decision process (POMDP).
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Chapter 3

A Connection Between
State Abstractions and
POMDPs
Although the use of state abstraction in reinforcement learning seems to be
a crucial factor for solving complex problems, it is not clear how to actually
implement such abstractions. In this chapter, we discuss the most important
issues concerning abstract state spaces. In particular, we introduce a formal
framework for abstract state spaces based on POMDPs.
1. What is an abstract state space?
2. What kind of policies can be defined on an abstract state space?
3. How is it possible to represent state abstraction by a partially observable
Markov Decision Process (POMDP)?

3.1

Abstract State Spaces and Decision Boundaries

As already discussed in the last chapter, a variety of different types of abstractions is available in the field of reinforcement learning. In this work, we will
concentrate solely on the case in which the original state space is divided into
a set of regions, which are then called abstract states.
Definition 5. Abstract State Space
Let M := (T, S, A, PS , r) be a Markov Decision Process. An abstract state space
Z := {zi | zi ⊆ S, 1 ≤ i ≤ N } is a finite set of abstract states such that
SN
i=1 zi = S. An abstract state space Z is called unambiguous if the abstract
states form disjoint sets such that zi ∩ zj = ∅ for all pairs (zi , zj ) ∈ (Z × Z)
with i 6= j.
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It is easy to see that for an unambiguous abstract state space, a policy can
be defined by simply assigning an action to every abstract state. In Figure 3.1,
such a space is illustrated. However, as we will show later, it is also possible to
define policies on ambiguous abstract state spaces.

z1
z3
z2

z4
z5
z6

Figure 3.1: Unambiguous abstract state space The circle denotes the original
state space S, while the partitioning into regions constitutes the abstract state
space Z.
The basic motivation of building an abstract state space is to partition the
original state space S into regions such that in every single state of a region,
the same action is optimal. If these regions can be represented efficiently, then
also an optimal policy can be represented efficiently. The boundaries of such regions are called decision boundaries, because they separate sets of states having
different optimal actions. The first step in creating an abstract state space is
therefore to find the decision boundaries and then to partition the state space
accordingly. In fact, there is some work available concerned with finding decision
boundaries and learning policies on the resulting abstract state spaces.
In a reinforcement learning setting, the goal is to learn both an abstract state
space as well as a policy defined on this space. This is usually done by learning
a value function or a Q-function. An alternative approach without using value
functions is to directly search in the space of abstract policies. A discussion
about policy search techniques is deferred to the end of this chapter, since these
techniques do not provide further insight about abstract state spaces and are of
minor interest in this work.
One of the first ideas for learning a Q-function on abstract state spaces is the
Parti-Game algorithm [Moo95], in which abstract states are represented by cells
of a grid. The grid covers the continuous, possibly multi-dimensional original
state space S. A policy is learned by an algorithm from dynamic programming
very similar to value iteration. The optimization criterion aims at minimizing
the number of steps to a certain goal state. If necessary, the abstract state space
is refined by splitting the grid cells into several subcells.
In [MM02], abstract states are represented by the leaves of a kd-tree and a
value function is approximated using a triangulation technique. Several splitting
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criteria for refining the abstract state space are derived and their benifits and
drawbacks are discussed. The basic idea employed for refining the abstract states
is based on the influence an abstract state has on neighboring abstract states.
For example, if the value of an abstract state z1 is very much influenced by the
value of another abstract state z2 , it is reasonable to increase the accuracy of
the value computed for z2 . In order to achieve this, abstract state z2 is split and
the abstract state space is refined. The concept of influence is a generalization
of the principal ideas from the prioritized sweeping algorithm [MA93].
A similar approach, again by using kd-trees, is implemented in [Rey00] but
with a different splitting heuristic. An abstract state is split if the optimal
actions of neighboring abstract states significantly differ with respect to their
approximated Q-values.
For a comparison of different types of trees that can be used to partition
the state space, the work in [EGW05] provides a detailed empirical evaluation.
A theoretical analysis of finding decision boundaries by partitioning the state
space is given in [DG97].
Unfortunately, all algorithms for learning policies on abstract state spaces
suffer from similar problems. The following enumeration summarizes the reasons
why the approaches described above may fail to learn optimal policies.
1. In general, the shape of the decision boundaries can be arbitrarily complex and therefore it may be hard to find those boundaries. For example,
consider a problem for which some areas of the state space must be represented at a very high resolution. In such a case, the complexity of
representing an abstract state space reflecting the decision boundaries has
almost the same complexity as representing the original state space. Ideally, the abstract space is given by a small number of abstract states which
can be efficiently stored. Most practical algorithms for learning abstract
states spaces therefore do not aim at learning a perfect abstract space, but
rather one on which reasonably good policies can be defined. It strongly
depends on the shape of the decision boundaries whether an algorithm
implementing a specific technique of representing an abstract state space
will be successful or not.
2. Even if the decision boundaries can be efficiently determined such that
a perfect abstract state space is available, it is not clear how to learn an
optimal policy with respect to this space. Traditional reinforcement learning algorithms such as value iteration or Q-learning do not fully apply for
abstract state spaces, because abstract spaces usually violate the Markov
assumption. The standard algorithms are not guaranteed to find an optimal policy. In fact, value iteration and Q-learning may not even converge
to a policy at all. Due to the lack of alternative algorithms, Q-learning is
often used as a heuristic in such cases.
Another problem with abstract state spaces is that a policy defined on abstract
states may not be able to achieve the same performance compared to an optimal
policy defined on single states. Thus, the meaning of optimality changes in the
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context of abstract state spaces. It is not clear how algorithms should deal with
this fact.

3.1.1

Generating Abstract States by Making Observations

One of the main ideas of this work is to reformulate the problem of building
an abstract state space by making a straightforward connection to another field
of research. This will enable us to analyze state abstractions within a formal
framework being in use over a long period of time.
In this work, abstract state spaces will be represented by observations of a
partially observable Markov decision process.
Definition 6. Partially Observable Markov Decision Process (POMDP)
A partially observable Markov decision process M := (T, S, A, O, PS , PO , r) is a
seven-tuple consisting of a Markov decision process (T, S, A, PS , r), a finite set
of observations O and a stochastic observation model PO . The term PO (o | s, a)
denotes the probability of making observation o ∈ O of state s ∈ S after action
a ∈ A has been executed.
The model of a POMDP consists of the transition model PS , the observation
model PO , and the reward function r.
In a POMDP setting, the learning agent does not have access to the full
state information st ∈ S. At every time t ∈ T , the agent makes an observation
ot ∈ O of the current state st governed by a possibly stochastic observation
model. The information provided by the observation ot is merely a hint at state
st , but does not completely reveal the state.
Since in subsequent chapters we will often refer to deterministic POMDPs,
it is convenient to have a formal definition of deterministic POMDPs.
Definition 7. Deterministic Partially Observable Markov Decision Process
A deterministic partially observable Markov decision process
M := (T, S, A, O, PS , PO , r) is a partially observable Markov decision process
such that PS can be represented by a deterministic transition function
fS : S × A → S and the stochastic observation model PO can be represented by
an observation function fO : A × S → O. The function fO gives for all actions
a ∈ A and all states s ∈ S the observation o ∈ O, which is made after executing
action a followed by a state transition to state s. A deterministic POMDP can
be rewritten as M := (T, S, A, O, fS , fO , r).
To illustrate the abstract state spaces generated by a POMDP, first consider
the special case of a deterministic observation function fO : S → O independent
of actions. In such a setting, every observation o ∈ O represents a region z o ⊆ S
of the state space in which o is observed. Thus, observation o corresponds to
an abstract state z o ⊆ S. The complete abstract space Z is formed by the set
of regions induced by the complete set of observations O. This special case of
an unambiguous abstract state space is shown in Figure 3.2.
If the observation model is generalized to a function fO : A × S → O, the
same idea applies to a refined abstract state space Z := {z oi ,ai | 1 ≤ i ≤ 6}. An
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abstract state z o,a ∈ Z contains a state s ∈ S if state s is reachable by action
a ∈ A and it holds that fO (a, s) = o. Reachable means that there exists a state
s′ ∈ S such that fS (s′ , a) = s. Note that the resulting abstract state space is
ambiguous, since some abstract states may overlap now. For example, if a state
s ∈ S is reachable by the two actions a1 , a2 and it holds that fO (a1 , s) = o1 and
fO (a2 , s) = o1 , then state s is contained both by abstract state z o1 ,a1 as well as
by abstract state z o1 ,a2 . However, it is still straightforward to define a policy
π : Z → A on abstract states. The policy π selects action π(z o,a ) if observation
o occurs after action a has been executed.

z
z

o1

z

o2

o3

z
z
z

o4

o5

o6

Figure 3.2: An abstract state space induced by an observation space. Each
observation can be uniquely mapped to the subset of the state space in which the
observation is made. The observation space consists of six distinct observations
(|O| = 6). The resulting abstract state space is unambiguous.
The idea of generating abstract states by making observations can be even
more generalized by considering sequences of observations and actions. For example, consider a sequence of past observations and actions h := [a0 , o1 , a1 , ...,
at−1 , ot ]. The abstract state z h contains a state s ∈ S if it is possible that
s equals the current state st , given a certain history h of the process. This
is exactly the sort of ambiguous abstract state space we will use for our algorithms presented in the next chapter. In Figure 3.3, an example of such an
abstract state space is shown. The observation o3 is made at all states within the
outermost circle. Thus, the outermost circle represents an abstract state z [o3 ]
corresponding to a sequence containing only a single observation. However, by
including information about events which happened before observation o3 is
made, two new abstract states z [o2 ,a2 ,o3 ] and z [o1 ,a1 ,o2 ,a2 ,o3 ] can be generated.
These abstract states are subsets of the bigger abstract state z [o3 ] .
The abstract states shown in Figure 3.3 monotonically shrink with the length
of the corresponding action-observation sequences. A long sequence corresponds
to a small abstract state (small region of the state space), while a short sequence
corresponds to a large abstract state (large region of the state space). In other
words, by repeatedly extending sequences of past observations and actions, a
relatively small set of states can be identified. The next chapter contains a
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detailed analysis concerning identifying sequences consisting of observations and
actions.
Note that the abstract state space shown in Figure 3.3 is ambiguous, since
the three abstract states are not disjoint. However, it is once again possible
to define a policy on the created abstract state space. Such an approach is
reasonable, since it can be shown that the optimal policy for a POMDP is
defined on (possibly infinite) sequences of past observations and actions1 .
o3
o2 a2 o3

o3

o2 a2 o3

o1 a1 o2 a2 o3

o2 a2 o3

o3

o2 a2 o3
o3

Figure 3.3: An abstract state space induced by sequences of observations and
actions. The three circles correspond to the three abstract states z [o3 ] , z [o2 ,a2 ,o3 ]
and z [o1 ,a1 ,o2 ,a2 ,o3 ] . The outermost circle represents the region of the state space
in which observation o3 is made (z [o3 ] ). The second, more inner circle represents
the subset of states, in which the process may be after making observation o2 ,
then executing action a2 and finally making observation o3 (z [o2 ,a2 ,o3 ] ). The
innermost circle represents the subset of states in which the process may be
after executing the actions a1 and a2 and making the observations o1 , o2 , and
o3 (z [o1 ,a1 ,o2 ,a2 ,o3 ] ).

3.1.2

Discussion of Observation-Based Learning

We have shown that abstract state spaces can be created by observations of a
partially observable Markov decision process (POMDP). However, the connection between abstract states and POMDPs is even stronger.
We assume that the original learning problem is given by an MDP. If the
state space S is replaced by any kind of abstract state space Z, the underlying
process changes from an MDP into a POMDP. This is due to the fact that
abstract states are causing partial observability. If the learning agent processes
1 In general, an optimal policy for a POMDP also depends on an initial belief state, i.e. a
probability distribution over initial states. However, in all applications discussed in this work,
the initial belief will be fixed.
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solely abstract states, a large part of the original state information is pruned
away.
However, most reinforcement learning algorithms dealing with abstract state
spaces do not explicitly model abstract states by POMDPs. We therefore want
to question the benefits of representing an abstract state space by a POMDP?
• The theoretical framework available for POMDPs is well-studied and there
are many algorithms available for solving POMDPs. Thus, it is possible to
reuse concepts and ideas from the literature. Prior work concerned with
state abstractions often relies on heuristical assumptions, as discussed in
the previous section. This is not the case for POMDPs. Most algorithms
developed for POMDPs are sound in the sense that they converge to a
unique policy. This policy can then be related to an optimal policy, which
is, in the case of POMDPs, clearly defined. In general, all definitions and
concepts in the context of POMDPs can be interpreted as straightforward
extensions of single state spaces to abstract state spaces.
• A common technique for introducing state abstraction into reinforcement
learning is to pre-process the current state by extracting a small number of features. These features be also interpreted as an observation of
state and therefore constitute an abstract state space. Thus, the POMDP
framework is compatible with a powerful tool for generating abstracting
state spaces.
• In many practical problem settings, the state information processed by
the learning agent can be regarded as an observation of state, since the
sensory input is imprecise or incomplete. In such a situation, it is still
possible to heuristically apply the standard methods available for MDPs.
However, formulating those problems as POMDPs is much clearer from a
conceptual point of view. If the state information is unreliable anyway,
why not replace the original state space by features or other kinds of
observations?
We will proceed with the following agenda:
1. Developing model-free algorithms for POMDPs.
2. Solving continuous problems by using POMDPs to represent an abstract
state space.
A severe limitation of the standard algorithms for solving POMDPs is that the
complete model is required in order to compute a policy. In the next chapter,
we will present an algorithm able to overcome this limitation.

3.2

Optimal Policies for General POMDPs

In a POMDP setting, the only information available to the learning agent is the
complete sequence of past observations and actions. Thus, the meaning of an
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optimal policy for a POMDP is significantly different compared to an optimal
policy for an MDP. We will first review the basic definitions in the context of
POMDPs and then derive the most important standard algorithm for solving
POMDPs. Although the goal of this thesis is to develop model-free algorithms,
the standard algorithms discussed in this chapter are model-based. This is due
to the fact that there are no model-free algorithms available computing optimal
policies for POMDPs. We will analyze the complexity of solving POMDPs and
what concepts are needed for this purpose. It will turn out that even if a model
is known in advance, every algorithm computing optimal policies for POMDPs
is fundamentally inefficient. We will show that for deterministic POMDPs, near
optimal policies can be learned also without a model.
The basic idea for solving a POMDP optimally is to transform it into an
MDP by defining a Markovian process on an alternative state space, i.e. the
information state space. The resulting MDP is therefore called the information
state MDP and can be shown to be equivalent to the original POMDP. The
value iteration procedure introduced in the last chapter can then be applied to
the information state MDP in order to compute an optimal value function and
an optimal policy.
Definition 8. Information State
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process. An information state It is defined to be the complete sequence of actions
and observations [a0 , o1 , a1 , o2 , ..., at−1 , ot ] and a probability distribution over the
initial state s0 of the process2 . The probability distribution represents a prior
belief on the initial state.
The information state space I contains all possible information states, i.e.
every possible prior belief on the initial state combined with all, possibly infinite
sequences of observations and actions that can be generated by the transition
model PS and the observation model PO .
To simplify notation, we will write It := [a0 , o1 , ..., at−1 , ot ] without explicitly
stating the initial probability distribution over states. An information state
summarizes all information the learning agent can use to estimate the current
state st ∈ S. Since at time t = 0, there is no information available at all,
the agent starts with a prior belief on the initial state s0 ∈ S. At each of
the following time steps t > 0, the information state is extended by the action
executed and the most recent observation made.
The definition of the information state reflects the fact that in a POMDP
setting, it is necessary to memorize past events in order to select an optimal
action. The goal of a reinforcement learning agent is to take an optimal action
based on all currently available information. Obviously, information states contain all such information. An optimal policy for a POMDP is therefore defined
on the information state space.
2 Note that if the observation model depends on the action executed, for example by a
deterministic model fO : A × S → O, then there exists no observation o0 of the initial state
s0 of the process. It is easy to show that an observation model independent of actions can be
formulated as a special case which need not to be treated separately.
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Definition 9. Policies for POMDPs
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov Decision Process. A policy for M is a set of mappings πI := {πt }(t∈T ) such that each
mapping πt : I → A can be interpreted as a rule for choosing actions, given the
current information state It ∈ I. Such a policy is called non-stationary, since
the policy may change over time. If ∀t ∈ T, ∀t′ ∈ T : πt = πt′ , then the set of
mappings reduces to a single stationary policy πI : I → A.
The set ΠI denotes the space of all possible policies on information states,
including both non-stationary policies as well as stationary ones.
Definition 10. Optimal Policies for POMDPs
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process and let 0 ≤ β ≤ 1 be a discounting factor. If the set of time steps T is finite
such that TF ∈ T is the maximal element of T , then a policy πI∗ := {πt }(t∈T ) is
called optimal with respect to
if it holds that
PTM
F −1
β t r(st , πt (It )) + β TF r(sTF , ·)].
πI∗ ∈ arg maxπI ∈ΠI E{It ,st } [ t=0
∗
If the set of time steps T is infinite, then a policy
{πt }(t∈T ) is called
P∞πI :=
∗
optimal if it holds that πI ∈ arg maxπI ∈ΠI E{It ,st } [ t=0 β t r(st , πt (It ))].

We will now specify the transformation of a POMDP into an information
state MDP. As we will show by Lemma 3, the information state MDP and the
original POMDP are equivalent. Thus, it is sufficient to compute an optimal
policy for the information state MDP. This policy is also optimal for the original
POMDP.

Definition 11. Information State MDP
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process. The information state MDP is given by a five-tuple MI := (T, I, A, PI , rI ).
A stochastic transition from an information state It = {a0 , o1 , ..., at−1 , ot } to a
next information state It+1 = {a0 , o1 , ..., at−1 , ot , at = a, ot+1 = o} occurs with
probability PI (It+1 | It , a) := p(o | It , a). The term p(o | It , a) denotes the probability of making the observation o ∈ O after executing action a ∈ A, given the
information state It .
P
The reward function rI is defined as rI (It , at ) := s∈S p(st = s | It )r(s, at ).
The term p(st = s | It ) denotes the probability that the current state st ∈ S
equals s ∈ S, given the information state It .
It remains to show that the information state MDP actually exists, i.e. the
model of MI is well-defined and MI constitutes a valid MDP.
Lemma 2. Existence of the Information State MDP
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process. The information state MDP MI := (T, I, A, PI , rI ) satisfies the Markov
assumption and the model of MI is well-defined.
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Lemma 3. Equivalence of POMDP and Information State MDP
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process and let MI := (T, I, A, PI , rI ) be the corresponding information state MDP.
Then, it holds that
πI∗ is optimal for MI ⇔ πI∗ is optimal for M

The proofs for Lemma 2 and Lemma 3 can be found in the appendix. The
transformation of a POMDP M into an information state MDP MI is especially
useful, because in the last chapter we derived a model-based algorithm for solving MDPs. If the model of MI is known, the value iteration algorithm (Equation
(2.2)) can be used to compute an optimal policy for MI . Since Lemma 3 guarantees that an optimal policy for MI is also optimal for M , such a procedure
will yield an optimal solution for M .
For the special case of an information state MDP, the system of Bellman
equations used by the value iteration algorithm takes on the following form:
X
∗
Vn∗ : I → R, Vn∗ (I ′ ) = max[rI (I ′ , a) + β
PI (I ′′ | I ′ , a)Vn+1
(I ′′ )]
(3.1)
a∈A

I ′′ ∈I

As for the fully observable case considered in the last chapter, the parameter
n takes on values from the interval [0, TF − 1]. The initial value function VT∗F
is given by VT∗F (I ′ ) = rI (I ′ , ·). If we reinsert the definitions of PI and rI into
Equation (3.1), we can rewrite the Bellman equation in a slightly different, but
more explicit form.
X
Vn∗ (It ) = max[
p(st = s|It )r(s, a)
a∈A

+β

s∈S

X

∗
p(ot+1 = o|It , a)Vn+1
(It+1 = {a0 , o1 , ..., at = a, ot+1 = o})]

o∈O

(3.2)
Starting with a fixed initial belief I0 , i.e. a probability distribution over the
initial state s0 ∈ S, the values of all information states I ′ ∈ I are implicitly
given by Equation (3.2). Keeping the initial belief fixed is necessary to ensure
that the information state space remains countable. Thus, Lemma 1 for proving
optimality of the value iteration procedure still applies.
Unfortunately, there is no practical procedure for actually computing these
values. This is due to the fact that the information state space I contains
infinitely many information states and it is therefore intractable to iterate over
Equation (3.2). Moreover, an information state itself is possibly of infinite
length. Thus, it is not clear how to apply the value iteration algorithm in such
a setting. To obtain a practical version of value iteration, it is necessary to derive
a compact representation for information states as well as for value functions
Vn∗ .
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3.2.1

Belief States and Piecewise Linear Value Functions

An information state explicitly enumerates every piece of information the learning agent receives from the environment, i.e. the complete sequence of observations resulting from the sequence of actions executed. Since the complete
sequence of observations and actions is possibly of infinite size, it is favorable
to compress this sequence somehow.
The key idea to achieve such a compression is that information states are
equivalent to probability distributions over states3 . These distributions are
called belief states, since they express the belief of the learning agent about the
current state of the process.
Definition 12. Belief States
The belief state bt at time t is an |S|-dimensional vector such that every component corresponds to the probability of a certain state s ∈ S. The components
of bt are defined as bt (s) := p(st = s | It ) and therefore form a probability
distribution over states.
For the special case t = 0, it holds that b0 = I0 , since I0 is the prior belief,
i.e. a probability distribution over the initial state s0 ∈ S. The benefit of belief
states compared to information states is that a belief state is a vector of finite
size, while an information state is a possibly infinite sequence.
To prove that the concept of information states is equivalent to the concept
of belief states, it is necessary to express the value functions from Equation (3.2)
in terms of belief states. Given such a result, it would be possible to apply value
iteration using belief states instead of information states.
Theorem 2. Belief States Form a Sufficient Statistic
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process and let MI := (T, I, A, PI , rI ) be the corresponding information state MDP.
If the set of time steps T is finite such that TF is a maximal element of T , then
it is possible to rewrite the optimal value functions Vn∗ (0 ≤ n ≤ TF ) in terms
of belief states.
X
X X
Vn∗ (b) := max[
b(s)r(s, a) + β
PO (o | s′′ , a)
a∈A
s∈S
o∈O s′ ∈s,s′′ ∈S
(3.3)
′′
′
′
∗
a
· PS (s | s , a)b(s )Vn+1 (bo )]
The belief state bao denotes the successor belief of b after executing action a ∈ A
and making observation o ∈ O.
P
PO (o | s, a) s′ ∈S PS (s | s′ , a)b(s′ )
a
(3.4)
bo (s) := P
′′
′
′′
′
s′ ∈S,s′′ ∈S PS (s | s , a)PO (o | s , a)b(s )

The initial value function VT∗F is given by the expected terminal reward at time
TF .
X
VT∗F (b) :=
b(s)r(s, ·)
(3.5)
s∈S

3 An

early proof of this well known result is given, for example, in [SS73].
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The proof of Theorem 2 can be found in the appendix. Equation (3.3)
enables us to compute the sequence of optimal value functions solely based on
the model of the original POMDP. Since a belief state is a vector of finite size,
an update of the value function for a single belief state can be easily computed
by summing over the state space and the observation space. Here, updating the
value function at a belief state b means to compute the value function Vn∗ (b) at
belief state b from Equation (3.3).
Since there are still infinitely many belief states, it remains impractical to
perform value iteration updates on all those states. This is easy to see since the
space of probability distributions (belief space) is an uncountable set. A solution
to this problem was presented in [SS73] by showing that a value function defined
on belief states is piecewise linear and convex. Moreover, this value function
can be represented by a set of vectors.
Definition 13. Convex Polytopes
A set M ⊆ Rn is called a convex polytope, if there exists a finite set of vertices
V ⊂ Rn such that M equals the convex hull of V . The convex hull of a finite
set of vertices V := {v1 , ..., vk } is given by all linear combinations of the form
Pk
λ1 v1 + λ2 v2 + ... + λn vk satisfying i=1 λi = 1 and λi ≥ 0 (1 ≤ i ≤ k).
It is easy to show that convex polyptopes are actually convex sets.

Definition 14. Piecewise Linear Functions
A function f : M → R with M ⊆ Rn is called piecewise linear, if the set M can
be partitioned into a finite set of convex polytopes such that f is linear on each
of these polytopes.
Definition 15. Convex Functions
A function f : M → R with M ⊂ Rn is called convex, if the following condition
is satisfied for every x ∈ M, y ∈ M and 0 ≤ λ ≤ 1:
f (λx + (1 − λ)y) ≤ λf (x) + (1 − λ)f (y)
The sequence of optimal value functions Vn∗ (0 ≤ n ≤ TF ) can be computed
by repeatedly building a set of vectors Γn from an already computed set of
vectors Γn+1 . By such a procedure, it is not necessary to explicitly perform
value iteration updates on single belief states. The next theorem provides the
instructions necessary to build the sets of vectors Γn and the value functions
Vn∗ , respectively.
Theorem 3. Compact Representation of the Value Function
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process. If the set of time steps T is finite such that TF ∈ T is a maximal element
of T , then the optimal value functions Vn∗ (0 ≤ t ≤ TF ) with respect to M are
piecewise linear and convex. Moreover, Vn∗ can be represented by a finite set
of vectors Γn such that Vn∗ (b) = maxγ∈Γn b ∗ γ. The ∗ symbol denotes the dot
product of two vectors. The set ΓTF consists of the single vector R(s) := r(s, ·).
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For 0 ≤ n < TF , it holds that
X o,a
Γn := {
αf (o) | f ∈ f (O, Γn+1 ), a ∈ A}
o∈O

′
∀γ ∈ Γn+1 : αo,a
γ (s ) :=

X
r(s′ , a)
+β
PO (o | s, a)PS (s | s′ , a)γ(s)
|O|
s∈S

The symbol f (O, Γn+1 ) denotes the set of possible mappings from observations
to vectors from Γn+1 .
The proof of Theorem 3 can be found in the appendix. The piecewise linear
value function of a POMDP can be imagined as dividing the belief space into
regions. These regions consists of convex polytopes on which the value function
is linear. Every vector γ ∈ Γn corresponds to a certain region such that γ
maximizes the dot product γ ∗ b for all belief states b within this region. Thus,
the number of regions forming the complete value function Vn∗ is equivalent to
the number of vectors in Γn .
However, if the horizon is infinite, i.e. there is no maximal element TF ∈ T ,
there may be infinitely many regions such that the value function cannot be
represented by a finite set of vectors. Thus, the optimal value function is not
necessarily piecewise linear for general POMDPs. Although there are algorithms
tackling the infinite horizon problem [Son78], the analysis of these algorithms
is out of the scope of this thesis. For the rest of the thesis, we rely on the
assumption that an infinite horizon POMDP can be approximated sufficiently
well by a POMDP with a very large, but finite horizon.

3.2.2

Analysis of Exact Value Iteration for POMDPs

The standard algorithm for model-based solving POMDPs is the value iteration
procedure. A naive implementation of the value iteration procedure is given by
Algorithm 2. The same notation is used as for Theorem 3.
Algorithm 2 Value Iteration for POMDPs
1: n ← TF
2: ∀s ∈ S : γ(s) ← maxa∈A r(s, a), Γn ← {γ}
3: repeat
4:
n←n−1
5:
∀o ∈ O, ∀a ∈ A, ∀γ ∈ Γn+1 , ∀s′ ∈ S :
P
r(s′ ,a)
′
′
αo,a
γ (s ) ← |O| + β
s∈S PO (o | s, a)PS (s | s , a)γ(s)
P
o,a
6:
Γn ← { o∈O αf (o) | f ∈ f (O, Γn+1 ), a ∈ A}
7: until [n = 0]
We want to analyze how much time is consumed by a single iteration of the
main loop. Creating the α-vectors is quadratic in |S| and linear in |A|, |O|, |Γn+1 |.
The computation of the set Γn is linear in |O|, |A| and |f (O, Γn+1 )|. Since
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f (O, Γn+1 ) is the set of mappings from observations to vectors from Γn+1 , it
holds that |f (O, Γn+1 )| = |Γn+1 ||O| . Thus, the set of vectors needed to represent
the value functions grows exponentially in the size of the observations space. After only a few iterations of the loop, the set Γn may become intractably large.
This is the reason why the standard form of value iteration for POMDPs is not
applicable for all but the smallest problems.
A simple idea for tuning the algorithm is to prune away all redundant vectors
from Γn after every iteration of the loop. It may be the case that a subset
Γ∗n ⊂ Γn of vectors is already sufficient to represent the value function Vn∗ . A
vector γ ∈ Γn is called redundant if there is no belief state b such that the dot
product b ∗ γ is maximal with respect the complete set of vectors Γn . Since it
holds that Vn∗ (b) = maxγ∈Γn b ∗ γ, it is easy to prove that only non-redundant
vectors from Γn are necessary to represent Vn∗ .
Although some research is available about finding clever pruning strategies,
it is not guaranteed that Γn actually contains redundant vectors. In the worst
case, all vectors from the set Γn are necessary to represent the value function
Vn∗ . Examples for such worst cases may be found in [LCK95]. To summarize,
computing optimal policies for POMDPs by the value iteration procedure is
fundamentally inefficient. Even for deterministic POMDPs, it is possible to
prove that finding an optimal policy is NP-hard [Lit94].

3.2.3

Alternatives to the Value Iteration Algorithm

Almost every model-based algorithm for solving POMDPs is based on the value
iteration algorithm or at least shares some of the key ideas with this algorithm.
We will now give a short overview of the different approaches for modifying or
extending value iteration. Except for the algorithms from the field of policy
search, all algorithms discussed will still be model-based.
Exact Algorithms
Solving a POMDP exactly means performing full backups of the value function
as shown in Algorithm 2. Possible extensions of the value iteration algorithm
narrow down to clever strategies for computing a sufficiently large subset Γ∗n ⊂
Γn containing less redundant vectors. However, in the worst case, all of these
approaches take time exponentially in the size of the observation space.
One of the first exact algorithms is the one-pass algorithm presented in
[SS73]. Starting with an abitrary belief b, the maximal vector γb for b is computed and added to Γn . Next, the region of the belief space is computed, in
which γb is maximal. By inspecting the boundaries of this region, all neighboring regions and their corresponding maximal vectors are identified. The process
is iterated until all regions of the belief space are covered.
The linear support algorithm [Che88] concentrates on finding corners (vertices) of the regions partitioning the belief space. The algorithm exploits the
fact that every region must have corners, since the regions consist of convex
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polytopes. If for every region of the belief space at least one corner is found, all
non-redundant vectors from Γn can be computed.
The goal of the witness algorithm from [LCK95] is again to avoid computing
too many redundant vectors from Γn . The algorithm makes use of the fact that
it is possible to define a neighborhood of a vector from Γn . In order to find
new vectors from Γn , only the neighborhoods of already found vectors must be
searched. The algorithm terminates if all identified neighborhoods contain only
redundant vectors.
A clever strategy for pruning vectors from Γn is presented in [CLZ97]. The
basic idea is to interleave the computation of the set Γn with pruning steps
to remove redundant vectors. By using such a procedure, it is likely (but not
guaranteed) that the size of Γn remains relatively small.
Point-Based Algorithms
Since computing optimal solutions for POMDPs is proven to be intractable, it is
reasonable to ask if it is possible to approximate the optimal policy. The basic
idea of point-based algorithms is to concentrate the value iteration backups on
a finite set of belief states.
A first step in this direction was made in [ZZ01] by interleaving full backups
as shown in Algorithm 2 with point-based backups on single beliefs, as shown
in Equation (3.3). By implementing such a procedure, it is possible to speed
up the computation of the new vector set Γn . However, the algorithm still
computes the optimal value function and therefore shares the drawbacks of the
exact approaches.
Best known for point-based value iteration backups is the PBVI algorithm
from [PGT03]. In PBVI, a fixed set of belief states B is considered. Every belief
in B corresponds to a single vector γ ∈ Γn used to represent the value function.
The benefit of point-based methods is that the size of Γn is fixed and does not
exceed the size of B. The modified value iteration procedure concentrates the
backups solely on the finite set B of belief states. The computed value function is
suboptimal, but can be related somehow to the optimal value function. Several
heuristics for including additional belief states to B are discussed in order to
increase the accuracy of the value function approximation. A similar idea to
PBVI is the Perseus algorithm, presented in [SV05]. Again, the set of vectors
used to represent the value function is of fixed size. The authors argue that
Perseus is a practical method, which can be used even for continuous action
spaces.
An alternative to point-based backups (Equation (3.3)) are grid-based backups. A grid consists of a finite set of belief states spread over the entire belief
space. The value function for an arbitrary belief is approximated by a linear
combination of values from the grid. The grids used can either be regular or
irregular. In a regular grid, the distance between two neighboring grid points
is fixed. In [Bra97], the first grid-based approach was presented. Although the
procedure for computing the coefficients of the linear combinations is a heuristic,
the algorithm performed very well on benchmark problems. In [Hau00], several
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other grid-based approaches are analyzed and discussed. An important theoretical result concerning grids is presented in [Hau00]: If the linear combinations
used to approximate the value function are convex, the resulting approximation
is an upper bound of the optimal value function.
Finite State Automata
If the value function can be represented by a finite set of vectors, it is straightforward to show that a greedy policy extracted from the value function can also be
represented by a finite state automaton (FSA). The nodes of such an automaton
correspond to the vectors from Γn and the edges correspond to local policies
defined on observations. A simple idea for computing policies for POMDPs is
therefore to search in the space of FSAs.
In [Han98], value iteration backups are used to refine a policy given as an
FSA. The value iteration procedure is interleaved with a heuristic search in
order to modify the current FSA found. The problem with FSAs is that the
number of nodes can grow rapidly after a few steps of value iteration. This is
due to the fact that the nodes of the FSA exactly correspond to the vectors
from Γn . In [PB04], this problem is tackled by introducing stochastic policies
for FSAs. Each node of the FSA is optimized by improving its local stochastic
policy. This is accomplished by a linear program. If a local optimum is reached,
i.e. no node can be further improved, it is either possible to escape from the
local optimum or add additional nodes to the automaton.
In [MKKC99], two distinct search procedures for finding FSAs with good
performance are presented. The first approach is a branch and bound search
in the space of deterministic FSAs. The bounds are computed by solving a
system of Bellman equations very similar to the equations used for the value
iteration algorithm. The second approach performs gradient ascent in the space
of stochastic FSAs. A set of parameters for a stochastic policy is defined, consisting of the transition probabilities to other nodes and the probabilities of
taking a certain action in a node. The value function of a policy can then be
stated in terms of the parameters. An update of the current policy is performed
by computing the derivatives of the value function with respect to the parameters and shifting the parameters to a higher expected cumulative reward. More
search heuristics for finding good stochastic FSAs are presented in [BB04].
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Chapter 4

Solving POMDPs without a
Model
A problem formulated as a POMDP can be solved optimally using the methods
described in the previous chapter only if enough prior knowledge is available.
To perform value iteration steps, either exactly or approximatively, it is necessary to know the model of the POMDP, i.e. the transition probabilities PS ,
the observation model PO and the reward function r. Even if all this information is given in advance, solving POMDPs remains a very difficult problem.
There is provably no efficient model-based algorithm computing optimal solutions [LCK95].
This chapter addresses the problem of solving POMDPs without a model.
It is reasonable to ask if it is possible to circumvent some of the fundamental
problems model-based algorithms have. In particular, we want to question the
concept of optimality in a classical POMDP setting. Learning an optimal policy
for a POMDP means finding an optimal action for every possible probability
distribution over states. In order to achieve this, the belief space concept is employed, substituting the original state space of the process. However, for many
reinforcement learning problems, such a representation of a state is impractical.
For the following reasons, we think that model-free methods, i.e. methods given
no prior knowledge about the model, should avoid a belief state representation.
• Belief states are only practical for small, finite state spaces, since a belief
state is a vector of size |S|. The belief space, i.e. all possible belief states,
is an uncountable set even for small state spaces.
• Updating the values of a belief state requires a model (Equation (3.3))
which is not available in a model-free setting. Learning the transition
model PS from data, for example by an approach from stochastic approximation, is very hard since the learning agent is never certain about the
current state. Moreover, it would be necessary to learn the observation
model PO , as well.
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• Since the model of a POMDP constitutes prior knowledge about the learning problem, solving a problem without the model is much more challenging than solving a problem model-based. Even if a model is available,
there is no efficient algorithm for computing optimal policies on belief
states. Finding optimal policies on belief states seems therefore to be an
intractable problem in general.
To find alternatives for the belief state concept, it is instructive to once more
discuss the very basic ideas for solving POMDPs. Since a POMDP is a Markov
process, an optimal policy can be computed solely based on the current state
of the process [BT96]. However, the only information available in a POMDP
setting to infer the current state is the complete sequence of past observations
and actions. This sequence is called the information state. In order to keep track
of the information state, the learning agent has to use some form of memory. A
belief state is perfect memory in the sense that it incorporates every past event
without ever forgetting a single piece of information. This is reflected by the
fact, that belief states and information states are equivalent concepts (Theorem
2).
Unfortunately, as discussed above, perfect memory in the form of belief states
or information states is not well-suited for efficient algorithms. We therefore
propose that the learning agent memorizes an approximation of the information state instead of the complete information state. A policy executed by the
learning agent can be defined on this approximated information state.
We will now present various types of memory proven to be useful for approximatively solving POMDPs. We will concentrate solely on model-free methods,
which are, in some cases, extensions of model-based methods already discussed
in the last chapter.

4.1
4.1.1

Different Types of Memory
Without Memory

A simple form of estimating the current state is to ignore all past events and
search for policies π : O → A defined on the most recent observation made. Such
memoryless policies seem to make the problem much simpler. Surprisingly, this
is not the case. In [Lit94], it is shown that even for deterministic POMDPs
learning the best memoryless policy without a model is NP-hard. Thus, in
[Lit94] a branch and bound heuristic is proposed to find the best memoryless
policy. The algorithm always finds the best policy, but possibly tries all (|A||O| )
policies in the worst case.
More theoretical results concerning memoryless policies are provided by
Singh et. al. [SJJ94]. They show that even if only a small fraction of the
state space is partially observable, the best memoryless policy can be arbitrarily poor compared to the optimal solution. Moreover, they showed that the best
stochastic memoryless policy can be arbitrarily better than the best deterministic memoryless policy. This result inspired many of the numerous approaches
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for learning stochastic policies. Note, however, that in the fully observable
case (MDP), there is always an optimal deterministic policy. A related article
[JSJ94] presents an algorithm for learning stochastic memoryless policies trying
to maximize the average reward gained per step. The algorithm is not guaranteed to find the best stochastic policy, but can be shown to converge to a local
maximum1 .
A very popular heuristic for solving POMDPs with stochastic, memoryless
policies is gradient descent. In [IM98], the Vaps algorithm is introduced, which
assumes a stochastic policy to be parametrized by a parameter vector θ. By
estimating the gradient on some error function with respect to the vector θ,
the parameters can be updated in order to minimize the errors made. As a
reasonable error measure, they propose the Bellman residual emerging as a
result of Q-learning updates (or other typical forms of updates, e.g. Sarsa). The
Bellman residual is given by the quadratic difference of a Q-factor Q(s, a) before
and after a Q-learning update for this Q-factor. The authors claim that the
algorithm can be applied both to MDPs and POMDPs. A well known extension
of Vaps is given in [PMK99]. Instead of using the Bellman residual, the negative
discounted sum of rewards is used as an error measure. Thus, minimizing the
error corresponds to maximizing the discounted cumulative reward. In contrast
to Vaps, the algorithm uses memory by augmenting the observation space by
a single bit. This bit can be set/reset by special actions added to the action
space. The learning agent can make use of memory by setting and resetting the
bit.
There are a lot of other algorithms using gradient descent to learn stochastic,
memoryless policies, which we will not discuss in detail, for example in [Wil92],
[SMSM99], [PVS05]. The major problem with gradient descent is the existence
of local minima, which can trap the learning process at an early stage. Moreover,
the quality of the learned policies heavily depends on the kind of parametrization
used. For finding a good initial setting of parameters, it is necessary to have
some prior knowledge about the problem.
In the context of this thesis, algorithms related to learning memoryless policies can be primarily found in [BG98], [LR02] and [TR05]. The goal of these
model-free approaches is to find a policy by a heuristic search based on a set of
observations of the current state. The search algorithms are efficient variants of
classical search methods such as backtracking. Although good policies can be
found very quickly for some tasks, the theoretical guarantees concerning convergence issues and the quality of the learned policies are rather weak. In the worst
case, all possible policies must be enumerated causing the search procedures to
have exponential complexity. Thus, the methods may not scale well to complex
tasks.
The last approach for learning memoryless policies we want to discuss is
eligibility traces. Loch and Singh [LS98] yielded surprisingly good results by
applying Sarsa(λ) to a set of benchmark (POMDP) problems. The reason for
1 The notion of a local maximum used in [JSJ94] is somewhat different from the common
meaning of this term. See [JSJ94] for details.
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the success of Sarsa(λ) is that for high values of λ (e.g. λ ≈ 1), the Sarsa(λ) algorithm is very similar to a Monte Carlo stochastic approximation method. Such
methods do not rely on the Markov assumption, as is the case for traditional
Q-learning. Since the Markov assumption is violated if a policy is defined on
observations, Q-learning will fail to converge to an optimal policy. Although the
Sarsa(λ) algorithm yields better empirical results than Q-learning in a POMDP
setting, it is not guaranteed to converge to an optimal policy, as well.

4.1.2

History Lists and Suffix Trees

A still very simple form of memory is maintaining a finite list of past observations
and actions. Such a list constitutes a suffix of the complete, possibly infinite
list of actually emerged observations and actions. A memory based on history
lists will therefore forget past events after a finite horizon of time. History
approaches always implement short-term memory. Due to the simplicity and
the clarity of the list concept, history lists are one of the most practical state
representations for POMDPs. We will give a formal definition of a history list
in the next section, but we first want to sketch the most important previous
work. A set of history lists is often represented as a suffix tree, such that every
branch of the tree corresponds to a single history list (Figure 4.1).
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a1

o1

a1
o2

a2

o2

o3

a0

a0

o1

o4

a1
o1

a2

a3

o4

a3
o1

o4

Figure 4.1: History lists and suffix trees. A history list consists of a single
sequence of observations and actions, while a tree possibly contains several such
sequences. For example, the leftmost branch of the tree shown in the figure is
a prefix of the history list above.
In [McC94], the current state st is represented by the complete sequence of
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past observations and actions that occurred on the currently sampled episode.
To compute a Q-value for the current state st and action at , first a measure of
similarity (neighborhood) is computed with respect to all states st′ at previous
time steps t′ < t with at′ = at . The similarity of the current state to another
state depends on the longest suffix of past observations and actions shared by
the two states. If a state shares a long suffix of equal experience with the
current state, it is considered to be similar to the current state. The Q-value
of the current state is then computed by building an average value over the Qvalues of similar states, weighted by their degree of similarity. Then, all states
involved in the computation of the Q-value are updated according to a rule
similar to traditional Q-learning. There is no guarantee that this procedure will
find an optimal policy nor that the Q-values will converge to a fixed point. The
algorithm relies on the heuristical assumption that all actually occurring states
can be distinguished by looking at their history of observations and actions.
The most popular model-free algorithm on history lists is the U-tree algorithm developed in [McC95]. Here, history lists are contained in a suffix tree
of finite depth, which again distinguishes sequences of past observations and
actions. The states of the POMDP are represented by the leaves of the tree.
A transition instance ot → ot+1 collected on a sampled episode is classified by
the suffix tree and is then assigned to a leave representing a state. A model for
a state is built by counting the frequency of transitions to other states. Value
iteration steps can be performed on the approximate model yielding a policy. To
refine the state space after sampling a number of transition instances, a leave is
expanded and new leaves are created below the old leave. If the Q-values of the
new leaves are not significantly different compared to the old one, the splitting
of the old leave is revoked. Significance is detected by using the KolmogorovSmirnov Test [Bos98]. Since a Q-function gives the expected cumulative reward,
the method used to split a leave can be regarded as reward-based. Again, the
procedure is not guaranteed to converge to a unique Q-function.
Interestingly, the U-tree algorithm does not aim at perfectly reestablishing
the original state space of the underlying POMDP. The states are created solely
based on their importance for increasing the cumulative reward. Thus, it will not
be possible to uniquely identify every state of the POMDP. This is desirable in
a sense, since the procedure is able to generalize over states. On the other hand,
if some states are indistinguishable, this will destroy all desirable properties of
the value iteration algorithm (e.g. convergence issues). It is not possible to
relate the quality of the policy found to the optimal solution on belief states,
since U-tree uses many heuristics that are hard to analyze.
A more recent algorithm for model-free learning of suffix trees in the context of partially observable environments is given in [HJ06]. The algorithm is
restricted to deterministic environments, ignores reward signals and does not
compute any policies. The leaves of the tree again correspond to states of the
POMDP. In contrast to U-tree, a tree is learned able to predict future observations instead of future rewards. Under certain assumptions, it can be shown
that the algorithm can resolve any disambiguities between states. A special
feature of this algorithm is that the learned tree possibly contains loops. This
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enables dealing with long subsequences of useless information, which can be
sandwiched in an enclosing sequence. We will discuss some important aspects
of this algorithm later in more detail.

4.1.3

Stochastic Finite State Controller

A stochastic finite state controller consists of a finite number of nodes connected
by a directed graph. Each edge of this graph corresponds to the probability of
a transition from one node to another, given the most recent observation made.
Additionally, a probability distribution over actions is given for each state, representing a local stochastic policy. Thus, a stochastic finite state controller
constitutes a stochastic memory-based policy for POMDPs.
It can be shown that finite state controllers are able approximate the optimal
policy on belief states arbitrarily well ([Son78], [KLC96]). For a certain class
of POMDPs (finitely transient), it is possible to prove that there always exists
a deterministic finite state controller equivalent to the optimal policy [Son78].
Despite the impressive theoretical properties of finite state controllers, there is
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Figure 4.2: Stochastic finite state controller. The figure shows a stochastic
finite state controller with two nodes and two actions. In this example, the
local policies are stochastic, while the state transitions are deterministic.
not much work available for learning these controllers without a model. We
will discuss only the best known approach given in [MPKK99], which is an
extension of a model-based method [MKKC99] already discussed in the previous
chapter. In [MPKK99], the transition probabilities and the stochastic local
policies are parametrized using a set of weights {wk }. The controller is fully
specified by these probability distributions. Similar to the extension of the Vaps
algorithm in [PMK99], an expression for the expected cumulative reward of such
a parametrized policy is derived. It is now possible to compute the gradient of
this expression with respect to the weight vector and to shift the weight vector
in the direction of higher rewards. Like all approaches using gradient ascent, the
algorithm finds a local maximum instead of the global maximum. Moreover, it is
not possible to relate the controller found to the optimal controller. In contrast
to the model-based algorithms for finite state controllers, this algorithm can
be regarded as a heuristic. Until now, it is not clear how optimal finite state
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controllers can be learned efficiently without any information about the model.

4.1.4

Recurrent Neural Networks

Artificial neural networks have been successfully applied to reinforcement learning problems in the past, for example in [Tes94]. They can either be used as
a function approximator to represent the Q-function or to represent a policy
directly. A recurrent neural network is a network with cyclic connections of
neurons as shown in Figure 4.3. Since the output of the network at time step t
is fed back to the input neurons at the next time step t + 1, recurrent networks
do implement some form of memory. Thus, recurrent networks are potentially
useful for solving POMDPs. Note that Figure 4.3 represents only one possible
architecture for recurrent neural networks. In fact, there are many different
architectures available, which will not be discussed in this thesis. To adapt the
weights of each neuron, several algorithms can be used, all having their roots in
gradient descent. Best known are Backpropagation Through Time [Pea89] and
Real Time Recurrent Learning [RF87].

Input

Hidden

Output

Figure 4.3: A recurrent neural network. The figure shows a network with two
input units, four hidden units and one output unit.
In [LM92], feed-forward networks are compared to several architectures of
recurrent neural networks with respect to their ability to solve POMDPs. It is
shown that in contrast to feed-forward networks, recurrent networks are able to
make use of memory and therefore solve reinforcement learning problems with
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partial observability. In particular, two architectures of recurrent networks are
distinguished.
1. A single recurrent network, which is used to approximate a Q-function.
2. A combination of two recurrent networks. While the first network estimates the model of the POMDP, the second network approximates a value
function. The second network is trained by using the approximate model
from the first network.
Since the standard algorithms used to train recurrent neural networks can be
applied to a wide range of network topologies, there are many other architectures
of neural networks available, all specialized for certain tasks. A well known
architecture for recurrent neural networks, especially applicable to POMDPs
is Long Short-Term Memory [Bak01]. Again, a Q-function is approximated
by a recurrent network consisting of different types of neurons. In addition
to memory neurons for storing the incoming input, there are special neurons
available called gates. The gates control the information flow generated by the
input/output units. What makes gates especially interesting is that they enable
the memory cells to forget some pieces of information stored. This corresponds
to the idea of establishing an approximated information state as discussed above.
To directly represent a policy by a recurrent neural network, mostly evolutionary techniques are employed. In [GS05], both the topology of the network
as well as the weights of individual neurons are evolved. Empirical results show
that evolutionary approaches are able to solve typical POMDP problem settings. A principal problem of evolutionary methods is that the search over
networks can be trapped in local minima, preventing the search to find the
optimal network.
Similar to history lists, recurrent neural networks are a very practical approach for solving POMDPs. Recurrent neural networks can deal with multidimensional observation spaces as well as with multi-dimensional action spaces.
However, there is only little theory available on reinforcement learning with recurrent neural networks. It is not yet clearly understood how recurrent neural
networks process the information stored in memory and what the limitations of
such an approach are. Again, it is not possible to relate the learned policy to
the optimal solution on belief states.

4.1.5

Hidden Markov Models

Hidden Markov models (HMMs) and partially observable Markov decision processes (POMDPs) are closely related, since every POMDP also contains an
HMM. Stated precisely, the transition model and the observation model of a
POMDP constitute an HMM. On the contrary, an HMM does not contain a
POMDP, since an HMM ignores reward signals. The form of memory used in
HMMs is equivalent to the belief space formulation for POMDPs and therefore
shares all drawbacks of this representation. However, the problem setting in an
HMM is fundamentally different from the problem setting in a POMDP. While
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typical HMM algorithms try to learn the unknown model from data, a learning
algorithm for POMDPs aims at maximizing the discounted cumulative reward.
A direct way of employing HMM techniques for solving POMDPs is to first to
learn a model of the POMDP (e.g. with the Baum-Welch algorithm [BPSW70])
and then perform exact value iteration updates on belief states as described
in the last chapter. Unfortunately, as already discussed, there are no efficient
algorithms available for computing the optimal value function.
Another problem is that estimating the parameters of an HMM (POMDP)
requires to sample a considerable amount of data, especially if the state space is
very large. Algorithms for estimating parameters will certainly fail for continuous state spaces or continuous observation spaces. For these reasons, we think
that it is not worth learning a model of a POMDP from data.
Despite these facts, there is some work available concerned with combining
reinforcement learning with HMMs. Two of the early approaches coping with
partial observability are presented in [Chr92] and [McC93]. Both algorithms
learn a model by a variant of the Baum-Welch algorithm [BPSW70]. A simple
approximation of the Q-function, equal to the dot product of the belief state
with the vector of QMDP-values is used to extract a policy. The QMDP-values
refer to the optimal Q-function on single states (MDP). The extracted policy is
equivalent to the optimal policy on belief states only if the optimal Q-function
on belief states can be represented by a single vector (|Γ0 | = 1). This is not
the case except for the very simplest POMDPs. The two approaches differ in
the way the state space is refined. In [Chr92], a state is split if the resulting
model after a split is significantly different from the original model. In [McC93],
a state is split if this will enable the learning agent to gain a higher cumulative
reward.

4.2

Learning Suboptimal Policies based on ShortTerm Memory

One important property shared by all approaches for solving POMDPs without
a model is the difficulty of establishing theoretical guarantees with respect to
the performance of the policies learned. In fact, it is very difficult to relate the
learned policies to the optimal policy on belief states. In this section, we want
to analyze how much memory is generally necessary for learning very good, but
suboptimal policies. We will implement a model-free algorithm on history lists
based on the idea of identifying a state by a sequence of past observations and
actions. We choose history lists for this purpose, because the list concept is very
simple and it is straightforward to quantify the memory allocated by a history
list. Note that such an analysis would not be easy for other types of memory.
For example, it is not clear how much memory is used by a recurrent neural
network.
Since a history list is a finite sequence of past observations and actions, a
history list can be regarded as an approximation of the current information
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state It . While the information state It contains the complete, possibly infinite
sequence of past events, a history list contains only a small fraction of this
sequence. In particular, we will define a history list to be a suffix of It .

4.2.1

A Partially Observable Maze

We will start with an illustrative example to explain the principal ideas of how
history lists can be useful in a partially observable environment. The partially
observable maze in Figure 4.4 will be used as a running example throughout
the thesis. In later sections, we will also provide an empirical analysis for this
maze.

Figure 4.4: Maze with partial observability
In Figure 4.4, the learning agent is denoted by an arrow in a circle. The agent
is expected to find a certain goal cell in the maze. To determine the current position of the agent, only four bump sensors are available. These sensors, denoted
by black dots, can tell the agent if there are walls at the four surrounding cells.
For instance, the first sensor detects a wall located above the agent, while the
second sensor detects a wall located below the agent. An observation made by
the agent corresponds to a combination of four distinct measurements provided
by the four sensors. In Table 4.1, all possible observations are summarized.
The observation space therefore consists of sixteen combinations of walls plus
an additional goal observation. Note that the observation model solely depends
on the state of the process, expressed by a deterministic function fO : S → O.
The action space contains four distinct actions for moving left, right, up or down
(Table 4.2). If the agent tries to break through a wall or tries to leave the maze,
the position of the agent remains the same.
How can the agent make use of history lists in this maze environment? The
basic idea is to determine the current position of the agent by comparing history
lists at different time steps. If the same sequence of past wall observations and
actions is given at two time steps t 6= t′ , it is likely that also the position of the
agent is the same at these time steps (st = st′ ). We do not expect a history list
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Observation
0
1
2
3
4
5
6
7
8∗

Sensor Values
goal
no walls
left
right
left ∧ right
above
left ∧ above
right ∧ above
left ∧ right ∧ above

Observation
9
10
11
12∗
13
14∗
15∗
16∗
-

Sensor Values
below
left ∧ below
right ∧ below
left ∧ right ∧ below
below ∧ above
left ∧ below ∧ above
right ∧ below ∧ above
walls everywhere
-

Table 4.1: Possible observations in a POMDP maze. The first column gives the
unique number of the observation and the second column gives the combination
of walls detected by the sensors. The * symbol denotes a combination which is
not present in the considered maze.
Action
0
1
2
3

Direction of Move
left
right
up
down

Table 4.2: Possible actions in a POMDP maze.

to contain the complete sequence of past observations and actions. In general,
history lists can be of arbitrary length.

4.2.2

Basic Facts about History Lists

Our analysis of history lists will mainly concentrate on the deterministic case,
since it is difficult to represent probabilities with history lists. The next chapter
provides a discussion of how to scale our approach to the stochastic case. However, from now on, we assume that a deterministic partially observable Markov
decision process M := (T, S, A, O, fS , fO , r) is implicitly given. All objects referenced in the text, such as states, observations or actions, are part of this
particular POMDP M .
Definition 16. History List
A history list h ∈ (A × O)∗ is a finite, possibly empty sequence of actionobservation pairs. The length |h| of a history list is defined as the number
of observations the sequence contains. The space of possible history lists
H ∗ ⊆ (A × O)∗ contains all history lists which can be generated by the transition
model fS and the observation model fO . A history space H ⊂ H ∗ is any finite
subset of H ∗ including the empty sequence.
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In Figure 4.5, the components of a history list are illustrated. The most
recent observation made is located at the tail of the history list, while the
oldest observation is located at the front. Note that for general observation
models fO : A × S → O, a history list begins with an action. However, if the
observation model solely depends on the state (fO : S → O), we allow history
lists to have an additional observation at the front, representing the observation
of the initial state of the history sequence. Since many problems can be stated
by such a simplified observation model, we will often use this type of observation
model for examples and illustrations. We can show that all analysis presented
for general history lists beginning with an action carries over to history lists
beginning with an observation.
The concept of a history space H ⊂ H ∗ is useful, because it enables us to
restrict the length of the history lists considered. Since we want to implement
short-term memory instead of perfect memory, it is undesirable to work on history lists of arbitrary length. In contrast to the information space, a history
space is a finite set of reasonably short and carefully selected history lists. Moreover, a finite history space H allows storing statistics about every single element
of H.
Front
o t−n

Tail
a t−n

fo

fo
s t−n

o(t−n)+1

a(t−n)+1

a t−n

s (t−n)+1

o(t−n)+2

a(t−n)+2

....

a t−2

a(t−n)+2

....

a t−2

fo
a(t−n)+1

s (t−n)+2

o t−1

a t−1

fo
s t−1

ot
fo

a t−1

st

Figure 4.5: Components of a history list. A history list is a suffix of the complete sequence of past observations and actions (information state). The dashed
observation ot−n is included in the list only if the observation model fO depends
solely on the state (fO : S → O).
From a learning agent point of view, a history space H ⊂ H ∗ serves as a
replacement for the state space S, which is partially observable in a POMDP
setting. The current state st ∈ S is not visible to the agent, but only the information state It consisting of observations of actions. Since we introduced the
history list concept as an approximation of the information state, it is reasonable
to define the current history ht ∈ H as a fraction of the current information
state It . Stated precisely, the current history ht list is a suffix of It and an
element of the history space H used.
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Definition 17. Suffix of a History List
Let h := [a0 , o1 , a1 , o2 , ..., an−1 , on ] be a history list of length n. A history list
h′ := [a′0 , o′1 , a′1 , o′2 ..., a′m−1 , o′m ] of length m is called a suffix of h, if m ≤ n and
∀ 0 ≤ i ≤ m − 1 : a′i = ai+(n−m)
∀ 1 ≤ i ≤ m : o′i = oi+(n−m)
A suffix of a history list h is always a fraction of the tail of h. In particular,
a history list is always a suffix of itself.
Definition 18. Current History List
Let H ⊂ H ∗ be a history space and let It := [a0 , o1 , a1 , o2 , ..., at−1 , ot ] be the
information state at time t generated by the transition model fS and the observation model fO . At time t = 0, the current history list h0 is defined to be the
empty sequence. At time t > 0, the current history list with respect to H and It
is defined as
ht := arg maxh∈H {|h|, h is a suffix of the composed sequence [ht−1 , at−1 , ot ]}.
The current history list ht ∈ H represents the maximal amount of information about past observations and actions contained in the history space H.
Note, however, that ht may be only a small fraction (suffix) of the complete
information state It .
In order to develop a model-free algorithm based on history lists, two questions have to be answered.
1. Which history lists should be included into a history space H?
2. How it is possible to learn policies defined on a history space H?
We will first concentrate on the second question, assuming that a history space
H ⊂ H ∗ is already given. In subsequent sections, we will also present an
algorithm for learning a history space H from sampled episodes.
We conjecture that a current history list ht ∈ H is especially useful if it
helps to reduce uncertainty about the current state st ∈ S of the process. Such
a history list is called an identifying history list.
Definition 19. Identifying History Lists
A history list h ∈ H ∗ is called identifying for a set of states S ′ ⊆ S, if |h| > 0,
and the following condition holds for all finite sequences of states and actions
[s0 , a0 , s1 , a1 , ..., at−1 , st ] that can be generated by the transition model fS : If h
is a suffix of the sequence [a0 , fO (a0 , s1 ), ..., at−1 , fO (at−1 , st )], then it holds that
st ∈ S ′ .
In the following, we will use the term ”identifying history list” only in the
context of single states (|S ′ | = 1), unless the set S ′ is explicitly specified.
A simple example for identifying history lists is illustrated in Figure 4.6. It
is easy to verify that the considered POMDP is always in state s2 , if observation
o2 is made. Thus, the single observation o2 constitutes an identifying history
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list for state s2 . By extending the list [o2 ] at the tail, it is also possible to
build identifying history lists for the states s1 and s3 . Note that there may be
several identifying history lists for the same state. However, we selected a single
identifying history list for each state.
f_ o ( s 3 ) = o1
s3

a1, a2

Identifying History Lists
a1

a1

a2

s 1 : o2 a1 o1 a1 o1
s 3 : o2 a1 o1
s 2 : o2

s1
f_ o ( s 1 ) = o1

f_ o ( s 2 ) = o2

s2

a2

Figure 4.6: A deterministic POMDP with three states, two actions and two
observations. The observations made solely depend on the state (fO : S → O).
Next to the transition graph of the POMDP, a single identifying history list is
built for each state.
Identifying history lists can also be found in the partially observable maze,
as illustrated in Figure 4.7. The sequences of observations and actions corresponding to the three paths shown in Figure 4.7 uniquely identify the state of
the agent. In contrast to the previous example, the history lists shown in Figure
4.7 identify the same state. Obviously, there are several identifying history lists

Figure 4.7: Three identifying history lists identifying the same cell in a partially
observable maze. Each identifying history list is denoted by a sequence of black
arrows.
for all maze cells.
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Depending on the starting state of the process, there are a lot of different
ways to identify the current state st . Since we want to maximize the information
about the current state st ∈ S, it seems to be necessary to collect all identifying
history lists and then label them with some state information. However, we will
show in this thesis that it is possible to learn good policies with a much smaller
set of history lists.
What makes identifying history lists especially interesting is the fact that
these lists are closed under some typical list operations.
Lemma 4. Extension of identifying history lists (at the front)
Let h ∈ H ∗ be an identifying history list for a set of states S ′ ⊆ S. If h′ ∈ H ∗
is an extension of h such that h is a suffix of h′ , then h′ is identifying for the
set of states S ′ .
Proof. Assume that h′ is a suffix of a sequence [a0 , o1 , ..., at−1 , ot ] generated by
the transition model fS and the observation model fO . Since h is a suffix of h′ ,
h is also a suffix of the sequence [a0 , o1 , ..., at−1 , ot ]. Thus, it holds that st ∈ S ′ ,
because h is identifying for S ′ .
Lemma 5. Extension of identifying history lists (at the tail)
Let h ∈ H ∗ be an identifying history list for a single state s ∈ S. If h′ ∈ H ∗ is
an extension of h such that an action a ∈ A and an observation o ∈ O is added
at the tail of h, then h′ is identifying for the single state s′ = fS (s, a).
Proof. We assume that h′ is a suffix of a sequence [a0 , o1 , ...at−2 , ot−1 , at−1 , ot ]
generated by the transition model fS and the observation model fO . By construction of h′ , it holds that a = at−1 and o = ot . Moreover, history list h
must be a suffix of the sequence [a0 , o1 , ..., at−2 , ot−1 ]. Since h is identifying for
s ∈ S, it must hold that st−1 = s. After action at−1 has been executed, the
next state is uniquely determined by the transition model fS . Thus, it holds
that st = fS (st−1 , at−1 ) = fS (s, a) = s′ .
Comparison of History Lists with Belief States
Before presenting the details of our algorithm, we want to discuss the principal
differences between history lists and belief states. Model-based algorithms for
solving POMDPs are based on belief states, because belief states are equivalent
to information states (Theorem 2). What is the loss of replacing perfect memory
in the form of belief states by short-term memory in the form of history lists?
Similar to belief states, history lists are used to collect information about the
current state st of the process. A belief state bt gives, for every state s ∈ S the
probability bt (s) that s equals the current state. History lists are not capable
of providing such detailed information. The current history list ht ∈ H enables
us to draw one of the following three conclusions for every state s ∈ S.
1. State s ∈ S equals the current state
2. State s ∈ S possibly equals the current state
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3. State s ∈ S is different from the current state
If the current history ht list identifies a single state s ∈ S, then we can conclude
that s equals the current state st . Consequently, all other states s′ 6= s are
different from the current state. Note that it is not known in advance if the
current history lists ht identifies a single state or not. This information must
be inferred by a separate procedure. If the current history list ht is identifying
for a set of states S ′ with |S ′ | > 1, then for every state s ∈ S ′ it holds that
s possibly equals the current state st . All other states s ∈ S \ S ′ are different
from the current state.
History lists cause a drastic reduction of information compared to belief
states. Exactly this reduction of information enables us to develop an efficient,
model-free algorithm for solving POMDPs.

4.2.3

The Identify&Exploit Algorithm

A straightforward idea for applying history lists to POMDPs is to learn a policy
π : H → A, such that, whenever a history list h ∈ H becomes the current history list at time t (h = ht ), then action π(h) is executed. The Identify&Exploit
algorithm presented in this section sticks to this idea, but with one important
difference: The policy is restricted to identifying history lists. Since every identifying history list h ∈ H corresponds to a state sh ∈ S identified by h, the
optimal action for list h equals the optimal action for state sh . These optimal
actions can be inferred by learning a Q-function Q̂ : H × A → R defined on
identifying history lists. A module of our algorithm, namely the exploitation
module, consists of extracting greedy actions from the function Q̂. The policy π
learned by the Identify&Exploit algorithm is therefore a greedy policy derived
from a Q-function.
To apply a policy learned, it seems to be necessary that all history lists
from H identify a state. Fortunately, this is not the case. An identification
module of our algorithm establishes exactly those states for which identifying
history lists are available in H. The Identify&Exploit algorithm consists of two
separate modules, constituting a two-phase procedure for solving deterministic
POMDPs.
1. At time t = 0, a preferably short sequence of actions is executed such
that the current history list ht′ at time t′ ≥ 0 becomes identifying for the
current state st′ . This corresponds to establishing a belief state in which
a single state s ∈ S has probability p(s) = 1, while all other states have
probability zero. This module is called the efficient identification strategy.
2. At time t > t′ , follow a greedy policy extracted from a Q-function defined
on identifying history lists. This is reasonable, since every identifying
history list corresponds to a single state s ∈ S. If, at some time step later
than t′ , the current history list becomes non-identifying, jump back to the
first step of this enumeration (to reestablish an identifying history list).
This module is called the exploitation module.
58

To implement a procedure as described above, it is necessary to have a criterion
able to decide whether the current history list ht ∈ H is identifying the current
state st or not. In other words, we need to have an exit condition for the
identification module of the algorithm. Moreover, we need both a modified Qlearning procedure as well as an efficient identification strategy leading to an
identifying history list. Here, to specify the complete algorithm, we assume that
all these modules are already available. We also need the concept of a transition
instance.
Definition 20. Transition Instance
Let H ⊂ H ∗ be a history space and let E := [ao , o1 , ..., aL−1 , oL ] be an episode of
length L sampled from the transition model fS and the observation model fO .
Let the corresponding sequence of system states of episode E be [s0 , s1 , ..., sL ].
The transition instance Tt on episode E at time 0 ≤ t < L is given by the
five-tuple Tt := (ht , at , rt , ht+1 ) with rt := r(st , at ) and both ht ∈ H as well as
ht+1 ∈ H are current history lists with respect to the information states occuring
on episode E. A set of transition instances collected by sampling episodes will
be denoted by the symbol F . A set of transition instances F possibly contains
transitions from several episodes.
We assume that a Q-function Q̂ : H × A → R has already been learned
after sampling a set of transition instances F . The details of the Q-learning
procedure will be discussed shortly. We also assume that every history list
h ∈ H has been correctly classified as ”identifying” or as ”non-identifying”.
Since we want to learn Q-values only for identifying history lists, we introduce
a set of valid actions Avl
h ⊆ A for every history list h ∈ H.
• The set of valid actions Avl
h ⊆ A for a history list h ∈ H is defined to
be empty, if h is non-identifying. Otherwise, the set Avl
h contains action
a ∈ A if there exists a transition instance (ht = h, at = a, rt , ht+1 ) ∈ F
such that ht+1 is an identifying history list.
• The greedy action for h ∈ H is computed with respect to the set of valid
Q̂(h, a). If Avl
actions Avl
h , i.e. by the expression arg maxa∈Avl
h = ∅,
h
the maximal Q-value maxa∈Avl
Q(h,
a)
is
defined
to
be
a
large
negative
h
constant −Q M AX CON ST . Thus, if no valid actions are available,
history list h ∈ H is marked as a dead end.
The definition of the set Avl
h makes sure that a greedy action for h ∈ H is
available only if h identifies a state. Moreover, an action a ∈ A is only included
into Avl
h if there exists an identifying successor list ht+1 of h. This additional
condition ensures that the greedy policy never causes a transition to a nonidentifying history list. The greedy policy should avoid running into dead ends,
where transitions to other identifying history lists are impossible. However, if
Avl
h = ∅, it may be impossible to avoid such a transition to a non-identifying
history list. The Identify&Exploit algorithm then chooses an action at random.
In the undesirable event that a non-identifying history becomes the current
history list, the Identify&Exploit algorithm switches back from the exploitation
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module to the identification module. The complete Identify&Exploit algorithm
is illustrated by Algorithm 3.
Algorithm 3 Identify and Exploit
1: E ← [], h0 ← []
2: a0 ← Ef f icient Identif ication
3: Execute action a0
4: t ← 1
5: loop
6:
Observe ot ∈ O
7:
Update representation of information state It ← [a0 , o1 , ..., at−1 , ot ]
8:
Compute current history list ht ∈ H with respect to It
9:
if ht is identifying and Avl
ht 6= ∅ then
10:
at ← arg maxa∈Avl
Q̂(ht , a)
h
t

11:
12:
13:
14:
15:
16:
17:
18:

else if If ht is identifiying and Avl
ht = ∅ then
at ← random action (uniform distribution)
else if ht is non-identifying then
at ← Ef f icient Identif ication
end if
Execute action at
t←t+1
end loop

Safe Q-Learning on Identifying History Lists
The pseudocode for our modified Q-learning procedure is presented in Algorithm
4. Similar to ordinary Q-learning, exploration is randomized by an ǫ-greedy
strategy. The constant 0 < ǫ < 1 is an additional parameter of the algorithm.
Since greedy actions are only available for identifying history lists, actions
for non-identifying history lists are determined by the efficient identification
strategy.
Updates of the Q-function are only made for transitions from the set of
valid transitions F vl . The definition of F vl ensures that the Q-function is only
updated on sequences of identifying history lists. Thus, every update on a
history list corresponds to an update on a single state from S. As discussed
later in detail, this is a key idea for proving convergence of the Q-learning
update loop.
The process of resampling transition instances and learning a Q-function is
iterated in order to increase the performance of the exploration strategy. The
main loop is terminated if the size of the set F exceeds a certain threshold. We
named this procedure Safe Q-learning, because it is possible to prove that the
Q-function converges to a unique fixed point. An initial version of this algorithm
is described in [TR07b].
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Algorithm 4 Safe Q-Learning on History Lists
1: F ← ∅
2: ∀h ∈ H, ∀a ∈ A : Q̂(h, a) ← 0
3: repeat
4:
Sample a set of transition instances Fnew by a modified ǫ-greedy exploration strategy. The greedy action of a non-identifying history list is
determined by the efficient identification strategy
5:
F ← F ∪ Fnew
6:
∀h ∈ H : Recompute the sets of valid actions Avl
h
7:
F vl ← {(ht , at , rt , ht+1 ) ∈ F | at ∈ Avl
ht and ht+1 is identifying}
8:
repeat
9:
for all (ht , at , rt , ht+1 ) ∈ F vl do
10:
Q̂(ht , at ) ← rt + β maxa∈Avl
Q̂(ht+1 , a)
h
t+1

11:
12:
13:

end for
until Q̂ converges
until the size of F exceeds a certain threshold

Efficient Identification Strategy
The purpose of the efficient identification strategy is to establish an identifying
history list ht ∈ H by executing a sequence of actions. Here, efficient means
that the identification strategy should find an identifying history with a high
probability of success and with only a few number of steps. Thus, the procedure aims at minimizing the uncertainty about the current state. Note that
the efficient identification strategy shown in Algorithm 5 again makes use of a
criterion for detecting identifying history lists, although we have not presented
such a criterion so far. We will address this issue in the next subsection.
The formulas needed to compute the identification strategy make use of
a
the estimated transition matrices PH
defined on the history space H. If these
matrices would represent Markov chains, the given procedure would perfectly
approximate the probabilities of reaching an identifying history list. Unfortunately, the Markov property, p(ht+1 | ht , at ) = p(ht+1 | ht , at , ht−1 , ..., ht−n ),
does not hold for most history lists h ∈ H, especially if h does not identify
a state. The procedure can be therefore regarded as a heuristic. However,
our empirical results show that this particular heuristic is very successful for
deterministic POMDPs.
Discussion
We want to discuss the performance of the Identify&Exploit algorithm compared to an optimal policy on belief states. It is easy to see that even if the
identification strategy finds an identifying sequence of minimal length, the overall policy combining the efficient identification with the extracted greedy policy
is still suboptimal. This is due to the fact that our approach does not take the
reward signal into account while identifying the current state. The identifica-
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Algorithm 5 Efficient Identification
a
a
1: Estimate a transition matrix PH
for every action a ∈ A such that pahh′ ∈ PH
gives the probability of a transition to history list h′ ∈ H after executing
action a ∈ A from history list h ∈ H. The probability pahh′ is estimated by
a
counting transition instances from F having the form h → h′
2: Compute an action sequence probably leading to an identifying history list.
This is implemented by considering action sequences of length L starting
from the current history list ht ∈ H. By inspecting the estimated transition
model, every action sequence [a1 , ..., aL ] reaching an identifying history list
after at most L steps can be discovered and added to a candidate set. The
parameter L is called the maximal search depth. Inspecting the transition
model means performing a depth first search for identifying history lists in
a
the transition graph of H derived from the transition matrices PH
. The
search is started from the node representing the current history list ht .
Finally, the action sequence having the maximal probability of reaching an
identifying history list is selected from the candidate set
3: The following equations can be used to compute the quantities needed. Here,
p(ht , [a1 , ..., aL ]) denotes the probability of reaching an identifying history
list after at most L steps if action sequence [a1 , ..., aL ] is executed from
the current history list ht . We computed these probabilities in an order
corresponding to a depth first search in the transition graph of H.

1, if ht is identifying
p(ht , [])
=
0,
else

1,
P if ht ais1 identifying
p(ht , [a1 , ..., aL ]) =
h∈H pht h p(h, [a2 , ..., aL ]), else
These equations can be used to compute the probabilities for all action
sequences having a length of at most L, beginning with the empty sequence.
Then, a final identification sequence is selected by the following expression
arg max p(ht , [a1 , ..., aL ])
[a1 ,...,aL ]

If several sequences have maximal probability, shorter sequences are preferred
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tion module may cause very low rewards resulting in a loss of performance of
the overall policy. The identification strategy actually implemented maximizes
the probability of finding an identifying history list for the price of ignoring the
cumulative reward. A straightforward extension of our identification procedure
would be to estimate the reward function from transition instances and then
perform value iteration on history lists. After a value function is learned, it is
possible to derive a reward-optimal path to an identifying history list. However,
this again would be a heuristic procedure, since value iteration relies on the
Markov assumption p(ht+1 | ht , at ) = p(ht+1 | ht , at , ht−1 , ..., ht−n ) as well.
There is another principal difference between the policy executed by the
Identify&Exploit algorithm and an optimal policy on belief states. The Identify&Exploit algorithm strictly separates the two phases of identification and
exploitation. The exploitation phase is given by a greedy policy extracted from
a Q-function. An optimal policy, however, is able to mix up identification steps
with greedy steps, thereby achieving two goals simultaneously. An optimal policy explores the partially observable environment in order to collect information
about the current state, while solving the learning task at the same time. For
example, consider the partially observable maze from Figure 4.4. A reasonable
policy of the learning agent is to move to a corner in order to reduce uncertainty about the current state. However, an optimal policy is able to reduce
uncertainty about the current state, while simultaneously approaching the goal
state.
Detecting Identifying History Lists
We complete the specification of the Identify&Exploit algorithm by presenting
a criterion for detecting identifying history lists. The criterion is well-suited for
the purpose of analyzing how much memory is generally necessary for identifying
the current state. A second criterion, which will be presented later, focuses on
the practical aspects of learning policies in a partially observable environment.
Definition 21. Criterion for Detecting Identifying History Lists (CC)
Let H ⊂ H ∗ be a history space. A history list h ∈ H is called identifying
according to criterion CC, if the following condition is satisfied:
6 ∃h′ ∈ H : h′ 6= h and h is a suffix of h′ .
The criterion CC classifies a history list h ∈ H as identifying if there is
no other history list in H containing h as a suffix. How can this criterion be
interpreted? Let h := [a0 , o1 , ..., aL−1 , oL ] be a history list of length L. Assume
that h becomes the current history list at time t, i.e. ht = h. Thus, the sequence
h = [a0 , o1 , ..., aL−1 , oL ] is a suffix of the complete sequence of past observations
and actions formed by the information state It . If there is no history list in
H containing h as a suffix, then the history space H does not provide any
information about events occurred before action a0 was executed. Note that
action a0 does not mark the beginning of the information state It , but only the
beginning of history list h. History list h is therefore maximally informative
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about the current state of the process with respect to history space H. In such
a situation, h is supposed to identify this state.
In the following, we will provide an analysis on how to detect identifying
history lists by criterion CC, given a finite state space. To cope with infinite
state spaces, we will later introduce a second, alternative criterion for detecting
identifying history lists.
How long must a history list be such that it is possible to identify an arbitrary
state from S? The next definition establishes a lower bound.
Definition 22. Sufficient History Length
Let M := (T, S, A, O, fS , fO , r) be a deterministic POMDP such that S is a
finite set of states. The sufficient history length, lsu , is defined as

∞, if ∃s ∈ S, 6 ∃h ∈ H ∗ : h identifies state s
lsu :=
maxs∈S min h∈H ∗ {|h|, h identifies state s}, else
Given a sufficient history length lsu < ∞, it is possible to find an identifying
history list no longer than lsu for an arbitrary state s ∈ S. If a history space
H ⊂ H ∗ does not contain sufficiently long history lists (|h| ≥ lsu ), it is impossible to identify every state from S. Note that the Identify&Exploit algorithm
does not need to identify every single state. The identification module of the
Identify&Exploit algorithm is designed to identify only those states for which
identifying history lists are available. If criterion CC is used to guide the search
for identifying history lists, the sufficient history length will turn out to be a
critical parameter.
Lemma 6. Bounds for the Sufficient History Length
Let M := (T, S, A, O, fS , fO , r) be a deterministic POMDP such that S is a finite
set of states. If the transition graph of M induced by the transition function
fS : S × A → S is strongly connected2 and there is at least one state s ∈ S for
which an identifying history list h ∈ H ∗ exists, then it holds that lsu ≤ |h| + |S|.
Proof. Let h be an identifying history list for state s ∈ S. Consider an arbitrary
state s′ ∈ S. Since the transition graph of M is strongly connected, there exists
a path from s to s′ . Let h′ be the action-observation sequence of this path. By
extending h with h′ (at the tail), we obtain an identifying history list for state
s′ (Lemma 5). Since any cycles on the path from s to s′ can be removed, the
path has a maximal length of |S|. Thus, the identifying history list for state s′
has a maximal length of |h| + |S|.
The bounds of Lemma 6 are somewhat loose. However, the purpose of
the lemma is to show that the sufficient history length is finite for a large
class of deterministic POMDPs. For instance, the partially observable maze
2 A transition graph is strongly connected if, for every pair (s, s′ ) ∈ S × S, it holds that
there exists a path from s to s′ .
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from Figure 4.4 is a deterministic POMDP with a strongly connected transition
graph. We think that the sufficient history length is finite for a much broader
class of deterministic POMDPs, although we will not present further analysis
with respect to this issue.
Before stating our main result with respect to criterion CC, we need to
introduce a certain, especially favorable class of history spaces.
Definition 23. Minimal Identifying History Lists
An identifying history list h ∈ H ∗ is called minimal, if there is no identifying
history list h′ 6= h, which is a suffix of h. Thus, it must hold that
6 ∃h′ ∈ H ∗ : h′ 6= h and h′ is an identifying suffix of h

Definition 24. k-Complete History Spaces
Let Hkid ⊂ H ∗ denote the set of identifying history lists for single states having
∗
a length less or equal to k ∈ N. Let Hkid ⊂ Hkid denote the subset of minimal
identifying history lists contained in Hkid . A history space H ⊂ H ∗ is called
k-complete if the following three conditions are satisfied:
∗

id
⊂H
Hk−l
su
∗

∗

id
∃h′ ∈ H : h′ is a suffix of h and |h′ | > k − lsu
∀h ∈ Hkid \ Hk−l
su
∗

id
6 ∃h′ ∈ H : h′ 6= h and h is a suffix of h′
∀h ∈ Hk−l
su

(4.1)
(4.2)
(4.3)

A k-complete history space contains every minimal identifying history list up
to a length of k − lsu (condition 4.1). In addition, all extensions at the front of
those minimal identifying history lists are explicity excluded (condition 4.3). For
history lists longer than k − lsu , the requirements for a k-complete history space
are lowered. A k-complete history space contains for every minimal identifying
∗
history list h ∈ Hkid longer than k − lsu a suffix of this list (condition 4.2). Note
that this suffix is not necessarily an identifying history list.
The definition of a k-complete history space reflects the necessity of having
identifying history lists in the history space. Moreover, a k-complete history H
space prefers minimal identifying history lists to very long history lists. The
third condition in Definition 24 explicitly eliminates some identifying history
lists from H which are not of minimal length.
Since the Identify&Exploit makes use of a criterion able to decide if a history list h ∈ H is identifying or not, it is reasonable to ask how well criterion
CC will do for this purpose. In other words, how does criterion CC affect the
performance of the Identify&Exploit algorithm? Both the efficient identification strategy as well as the procedure for updating the Q-values (Algorithm 4)
critically rely on a criterion for detecting identifying history lists.

65

Theorem 4. Detection of Identifying History Lists with Criterion CC
Let H ⊂ H ∗ be a history space and let h ∈ H be a history list of length k̂ := |h|.
If k − k̂ ≥ lsu for a fixed k ∈ N, then the following two propositions hold:
H is k-complete
: h is identifying ⇒ 6 ∃h′ ∈ H : h′ 6= h, h is a suffix of h′
(If H is k-complete, then criterion CC is complete)
H satisfies 4.1-2 : h is identifying ⇐ 6 ∃h′ ∈ H : h′ 6= h, h is a suffix of h′
(If H satisfies the conditions (4.1) and (4.2), then criterion CC is correct)

Proof. (⇒):
∗
Let h ∈ H be an identifying history list and let hid ∈ H ∗ be the minimal iden∗
∗
id∗
tifying suffix of h. Since |hid | ≤ |h| = k̂ ≤ k − lsu , it holds that hid ∈ Hk−l
.
su
∗
∗
Since hid is also a suffix of h, it follows from condition (4.3) that h = hid .
id∗
Thus, it holds that h ∈ Hk−l
and it follows again from condition (4.3) that
su
′
there is no history list h ∈ H such that h 6= h′ and h is a suffix of h′ .
(⇐):
Let [s0 , a0 , ..., st−k̂ , at−k̂ , ..., at−1 , st ] be a sequence of states and actions generated by the transition model fS . Let [a0 , o1 , ..., at−k̂ , o(t−k̂)+1 , ..., at−1 , ot ] be the
corresponding sequence of observations and actions generated by the observation model fO . We assume that h = [at−k̂ , o(t−k̂)+1 , ..., at−1 , ot ] is a suffix of the
sequence with |h| = k̂. We assume further that h is a non-identifying history
list. We have to show that there is at least one history list in H containing h as a
suffix. By the definition of the sufficient history length lsu , there exists an identifying history list h′ ∈ H ∗ , h′ := [a′0 , o′1 , ..., a′r−1 , o′r ] for state st−k̂ with r ≤ lsu .
Consider the history list h′′ := [a′0 , o′1 , ..., a′r−1 , o′r , at−k̂ , o(t−k̂)+1 , ..., at−1 , ot ],
which is built by extending h′ with history list h (at the tail). The first thing to
show is that h′′ ∈ H ∗ , i.e. the history list h′′ can be generated by the transition
model fS and the observation model fO . Since h′ is an identifying history list
for state st−k̂ , it trivially holds that h′ ∈ H ∗ . We assumed that the sequence
h = [at−k̂ , o(t−k̂)+1 , ..., at−1 , ot ] can be generated from state st−k̂ by the transition model fs and the observation model fO . Since h′′ is a concatenation of
history list h′ and history list h, it must hold that h′′ ∈ H ∗ . It follows from
Lemma 5 that h′′ is an identifying history list for state st , because h′′ is an
∗
extension of the identifying history list h′ . Let hid be the minimal identifying
∗
suffix of h′′ . Since both hid and h are a suffix of h′′ , it must hold that either h
∗
∗
∗
is a suffix of hid or hid is a suffix of h. If hid is a suffix of h (including the case
∗
h = hid ), then it follows from Lemma 4 that h is an identifying history list.
This would be a contradiction to our assumption that h is a non-identifying
∗
∗
history list. Thus, it must hold that h is a suffix of hid with h 6= hid . If
∗
∗
∗
id
|hid | ≤ k − lsu , then it holds that hid ∈ Hk−l
and it follows from condition
su
∗
id∗
(4.1) that h ∈ H. In this case, we are finished, since h is a suffix of hid . If
∗
∗
|hid | > k − lsu , then hid has a length of at most k, because |h| = k̂, |h′ | ≤ lsu ,
∗
∗
id∗
|h′′ | = |h| + |h′ | and k ≥ k̂ + lsu . Thus, it holds that hid ∈ Hkid \ Hk−l
.
su
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∗

It follows from condition (4.2) that there exists a suffix h′′′ ∈ H of hid with
∗
|h′′′ | > k − lsu . Since h is a suffix of hid and |h| < |h′′′ |, h must be a suffix of h′′′
′′′
with h 6= h . Thus, we found a history list in H containing h as a suffix.
Note that for a k-complete history space H, both directions of Theorem 4
hold, since the conditions (4.1) and (4.2) immediately follow from the definition
of a k-complete history space. Note also that for applying criterion CC, it is
not necessary to know the exact value of lsu . An overestimation of lsu will not
affect the proof of the theorem.
If a k-complete history space H is available, then criterion CC will work
perfectly for history lists h ∈ H no longer than k − lsu . For this to show, let
Hk−lsu ⊂ H ∗ denote the set of history lists no longer than k − lsu . The subset
id
Hk−l
⊆ Hk−lsu contains all identifying history lists from Hk−lsu The second
su
proposition of Theorem 4 guarantees that criterion CC will never classify a
history list h ∈ Hk−lsu as identifying if this is not truly the case. We consider
this to be a correctness result. The first proposition of Theorem 4 guarantees
id
that all identifying history lists h ∈ Hk−l
are actually detected by criterion
su
CC. We consider this to be a completeness result. Thus, if the history space
H used by the Identify&Exploit algorithm is k-complete, we expect both the
Safe Q-Learning procedure (Algorithm 4) as well as the efficient identification
strategy to work properly. If a history list h ∈ H is longer than k − lsu , then h
is assumed to be non-identifying, since Theorem 4 cannot be applied to h.
Interestingly, criterion CC is still ”correct” even if H is not k-complete. The
proof of the second proposition of Theorem 4 relies on the somewhat weaker
assumption that the conditions (4.1) and (4.2) are satisfied. What does this
mean for the Safe Q-Learning algorithm and the efficient identification strategy?
The idea of the Safe Q-Learning algorithm is to perform Q-learning updates
only for identifying history lists. Thus, the updates of the Safe Q-Learning
algorithm are correct as long as criterion CC is correct (second proposition of
Theorem 4). However, even if criterion CC works correctly, the learned Qfunction is not guaranteed to be useful. There may be many identifying history
lists excluded from updating the Q-function. For example, consider a trivial
history space H := Hk containing all history lists up to length k. Thus, both
conditions (4.1) and (4.2) are trivially satisfied and criterion CC is guaranteed
to work correctly. However, it is still possible that criterion CC classifies a
history list as non-identifying, although the list actually identifies a state. In
fact, criterion CC will classify all history lists from H = Hk as non-identifying
and no Q-learning updates will be processed at all. In order to achieve a good
performance of criterion CC, a history space H should contain many minimal
identifying history lists, but no extensions of these lists. If the history space H
contains no front extensions of identifying history lists at all, H is k-complete
by Definition 24. The performance of the Safe Q-Learning procedure gradually
improves with the quality of the history spaces used. Perfect performance is
achieved for a k-complete history space as reflected by Theorem 4. Learning
such history spaces is therefore an important issue, which will be discussed later.
Similar arguments apply to the efficient identification strategy. The iden67

tification strategy is basically an uninformed search in a directed graph. The
nodes in this graph correspond to history lists and the goal of the search is to
find a node corresponding to an identifying history list. If criterion CC works
correctly, but H is not k-complete, some identifying history lists will not be recognized as valid goals in the graph. This is due to the fact that criterion CC will
mistakenly classify some identifying history lists as non-identifying. However,
the length of a shortest path to a goal node strongly depends on the total number of goal nodes present in the graph. Thus, the length of the action sequence
computed by the identification strategy depends on the quality of the history
space H. If H contains many front extensions of minimal identifying history
lists, only a few goal nodes are present in the graph. Conversely, if the history
space used is k-complete, every identifying history list will be recognized as a
valid goal.
To summarize, the key for successfully detecting identifying history lists is
to concentrate on identifying history lists of minimal length. If the history space
H used consists solely of minimal identifying suffixes, criterion CC is able to
do a perfect classification. However, if front extensions of minimal identifying
history lists are present in H, the performance of criterion CC is limited.
If the observation model solely depends on the current state (fO : S → O),
then Theorem 4 also holds for history lists h = [o0 , u0 , .., ut−1 , ot ], including
the observation of the initial state of the history sequence. A modified proof of
Theorem 4 can be found in the appendix.
Safe Q-Learning on Complete History Spaces
Further analysis of the Identify&Exploit algorithm will concentrate on two aspects.
1. Under which circumstances will the Safe Q-Learning algorithm converge
to a unique greedy policy?
2. Is it possible to analyze the performance of the greedy policy learned?
The following theorem gives answers to both of the questions above. The proof
is quite lengthy, because we want it to include illustrative arguments enabling a
better understanding of some of the key ideas of the Identify&Exploit algorithm.
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Theorem 5. Convergence of Q-Learning on k-Complete History Spaces
Let M := (T, S, A, O, fS , fO , r) be a deterministic partially observable Markov
decision process such that S is a finite set of states. Let 0 ≤ β < 1 be a
discounting rate and let k ∈ N be a fixed constant. If H ⊂ H ∗ is a history space
for which it holds that H satisfies the conditions (4.1) and (4.2), and criterion
CC is used to detect identifying history lists from H, then the Safe Q-Learning
algorithm (Algorithm 4) will converge to a unique Q-function. Moreover, there
exists a deterministic MDP MH such that the greedy policy extracted from the
Q-Function constitutes an optimal policy for MH .
Proof. The proof consists of two parts. In the first part, we will construct a deterministic MDP MH such that all Q-learning updates performed by Algorithm
4 are equivalent to ordinary Q-learning updates on the MDP MH . The second
part shows that these Q-learning updates converge to a fixed point such that
an optimal policy for MH can be extracted from the learned Q-function Q̂.
The first thing to show is that the set of sampled transition instances F
converges to a final set F∞ , consisting of all possible transitions (ht , at , rt , ht+1 )
which can be generated by the transition model fS and the observation model
fO . This is due to the fact that at every time t ∈ T , the sampling strategy
selects every action a ∈ A with at least probability ǫ > 0. Thus, every possible
transition on history lists, given the finite state space S, the finite action space
A, and the finite history space H, will eventually occur on a sampled episode.
Note that this final set of transition instances F∞ is again finite.
We will now discuss the individual components of the constructed MDP
MH := (TH , SH , AH , fH , rH ), based on the final set of transition instances F∞ .
In the following, the set F vl denotes the set of valid transitions derived from
the set F∞ . See Algorithm 4 for the definition of the set F vl .
Time Steps The set of time steps is adopted from the POMDP M (TH := T ).
State Space The state space of MH consists of a set of history lists SH ⊆ H.
Stated more precisely, SH contains all history lists h ∈ H, |h| ≤ k − lsu
classified as identifying according to criterion CC. We assume that all
other history list are classified as non-identifying.
It follows from Theorem 4 that every history list in SH is an identifying
history list for a single state from S.
Actions The actions are adopted from the POMDP M (AH := A). However,
the set of actions executable from a history list h ∈ SH is restricted to the
set Avl
h ⊆ A. In subsection 4.2.3, a procedure is given to compute the set
Avl
h from the final set of sampled transition instances F∞ .
Transition Model The transition model fH : SH ×AH → SH is deterministic.
We define fH (h, a) := h′ for history list h ∈ SH and an action a ∈ Avl
h
if there exists a transition instance (ht = h, at = a, rt , ht+1 = h′ ) ∈ F vl .
From the definition of the set Avl
h , it follows that there exists at least one
such transition instance (ht = h, at = a, rt , ht+1 = h′ ) ∈ F vl with h ∈ SH .
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It remains to show that fH is well-defined and h′ ∈ SH . We assume a
sampled transition instance (ht = h, at = a, rt , ht+1 = h′ ) ∈ F vl generated
by the transition model fS and the observation model fO . We have to
show that whenever h ∈ H becomes the current history list (ht = h), and
action a ∈ Avl
h is executed (at = a), the successor list is uniquely given
by ht+1 = h′ ∈ H. Since every history list in SH is identifying a state,
we can conclude that history list h identifies a state sh ∈ S. Thus, it
holds that st = sh if ht = h. If action a ∈ Avl
h is executed from h, then
it holds that s′ := st+1 = fS (sh , a) and o′ := ot+1 = fO (a, s′ ). It follows
that whenever h ∈ H becomes the current history list and action a ∈ Avl
h
is executed, the successor list ht+1 = h′ will be computed based on a
unique action-observation sequence. This sequence is given by [h, a, o′ ].
The current history list ht+1 at time t + 1 is defined as the maximal suffix
of [h, a, o′ ] contained in H. Thus, the successor list ht+1 = h′ is uniquely
determined.
It also holds that h′ ∈ SH . Since (ht = h, at , rt , ht+1 = h′ ) ∈ F vl and we
showed that h′ ∈ H is the unique successor list of h ∈ H after executing
′
vl
a ∈ Avl
h , it must hold that h ∈ SH by the definition of the set Ah .
Reward Function Consider a history list h ∈ SH and an action a ∈ Avl
h . Since
the state space SH contains solely identifying history lists, the history list
h must identify a state sh ∈ S. The reward function rH : SH × AH → R
is defined as rH (h, a) := r(sh , a).
Since both functions fH and rH are deterministic, the process MH is a deterministic Markov decision process (MDP). We will show that the Q-learning updates
performed by Algorithm 4 are equivalent to ordinary Q-learning updates on MH .
An ordinary Q-learning update is defined in Algorithm 1 (α = 1).
(⇒): Assume that an update is made by Algorithm 4 for a transition instance
(ht = h, at = a, rt , ht+1 = h′ ) ∈ F vl . It immediately follows from the definition
′
vl
of Algorithm 4 that a ∈ Avl
h and h ∈ SH . From the definition of the set Ah ,
h
it also follows that h ∈ SH . Since h is identifying a state s , it holds that
rt = (sh , a) = rH (h, a). Thus, the Q-learning update performed by Algorithm
4 is an ordinary Q-learning update on MDP MH .
′
(⇐): Assume a history list h ∈ SH and an action a ∈ Avl
h such that h :=
′
fH (h, a) and r := rH (h, a). These are the components of an ordinary Q-learning
update for MDP MH . It follows from the definition of the transition model fH
that there exists a transition instance T := (ht = h, at = a, rt , ht+1 = h′ ) ∈ F vl .
Thus, an ordinary Q-learning update on MDP MH is performed by Algorithm
4 for transition T . Since h ∈ SH is identifying a state sh , the reward signal rt
of the update made is equal to the reward signal rH (h, a) of the MDP MH .
The second part of the proof is derived from the convergence proof for Qlearning given in [Mit97]. Note that this proof already covers the constructed
MDP MH . However, for the sake of completeness, we will present an adaptation
of this proof using the notation of this thesis. In [BT96], an analysis is provided
for the undiscounted case (β = 1).
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We know from subsection 2.3.1 that in the case of discounted MDPs, an
optimal policy π ∗ for the infinite horizon is stationary and deterministic. In
∗
particular, this also holds for MH , since MH is a deterministic MDP. Let πH
be
∗
an optimal policy with respect to MH and let QH be the optimal Q-function.
The following Bellman equation is a special (deterministic) case of Equation
(2.9).
∗
∀h ∈ SH , a ∈ Avl
h : QH (h, a) = rH (h, a) + β

max

a′ ∈Avl
f

Q∗H (fH (h, a), a′ ) (4.4)

H (h,a)

Let ∆N := maxh∈SH ,a∈Avl
|Q̂N (h, a) − Q∗H (h, a)|. Here, the function Q̂N
h
denotes the approximation of the optimal Q-function Q∗H after the N -th iteration of updating all list-action pairs (h, a) ∈ (SH , Avl
h ) in the update loop of
Algorithm 4. The basic idea of the proof is to show that limN →∞ ∆N = 0. For
all iterations N ∈ N, for all history lists h ∈ SH and for all actions a ∈ Avl
h , the
following equations hold:
|Q̂N +1 (h, a) − Q∗H (h, a)| = |(rH (h, a) + β

Q̂N (fH (h, a), a′ )) −

max

a′ ∈Avl
f

H (h,a)

(rH (h, a) + β

max

a′ ∈Avl
f

Q∗H (fH (h, a), a′ ))|

H (h,a)

= β|

Q̂N (fH (h, a), a′ ))

max

a′ ∈Avl
f

H (h,a)

−

Q∗H (fH (h, a), a′ ))|

max

a′ ∈Avl
f

H (h,a)

≤ β

max

a′ ∈Avl
f

|Q̂N (fH (h, a), a′ ))

H (h,a)

−
≤ β

Q∗H (fH (h, a), a′ ))|
max

h′ ∈SH ,a′ ∈Avl
h′

|Q̂N (h′ , a′ ) − Q∗H (h′ , a′ )|

= β∆N

(4.5)

The first equality is derived from the Bellman equation (4.4) and the definition
of the Safe Q-learning algorithm (Algorithm 4).
From the last equality, it follows that the maximal difference ∆N between
the approximated Q-function after N iterations and the optimal Q-function
is at most β N ∆0 . This can be easily shown by an inductive argument. The
largest initial error ∆0 is bounded because both Q̂0 and Q∗H are bounded.
The approximated Q-function Q̂0 is bounded because the initial Q-function
is initialized with constant values.
Q-function Q∗H is bounded beP∞ The optimal
∗
cause Q∗H (h, a) = rH (h, a) + t=1 β t r(ht , πH
(ht )) with ht = fH (ht−1 , a) and
h1 = fH (h, a). SinceP
the reward function is also bounded, there exists a constant
∞
1
. Thus, it holds that limN →∞ β N ∆0 = 0
C with Q∗H (h) ≤ C t=1 β t = C 1−β
and therefore limN →∞ |Q̂N (h, a) − Q∗H (h, a)| = 0.
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4.2.4

Learning Complete History Spaces

Before a policy defined on history lists can be learned, it is necessary to select
a set of history lists constituting a history space H. As already pointed out,
a k-complete history space enables the Identify&Exploit algorithm to perfectly
decide if a history list is identifying or not. Moreover, a k-complete history
space forces the Safe Q-Learning algorithm to converge to a unique fixed point.
We will now present a procedure able to learn such history spaces.
The basic idea of this procedure has already been introduced in [HJ06] for
the purpose of learning a prediction suffix tree. We will show that the idea
also applies to learning k-complete history spaces. In contrast to [HJ06], we
also consider the reward signals. To understand how the algorithm works, it is
instructive to make the following observation. In a deterministic POMDP, the
sequence of observations and rewards is uniquely determined, given a starting
state and a sequence of actions. Thus, whenever an identifying history list
becomes the current history list, the following sequence of observations and
rewards is unique, given a fixed action sequence. This simple insight can be
used to incrementally build a k-complete history.
First, a set of episodes is sampled from the underlying POMDP. If a history
list h ∈ H becomes the current history list (h = ht ), it can be checked f or a fixed
action sequence starting at time t if the corresponding sequence of observations
and rewards is uniquely determined with respect to the sampled episodes. If this
is the case for all action sequences occurring on these episodes, h is considered
to be identifying and will not be extended any further. Otherwise, the history
list h is extended by an additional action-observation pair. Remember that a
k-complete history space does not include front extensions of identifying history
lists. Thus, we only extend a history list if the list is supposed to be nonidentifying. Algorithm 6 shows pseudocode of this procedure.
Lemma 7. Learning Minimal Identifying History Lists
id∗
Let H ⊂ H ∗ be a history space learned by Algorithm 6. Let Hk−l
denote the
su
id∗
set of minimal identifying history lists up to length of k − lsu . If h ∈ H ∩Hk−l
,
su
then H does not include any front extensions of history list h.
Proof. Consider the case in which an identifying history list h′ has been added
to the candidate set Hc such that h′ is a front extension of a minimal identifying
id∗
history list h ∈ H ∩ Hk−l
. Since h is identifying a state sh , the set of sampled
su
episodes F is deterministic for h. This can be shown by the following argument:
Consider two episodes E ∈ F, E ′ ∈ F in which h becomes the current history
list at time t and t′ , respectively. Thus, it must hold that st = st′ = sh . Since
we assumed a deterministic transition model fS and a deterministic observation
model fO , the sequences of observations and rewards starting from t and t′
are the same if the corresponding action sequences are the same. Thus, F is
deterministic for h and Algorithm 6 will not add h′ to H.
A history list h ∈ H is extended by Algorithm 6 until the set F becomes
deterministic for h. If the set F becomes deterministic for a history list h ∈ H,
the list is supposed to be identifying for a state.
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Algorithm 6 Learning k-Complete History Spaces
1: A set F containing sampled episodes is called deterministic for a history
list h ∈ H if the following condition is satisfied: If h becomes the current
history list on two different episodes from F , then it holds that the following
sequences of observations and rewards on the two episodes are the same if the
corresponding action sequences are the same. Here, the following sequence
means the sequence starting exactly at the time the history list h becomes
the current history list
2: l ← 0
3: H ← {[ao] | a ∈ A, o ∈ O}
4: repeat
5:
l ←l+1
6:
F ← ∅, Hc ← ∅
7:
Collect new data by sampling a number of episodes completely at random.
All sampled transition instances are stored in the set F
8:
Build all one-step extensions (at the front and at the tail) of all history
lists in H having a size of exactly l. One step means a single actionobservation pair. Only those extensions are considered which actually
occur on sampled episodes. The extended lists are added the to a candidate set Hc
9:
If a candidate list h ∈ Hc is not a front extension of any history list
h′ ∈ H, |h′ | ≤ k − lsu such that F is deterministic for h′ , then add h to
H. Otherwise, discard h
10: until l=k
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In order to prevent some identifying history lists from being overlooked by
the sampling process, we consider extensions both at the front as well as at the
tail of a history list. Lemma 7 shows that for all minimal identifying suffixes
id∗
h ∈ Hk−l
included into H, no front extensions are added to H. As can be
su
seen from Definition 24, this is a critical aspect of learning a k-complete history
space. Note that the condition stated in line 9 of the algorithm exactly matches
condition (4.3) of Definition 24.
The only way Algorithm 6 can fail to learn a k-complete history space is
if some minimal identifying history are left out. In such a case, the missing
sequences of observations and actions did not occur in the sampled episodes.
A reasonable solution to this problem is to increase the number of sampled
episodes. However, if a sequence of actions and observations almost never occurs
in sampled episodes, leaving out this sequence will presumably not damage the
performance of the Identify&Exploit algorithm.

4.2.5

Empirical Analysis of Partially Observable Mazes

As a benchmark problem for testing the Identify&Exploit algorithm, we used
the partially observable maze shown in Figure 4.4. The number of non-obstacle
cells in the maze is 104, resulting in a state space of size |S| = 104. This is rather
large compared to typical POMDP benchmarks from the literature. Moreover,
it holds that |O| = 12 and |A| = 4. The reward function is defined to be -1 at
all non-goal states and zero at the goal state. The goal state is absorbing such
that no action will leave the goal state once the learning agent has found this
state. Thus, the learning task is equivalent to finding the goal in minimal time.
The observations made by the learning agent do not depend on actions, but
only on the current state. We therefore used history lists with an additional
observation at the front. Since there are many cells in the maze having no
walls surrounding them, it is necessary to take a couple of well-advised steps to
identify the current state. In fact, we will show that it holds lsu = 5 for this
particular POMDP.
Optimal Policies
For comparison, we first tackled the maze by model-based algorithms for solving
POMDPs optimally. Unfortunately, we were not able to compute an optimal
policy. Since the state space contains more than one hundred states, the computational effort for finding the optimal value function becomes intractable. We
therefore conducted additional experiments for a smaller maze consisting of the
lower right part of the original maze. The small maze has only a single room
containing twenty cells (|S| = 20).
To compute an optimal value function for the small maze, we used the Witness algorithm from [LCK95]. The initial belief state for testing the policy
extracted from the optimal value function was built according to a special distribution of initial states. We assume that the initial states are uniformly distributed, i.e. every non-obstacle cell of the maze has the same probability of
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being selected as an initial state. Such a choice of an initial belief state is
reasonable, since we tested the policy from every non-obstacle cell exactly once.
To illustrate the complexity of both mazes, we also computed optimal policies for the fully observable case (MDP) allowing the learning agent to observe
its exact position in the maze. For this purpose, we applied the Q-learning
algorithm stated in Algorithm 1. In Table 4.3, we summarized the results. It
Maze
Small
Big

State Space (|S|)
20
104

MDP (optimal)
2.2
7.77

Witness (optimal)
2.7
?

Table 4.3: Performance of optimal policies. The third column corresponds to
an optimal policy for the fully observable case (MDP), while the fourth column
corresponds to an optimal policy for the partially observable case (POMDP).
Both columns give the number of steps to the goal averaged over every possible
starting state. A state s a possible starting state if it is a non-obstacle cell.
is easy to see that the performance of an optimal policy for the fully observable
case bounds the performance of an optimal policy for the partially observable
case. Although we are not able to provide exact values with respect to the big
maze, we speculate that an optimal policy takes approximately nine to eleven
steps to the goal.
Memoryless Policies
To point out the necessity of using memory to solve the partially observable
mazes, we also computed the best memoryless policies. To interpret the results
we achieved, it is instructive to refer to the concept of a proper policy introduced
in [BT96]. We call a policy π proper if π is capable of reaching the goal state
from every starting state. Since both mazes are deterministic, this definition of
a proper policy is equivalent to the one given in [BT96].
Table 4.4 shows results from applying a model-based search (Branch &
Bound) for optimal, memoryless policies. A detailed description of this algorithm is given in [Lit94]. The algorithm is guaranteed to eventually find an
optimal solution and terminates after inspecting at most |A||O| distinct policies.
For the small maze, it was possible to compute policies being both proper
and memoryless. However, these policies have poor performance compared to
the optimal policies from Table 4.3. We discovered that there exists no policy
for the big maze, which is both proper and memoryless.
Learning Memoryless Policies without a Model
An algorithm similar to Q-learning, which has been already proven to be successful in model-free learning memoryless policies for POMDPs, is the Sarsa(λ)
algorithm (0 ≤ λ ≤ 1). The success of Sarsa(λ) is due to the fact that Sarsa(λ)
is a mixture of Q-learning and a Monte Carlo approach for evaluating policies.
75

Maze
Small
Big

State Space (|S|)
20
104

Goal
100 %
50.96 %

Memoryless (optimal)
7.9
103.08

Table 4.4: Performance of optimal, memoryless policies. The third column gives
the percentage of starting states from which the optimal policy reaches the goal
state. The fourth column gives the number of steps to the goal averaged over
every possible starting state. An episode for testing the learned policy is aborted
if the goal state is not reached after at most 200 steps.

It is shown in [LS98] that, for λ ≈ 1, Sarsa(λ) can handle POMDPs much better
Algorithm 7 Sarsa(λ)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

∀o ∈ O, ∀a ∈ A : Q̂(o, a) ← 0
∀o ∈ O, ∀a ∈ A : e(o, a) ← 0
t←0
Select initial learning rate 0 < α0 ≤ 1
Make initial observation o0 of state s0
Select random action a0 and observe reward r0
t←1
repeat
Make observation ot of state st
Select action at by an ǫ-greedy exploration strategy
δ ← rt−1 + β Q̂(ot , at ) − Q̂(ot−1 , at−1 )
e(ot−1 , at−1 ) ← e(ot−1 , at−1 ) + 1
for all o ∈ O, a ∈ A do
Q̂(o, a) ← Q̂(o, a) + αt−1 δe(o, a)
e(o, a) ← βλe(o, a)
end for
Update learning rate αt ← h(αt−1 )
Observe reward rt ← r(st , at )
t←t+1
until the Q-function converges or t exceeds a certain threshold

than Q-learning.
The basic idea for learning memoryless policies by Sarsa(λ) is to approximate a Q-function on observations instead of states. Unfortunately, as for most
POMDPs, the observation spaces of the mazes considered are not Markovian.
While Q-learning is supposed to diverge in such a setting, the Sarsa(λ) algorithm
may find good policies. A more detailed explanation of Sarsa(λ) is provided in
[SB98].
We applied Sarsa(λ) to both mazes in order to figure out what memoryless
policies can be learned without a model. Figure 4.8 shows a learning curve
for Sarsa(λ) applied to the small maze. As for all learning curves presented in
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this thesis, the speed of the learning process is expressed in terms of control
cycles. A control cycle corresponds to a single transition instance sampled. The
total number of control cycles is therefore equivalent to the total number of
interactions with the environment.
As for all of the following experiments, the optimal setting of parameters was
found by a systematic search we had done before starting the final experiment.
As proposed in [LS98], we implemented a linearly decreasing exploration rate. In
particular, the exploration rate starts at ǫ = 0.4 and then decreases linearly until
the 10000th action is executed. After 10000 action choices, the exploration rate
arrives at ǫ = 0. The experiment consists of twenty runs. The learning curve
shows the average performance of these runs supplemented by the standard
deviation.
170
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100
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70
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30
20
10
0
0.0
*100

Sarsa (small maze)

5.0
*103

10.0
15.0
*103
*103
control cycles

20.0
*103

25.0
*103

Figure 4.8: Learning memoryless policies for the small maze by Sarsa(λ). The
x-axis shows the number of control cycles, while the y-axis shows the average
number of steps to the goal. The number of steps to the goal is averaged over
all possible starting states. Setting of parameters: Learning rate α = 0.01,
exploration rate ǫ = 0.4 (linearly decreasing), discounting rate β = 1, and
λ = 0.9.
Figure 4.9 shows a similar experiment for the big maze. Since the big maze
contains many more cells, the exploration decreases much slower, i.e. the exploration rate arrives at ǫ = 0 after 100000 action choices. Again, the setting of
parameters was found by a systematic search and the experiment was repeated
twenty times.
To summarize the results achieved, Table 4.5 shows for both experiments
the final, average performance of the policies learned. Note that for the big
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Figure 4.9: Learning memoryless policies for the big maze by Sarsa(λ). The
x-axis shows the number of control cycles, while the y-axis shows the average
number of steps to the goal. The number of steps to the goal is averaged over
all possible starting states. Setting of parameters: Learning rate α = 0.01,
exploration rate ǫ = 0.4 (linearly decreasing), discounting rate β = 1, and
λ = 0.95.
maze, Sarsa(λ) turns out to be very unstable. This is probably due to the fact
that there exists no memoryless policy capable of reaching the goal from every
starting state.
The QU-List Algorithm
To compare our approach to another powerful method for solving POMDPs
without a model, we conducted experiments with an extension of the U-tree
algorithm [McC95]. In order to make the U-tree algorithm applicable to large
state spaces, we added some features to U-tree. We named this extended algorithm QU-List. Both U-tree and QU-list compare well to the Identify&Exploit
algorithm because all three algorithms make use of short-term memory.
The basic idea of QU-List is to perform Q-learning on a learned history
space. The Q-function is therefore not defined on states, but on history lists. In
contrast to the Identify&Exploit algorithm, the Q-function and the history space
are learned simultaneously. After every nref sampled transition instances, the
history space is refined according to a reward-based criterion. The refinement
process is adopted from the U-tree algorithm described in section 4.1.2. Detailed
pseudocode of the refinement process is shown in Algorithm 8.
The complete QU-List algorithm is stated in Algorithm 9. A history list is
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Maze
Small
Big

State Space (|S|)
20
104

Sarsa(λ)
8.93
155.85

% Optimal
15 %
45 %

Table 4.5: Average performance of policies learned by Sarsa(λ). The third column gives the number of steps to the goal averaged over every possible starting
state. The fourth column gives the percentage of the twenty runs of Sarsa(λ),
in which the optimal memoryless policy was found. An episode for testing the
learned policy is aborted if the goal state is not reached after at most 200 steps.

extended at the front only if the Q-values of the extended list are significantly
different from the original list. Since the Q-values correspond to the cumulative
reward, the refinement process is guided by a reward-based criterion. The idea
of this criterion is to build a history space such that it is possible to learn policies
achieving a high cumulative reward. Note that there is no theoretical guarantee
that Algorithm 8 is able to build such desirable history spaces.
The most important parameters of the complete QU-list algorithm (Algorithm 9) are the constant exploration rate ǫ, the constant learning rate α, the
maximal number of iterations of the update loop Nmax , and the frequency
nref of refinement steps. In contrast to the Identify&Exploit algorithm, the
Q-learning updates performed by QU-list do not necessarily converge to a fixed
point. Thus, by introducing the parameter Nmax , we stop the Q-learning update
loop after a fixed number of iterations of the loop. To increase the likelihood
that Q-learning still converges, the QU-list algorithm uses a constant learning
rate α < 1. Although not explicitly stated in the pseudocode, the Algorithm 8
is called several times in a row to make the refinement process more efficient.
The QU-list algorithm differs from the original implementation of U-tree in
several ways. However, we are confident that QU-list is at least equally powerful,
since we successfully used parts of the QU-list algorithm in our own algorithms3 .
The extensions implemented for QU-list were developed in order to solve problems we encountered while using U-tree. It follows a summary of the main
differences of the QU-list algorithm compared to the original implementation of
U-tree from [McC95].
1. Instead of using decision trees, QU-list represents short-term memory in
the form of history lists. This should not make a difference with respect to
the quality of the policies learned, since the two representations are almost
equivalent. Note that a decision tree containing sequences of observations
and actions can be easily decomposed into a set of history lists (Figure 4.1).
We found history lists to be more practical, since we already developed a
framework for history lists.
2. Instead of learning a model from sampled transition instances and then
applying value iteration, QU-list uses a variant of Q-learning to derive a
3 In

the next section we will present an algorithm sharing ideas with the QU-list algorithm.
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Algorithm 8 Refinement of History Space
1: Build all one-step extensions (at the front) of all history lists in H and add
the new history lists to a candidate set Hc . One step means a single actionobservation pair. Only those extensions are considered which actually occur
on sampled episodes from F
2: Build a set of candidate transitions Fch for every candidate list h ∈ Hc . The
set Fch is derived from the original set of transitions F by recomputing, for
every episode E = [a0 , o0 , ..., aL−1 , oL ] from F , the sequence of current history lists {ht | (0 ≤ t ≤ L)} based on an extended history space H ∪{h}. All
resulting (recomputed) transition instances (ht , at , rt , ht+1 ) in which history
list h occurs are added to the set Fch
3: Consider the following sets of real numbers:
∀h ∈ H, ∀a ∈ A : Q̂h,a
:= {r + β max
Q̂(h′ , a′ ) | (h, a, r, h′ ) ∈ F }
1
′
a ∈A

∀h ∈ Hc , ∀a ∈ A : Q̂h,a
:= {r + β max
Q̂(h′ , a′ ) | (h, a, r, h′ ) ∈ Fch }
2
′
a ∈A

If hc ∈ Hc is a one-step extension of history list h ∈ H, the two sets Qh,a
1
and Qh2 c ,a are compared by a statistical test (Kolmogorov-Smirnov) for all
actions a ∈ A. If for an action a ∈ A, the set Qh,a
1 is sampled from a different
distribution than the set Qh2 c ,a , then hc is included into H. Otherwise, hc
is discarded
policy. In [McC95], the author points out that Q-learning is a reasonable
extension to the U-tree algorithm.
3. In order to speed up Q-learning, the QU-list algorithm performs batch
updates of the Q-function by iterating over the set F . This is much
more efficient compared to ordinary Q-learning (Algorithm 1), since every
sampled transition instance can be used several times.
4. To make QU-list applicable to large state spaces, we implemented a basic
form of temporal abstraction which can be turned on or off according
to the needs of the problem setting considered. The idea is to repeatedly
execute the same action as long as the current observation does not change.
This significantly reduces the total number of action choices and therefore
simplifies the learning problem. A transition instance is created at time t
only if ot 6= ot−1 . The reward signal rt is therefore the cumulative reward,
since the last time a transition instance was created. The current history
list ht is computed based on this new shorter sequence of observations and
actions. This can also be regarded as a simple form of options [SPS99]. In
Figure 4.10, an example of an abstract transition is shown. To keep the
pseudocode of the QU-list algorithm simple, temporal abstraction is not
included into the definition of Algorithm 9.
We will now present an empirical evaluation of the QU-List algorithm by
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Algorithm 9 QU-List
1: F ← ∅
2: H ← {[ao] | a ∈ A, o ∈ O}
3: ∀a ∈ A, ∀h ∈ H : Q̂(h, a) ← 0
4: repeat
5:
Sample a set of episodes consisting of transition instances Fnew by an
ǫ-greedy exploration strategy. The greedy actions are extracted from the
approximated Q-function Q̂
6:
F ← F ∪ Fnew
7:
for i = 0 to Nmax do
8:
for all (ht , at , rt , ht+1 ) ∈ F do
9:
Q̂(ht , at ) ← (1 − α)Q̂(ht , at ) + α(rt + β maxa∈A Q̂(ht+1 , a))
10:
end for
11:
end for
12:
After every nref sampled transition instances, call Algorithm 8 to refine
the history space H
13: until the size of F exceeds a certain threshold

O

O

a,r

O

a,r’

a,r + r’ + r’’

O

a,r’’

O’

O’

Figure 4.10: Three ordinary transitions compared to one abstract transition.
Only a single abstract transition is created, because the first three observations
of the sequence are all the same. The reward of the abstract transition equals
the cumulative reward of the three single transitions. If temporal abstraction is
used in such a manner, the current history list is derived from the new shorter
sequence of observations and actions.
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applying QU-list to both partially observable mazes. As summary of the performance of the QU-List algorithm is given in Table 4.6.
Maze
Small
Big

State Space
20
104

QU-List
2.72
31.26

Table 4.6: Average performance of policies learned by the QU-List algorithm.
The third column gives the number of steps to the goal averaged over every
possible starting state.

average steps to goal

For the small maze, it was possible to learn surprisingly good policies. Temporal abstraction was disabled for this experiment. The experiment consists
of twenty runs of the QU-list algorithm. A learning curve is shown in Figure
4.11. The final average performance of the policies learned by QU-list for the
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0
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QU-List (small maze)

100.0
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control cycles
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Figure 4.11: Policies learned for the small maze by the QU-list algorithm. The
x-axis shows the number of control cycles, while the y-axis shows the average
number of steps to the goal. The number of steps to the goal is averaged over all
possible starting states. Setting of parameters: Learning rate α = 0.2, constant
exploration rate ǫ = 0.3, discounting rate β = 1, Nmax = 200 and nref = 1000
sampled transition instances.
small maze is an average number of 2.72 steps to the goal, which is very close to
the optimal solution. The size of the history spaces built by QU-list is around
|H| = 1000 with very small variance. Why is QU-list able to find such good
policies?
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The QU-list algorithm does not distinguish between identifying history lists
and non-identifying history lists. A policy for a history list h ∈ H is derived by
extracting a greedy action from the learned Q-function, no matter if h identifies
a state or not. For small state spaces, this heuristic works well because of the
following reasons:
1. If the state space is small, short history lists suffice to identify the current state. Thus, most history lists from H identify a state anyway. The
Q-learning updates are therefore likely to converge even if this is not guaranteed from a theoretical point of view. Also the statistical tests used by
QU-list work reliably, since the approximated Q-function is relatively close
to the actual cumulated rewards achieved.
2. If the small maze is considered, the Q-values provide a better heuristic for
the selection of actions than an efficient identification strategy. This is due
to the fact that identification steps become almost irrelevant if the goal is
only a very few steps away. For the small maze, an efficient identification
strategy causes unnecessary overhead.
We also tried to apply the QU-list algorithm to the big maze. Unfortunately,
we were not able to learn successful policies at all. To find the goal state of the
big maze, relatively long history lists are necessary. In other words, it is not
possible to define good policies on short history lists. Since QU-list starts with
history lists having a length of one, Q-learning is not able to compute meaningful
Q-values for these lists. As a consequence, the statistical tests relying on the
Q-values are not able to extend the lists in such a way that the resulting history
space can be used to learn good policies. To summarize, the QU-list algorithm
lacks theoretical guarantees with respect to the procedure of building a history
space and learning policies on this space.
However, by making use of temporal abstraction as described above, the
space of policies considered by QU-list can be significantly reduced. In Figure
4.12, we present results of ten runs of the QU-list algorithms applied to the big
maze using temporal abstraction. The final average performance of the policies
learned by the QU-list algorithm for the big maze is an average number of 31.26
steps to the goal. As can be seen from the learning curve, the learning process is
somewhat unstable. Since average values are less meaningful for high variances,
we summarized in Table 4.7 the best and the worst policy learned.
Maze
Big

QU-List (average)
31.26

QU-List (best)
11.51

QU-List (worst)
84.39

Table 4.7: Best and worst performance of policies for the big maze learned by
the QU-list algorithm with temporal abstraction. The third column gives the
performance of the best run, while the fourth column gives the performance of
the worst run. The performance of a policy is expressed by the average number
of steps to the goal.
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Figure 4.12: Policies learned for the big maze by the QU-list algorithm with
temporal abstraction. The x-axis shows the number of control cycles, while the
y-axis shows the average number of steps to the goal. The number of steps
to the goal is averaged over all possible starting states. Setting of parameters:
Learning rate α = 0.1, constant exploration rate ǫ = 0.1, discounting rate β = 1,
Nmax = 200 and nref = 40 sampled episodes.
The history spaces learned by QU-list were very small. All runs of QU-list
learned a history space of size 400 ≤ |H| ≤ 1000. This is due to the fact that
temporal abstraction drastically reduces the length of the history lists used. An
abstract episode is very short compared to an ordinary one, since the number of
abstract transitions is much less than the number of ordinary transitions. Thus,
if temporal abstraction is used, then short history lists suffice to define good
policies. A history space H built by using temporal abstraction is therefore
much smaller than a history space built without temporal abstraction.
Note that a temporarily abstract POMDP is different from the original
POMDP considered. The optimal solution of the temporarily abstract POMDP
is possibly worse than for the original one, since much information about the
complete sequence of past observations is ignored. In other words, the space
of policies available for temporarily abstract POMDPs is a subset of the space
of policies available for the original POMDP. However, as discussed later, for
continuous state space, it is inevitable to introduce some form of temporal abstraction.
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Applying the Identify&Exploit Algorithm to Complete History Spaces
To give an impression of how much memory is generally necessary to define
successful policies for the partially observable mazes, Table 4.8 provides the
sufficient history lengths for these particular POMDPs. We computed the constants by a separate software tool we developed for analyzing history spaces for
deterministic POMDPs.
Maze
Small
Big

State Space (|S|)
20
104

Sufficient History Length (lsu )
3
5

Table 4.8: The sufficient history length of the partially observable mazes shown
in Figure 4.4. The small maze consists of the lower right part of the original
maze.
To analyze the performance of policies learned by the Identify&Exploit algorithm, we first built five different k-complete history spaces by the procedure
stated in Algorithm 6. While only a single k-complete history space was built for
the small maze (k = 6), four different types of history spaces were built for the
big maze (k ∈ {6, 7, 8, 9}). A bit of prior knowledge is included in the learning
process, since Algorithm 6 makes use of the correct sufficient history length lsu .
However, as long as the sufficient history length is not underestimated, both
Algorithm 6 as well as the Identify&Exploit algorithm also work reliably for a
rough guess of the constant lsu .
How does a particular estimate of lsu affect the performance of Algorithm
6 for learning complete history spaces? The constant lsu determines how many
front extensions of identifying history lists are excluded from the history space
H. Since front extensions of identifying history lists are not necessary at all for
building k-complete history spaces, it does not harm the quality of the learned
spaces if lsu is overestimated. A problem occurs only if lsu is underestimated.
In such a situation, too many front extensions of minimal identifying history
lists are included into H preventing the algorithm from building a k-complete
history space.
What about the Identify&Exploit algorithm? For our empirical evaluation of
the Identify&Exploit algorithm, we used the correct values for lsu . The criterion
CC for detecting identifying history lists is guaranteed to classify a list h ∈ H
perfectly if it holds that |h| ≤ k − lsu (Theorem 4). If lsu is overestimated,
then criterion CC detects a lesser number of identifying history lists. If lsu is
underestimated, criterion CC is not guaranteed to work correctly anymore, i.e
some non-identifying history lists may be wrongly classified as identifying.
It is possible to interpret the empirical results for different estimates of the
constant lsu by again considering the inequality |h| ≤ k − lsu . For example,
assume that a k-complete history space is available and the sufficient history
length lsu is overestimated by lsu + x. Then, the resulting performance of
criterion CC corresponds to the performance achieved for a (k − x)-complete
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history space using the correct sufficient history length lsu .
Learning Complete History Spaces for Partially Observable Mazes
In Table 4.9, the basic properties of the history spaces learned are summarized.The experiments of learning k-complete history spaces were repeated twenty
times. We verified by using our software tool for analyzing history spaces, that
all spaces learned were actually k-complete.
Maze
Small
Big
Big
Big
Big

k
6
6
7
8
9

Size (|H|)
3511.2 (29.4)
55506.8 (139.4)
137359.5 (333.1)
141514.5 (523.24)
288114.6 (583.2)

Detected Identifying Lists
2116.45 (16.6)
1 (0)
11502.9 (105.7)
10278.1 (119.8)
24866.5 (152)

Table 4.9: History spaces learned by Algorithm 6. The second column gives the
parameter k of the algorithm. The third column gives the total size of the history
space learned. The fourth column gives the number of identifying history lists
from the learned space detected by criterion CC. All values shown are averaged
over twenty runs. The numbers in braces give the standard deviation. All
history spaces learned were actually k-complete.
To build the k-complete history spaces, Algorithm 6 collected a total number of k ∗ 20000 transition instances for the small maze and a total number of
k ∗ 200000 transition instances for the big one. An exception is the 8-complete
space, for which it surprisingly turned out that a number of 8∗100000 transition
instances gave better results. This means that the Identify&Exploit algorithm
was able to learn better policies on a smaller history space learned by sampling
only 8 ∗ 100000 transition instances. The most likely explanation for this phenomenon is that sampling many instances causes Algorithm 6 to include many
history lists into the history space. Since there exist many more non-identifying
lists than identifying ones, most of the added lists are non-identifying. These
non-identifying history lists are then used by the efficient identification strategy
as intermediate steps on a path to an identifying history list. If many nonidentifying history lists are available, then the identification strategy is able to
find a path to an identifying history list having a very high probability of success. However, this is not always as desirable as it seems, because paths reaching
an identifying history list with a very high probability of success are often very
long and circuitous. A reasonable extension to our identification strategy would
be therefore to select a path to an identifying history list not only based on
success probabilities but also on the cumulative reward. As discussed earlier,
we leave this issue out for future work.
Since it takes five steps (lsu = 5) to identify an arbitrary state of the big
maze, criterion CC can detect only few identifying history lists if the parameter

86

k takes on low values. For example, consider the case k = 6. Since k − lsu =
6 − 5 = 1, it follows from Theorem 4 that criterion CC is able to classify history
lists having a length of at most one. It is easy to see that the only identifying
history list of length one is the history list consisting of the goal observation.
This is the reason why the second row of Table 4.9 states that there is only a
single identifying history list detected by criterion CC.
Combining the Identify&Exploit Algorithm with Criterion CC
After having the history spaces learned, we employed the Safe Q-Learning algorithm (Algorithm 4) to learn a Q-function on these spaces. Remember that
extensions of identifying history lists are again identifying (Lemma 4 and Lemma
5). Thus, we considered extensions (front or tail) of a history list h ∈ H to be
identifying if h is classified as identifying by criterion CC. It is easy to see that
such a procedure does not harm the convergence proof for Q-learning (Theorem
5). History lists which do not satisfy the assumptions made by Theorem 4 are
classified as non-identifying by criterion CC.
To point out the importance of the efficient identification strategy, we repeated all learning experiments with a random identification. The random
identification chooses an action at random if the current history list is nonidentifying. Otherwise, a greedy action is extracted from the Q-function.
To find an optimal set of parameters, we performed a coarse search in the
parameter space before starting the final experiments. In Figure 4.13, the performance of policies learned for the small maze is shown. For each of the twenty
history spaces built, a Q-function was learned by a separate run of the Safe
Q-Learning algorithm. The learned Q-function was tested by applying the Identify&Exploit algorithm (Algorithm 3).
Figure 4.14 show analogous results for the 9-complete history spaces built
for the big maze. Individual learning curves for the other history spaces (k ∈
{6, 7, 8}) can be found in the appendix. To show that the performance of policies
increases with the parameter k, i.e. with the amount of memory used, we
replotted all learning curves for the big maze in Figure 4.15. Note that Figure
4.15 shows the complete learning curves (4∗106 control cycles), while the Figures
4.13 and 4.14 show only the most important parts of the learning curves (2 ∗ 106
control cycles). The learning curves presented show average values over twenty
runs supplemented by the standard deviation.
To summarize the results of the experiments, Table 4.10 shows the performance of all final policies learned. The values are again averaged over twenty
runs of the algorithm.
From the Figures 4.13 and 4.14, it can be seen that the efficient identification
strategy yields much better results than the random identification strategy. Except for the 6-complete history space, the Identify&Exploit algorithm converges
smoothly to a final policy. The performance of the policies learned is reasonably close to the optimal policies. The worse results for the 6-complete history
space are caused by the fact that criterion CC is applicable only to a single
history list (Table 4.9). Thus, for the 6-complete history space, almost all his87
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Figure 4.13: The Identify&Exploit algorithm applied to the small maze using
criterion CC. The x-axis shows the number of control cycles, while the y-axis
shows the number of steps to the goal averaged over all possible starting states.
Setting of parameters: 6-complete history space, constant exploration rate ǫ =
0.1, discounting rate β = 1.0, and the maximal search depth L = 2 (efficient
identification). After every |Fnew | = 5000 sampled transition instances, the
Q-learning update loop was executed.
tory lists are classified as non-identifying and the Identify&Exploit algorithm
becomes equivalent to a search prodcedure consisting of the efficient identification strategy. However, the results show that dividing the overall problem
into an identification phase and an exploitation phase works well for the mazes
considered.
Another interesting observation we made is that for low values of k, a deeper
search for identifying history lists is necessary than for high values of k. The
search depth is given by the parameter L. This phenomenon can be explained by
the fact that for high values of k, criterion CC is able to detect many identifying
history lists (Table 4.9). Thus, if many identifying history lists are available,
the efficient identification strategy may find a path to an identifying history list
very easily.

88

average steps to goal

160
155
150
145
140
135
130
125
120
115
110
105
100
95
90
85
80
75
70
65
60
55
50
45
40
35
30
25
20
15
10
5
0
0.0
*100

Efficient Identification
Random Identification

200.0
*103

400.0
*103

600.0
*103

800.0
1.0
1.2
*103
*106
*106
control cycles

1.4
*106

1.6
*106

1.8
*106

2.0
*106

Figure 4.14: The Identify&Exploit algorithm applied to the big maze using
criterion CC. The x-axis shows the number of control cycles, while the y-axis
shows the number of steps to the goal averaged over all possible starting states.
Setting of parameters: 9-complete history space, constant exploration rate ǫ =
0.2, discounting rate β = 1.0, and the maximal search depth L = 2 (efficient
identification). After every |Fnew | = 100000 sampled transition instances, the
Q-learning update loop was executed.

Maze
Small
Big
Big
Big
Big

k
6
6
7
8
9

Search Depth (L)
2
7
4
3
2

Identify&Exploit
3.56
32.47
16.71
15.45
12.80

Table 4.10: Performance of the Identify&Exploit algorithm using criterion CC
for detecting identifying history lists. The second column shows the type of
history space and the third column shows the maximal search depth used by
the efficient identification strategy. The fourth column shows the number of
steps to the goal averaged over all possible starting states.
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Figure 4.15: The Identify&Exploit algorithm applied to the big maze using the
efficient identification strategy and criterion CC. The x-axis shows the number
of control cycles, while the y-axis shows the number of steps to the goal averaged
over all possible starting states.
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4.3

Scaling Up the Identify&Exploit Algorithm

The theoretical and empirical results presented so far show that it is promising
to apply the Identify&Exploit algorithm to k-complete history spaces. However,
if the state space is infinite, a k-complete history space does not provide enough
information about past events to perfectly identify every single state.
Lemma 8. Sufficient History Length for Infinite State Spaces
Let M := (T, S, A, O, fS , fO , r) be a deterministic POMDP such that S is an
infinite set of states and O is a finite set of observations. Then, it holds that
lsu = ∞.
The proof of Lemma 8 can be found in the appendix. Given an infinite state
space, using a k-complete history space may be impractical for several reasons.
• If the state space is of infinite size, the sufficient history length lsu is
infinite as well. In such a setting, criterion CC is not able to detect a
single identifying history list, even if a k-complete history space is available
(Theorem 4). The applicability of criterion CC is therefore limited to finite
state spaces.
• In the worst case, the size of a k-complete space grows exponentially in
the parameter k. Learning k-complete history spaces is practical only for
problems which can be solved with reasonably little memory.
• For learning a k-complete history space, it is necessary to sample a set of
transition instances F . In order to avoid a high sample complexity, it may
be desirable to define policies also on ”incomplete” history spaces.
To solve the problems mentioned above, we will present an alternative criterion
for detecting identifying history lists. This criterion can be applied both to
arbitrary history spaces as well as to arbitrary state spaces without destroying
convergence of the Safe Q-Learning algorithm. However, the theoretical guarantees with respect to the performance of the new criterion will be somewhat
weaker than for criterion CC.

4.3.1

An Alternative Criterion for Detecting Identifying
History Lists

Definition 25. Criterion for Detecting Identifying History Lists (CE)
Let H ⊂ H ∗ be a history space. A history list h ∈ H is called identifying
according to criterion CE and a set of transition instances F if the following
condition is satisfied for every pair of transition instances from F :
(h, a, r′ , h′ ) ∈ F ∧ (h, a, r′′ , h′′ ) ∈ F ⇒ r′ = r′′ ∧ h′ = h′′ .
We say that two transitions are conflicting if r′ 6= r′′ or h′ 6= h′′ .
In contrast to criterion CC, criterion CE is based on empirical evidence in
the form of sampled transition instances. Thus, it is not possible to analytically
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prove that criterion CE will classify every history list correctly. However, since
we consider only deterministic POMDPs, we can prove some basic properties of
criterion CE.
Lemma 9. Detection of Identifying History Lists with Criterion CE
Let H ⊂ H ∗ be a history space. If a history list h ∈ H is identifying a single
state, then criterion CE will classify h correctly. Secondly, if h ∈ H is nonidentifying according to criterion CE, then h is actually not identifying a single
state.
Proof. Consider two transition instances (h, a, r′ , h′ ) ∈ F, (h, a, r′′ , h′′ ) ∈ F.
Assume that the first transition was sampled at time t and the second transition
was sampled at time t′ . Thus, it must hold that ht = ht′ = h. If h is identifying
a single state sh ∈ S, it must hold that st = st′ = sh . If an action a ∈
A is executed, then it holds that s′ := st+1 = st′ +1 = fS (sh , a) and o′ :=
ot+1 = ot′ +1 = fO (s′ , a). It follows that the next current history lists ht+1 = h′
and ht′ +1 = h′′ are computed based on the same sequence of observations and
actions. This sequence is given by [h, a, o′ ]. It follows that h′ = h′′ . Also the
reward signals r′ = r′′ = r(sh , a) must be the same. The condition stated in the
definition of criterion CE is therefore satisfied and h is classified as an identifying
history list.
We now assume that there are conflicting transitions in F such that
(h, a, r′ , h′ ) ∈ F and (h, a, r′′ , h′′ ) ∈ F with r′ 6= r′′ or h′ 6= h′′ . If r′ 6= r′′ , the
states of the process before executing action a ∈ A must have been different
for the two transitions, since the reward function r is deterministic. Thus, h
is not identifying a single state. Similarily, if h′ 6= h′′ , the observations made
after executing a ∈ A must have been different for the two transitions, since the
observation model fO is deterministic. Thus, the states of the process before
executing action a ∈ A must have been different. Thus, h cannot be identifying
for a single state.
There are only a few situations in which criterion CE fails to classify a history
list h ∈ H correctly. For such a situation to occur, it must be the case that
h is non-identifying and there are no conflicting transition instances for h in
F . A reasonable solution to this problem is to increase the number of sampled
transition instances. We will later discuss some other practical methods for
increasing the accuracy of criterion CE.
How is the performance of the Identify&Exploit algorithm affected by the use
of criterion CE? Like for criterion CC, we can show that the Identify&Exploit
algorithm is sound in the sense that Q-learning converges to a unique fixed
point.
Theorem 6. Convergence of Q-Learning on Arbitrary History Spaces
Let M := (T, S, A, O, fS , fO , r) be a deterministic partially observable Markov
decision process. Let 0 ≤ β < 1 be a discounting rate and let H ⊂ H ∗ be a
history space. If criterion CE is used to detect identifying history lists and the
state space S is finite, then the Safe Q-Learning algorithm (Algorithm 4) will
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converge to a unique Q-function. If the state space S is infinite, then for every
single run of the Q-learning update loop of the Safe Q-Learning algorithm, the
Q-function converges to a unique fixed point. In both cases, there exists a deterministic MDP MH such that the greedy policy extracted from the approximated
Q-function constitutes an optimal policy for MH .
Proof. The proof is an adaptation of the proof for Theorem 5. A deterministic
MDP MH will be created such that all Q-learning updates performed by the
Safe Q-Learning algorithm are equivalent to ordinary Q-learning updates on the
MDP MH .
If the state space is finite, the same arguments as in the proof for Theorem
5 can be used to show that the set of transitions F converges to a final set
F∞ . If the state space is infinite, then we consider only a single run of the Qlearning update loop, given a set of sampled transitions F . Since the process of
creating a deterministic MDP MH from the set F∞ is equivalent to the process
of creating a deterministic MDP MH from the set F , we will show the proof
only once using the set F∞ .
We will now discuss the individual components of the constructed MDP
MH := (TH , SH , AH , fH , rH ) based on the final set of transition instances F∞ .
In the following, the set F vl denotes the set of valid transitions derived from
the set F∞ .
Time Steps The set of time steps is adopted from the POMDP M (TH := T )
State Space The state space of MH consists of a set of history lists SH ⊆ H.
Stated precisely, SH contains all history lists h ∈ H classified as identifying
according to criterion CE and the set of transitions F∞ .
Actions The actions are adopted from the POMDP M (AH := A). However,
the set of actions executable from a history list h ∈ SH is restricted to the
set Avl
h ⊆ A. In subsection 4.2.3, a procedure is given to compute the set
Avl
from
the final set of sampled transition instances F∞ .
h
Transition Model The transition model is deterministic and can therefore be
represented by a function fH : SH × A → SH . We define fH (h, a) := h′
for history lists h ∈ SH , h′ ∈ SH and an action a ∈ Avl
h if there exists
a transition instance (ht = h, at = a, rt = r′ , ht+1 = h′ ) ∈ F vl . From
the definition of the set Avl
h , it follows that there exists at least one such
transition instance with h ∈ SH .
It remains to show that fH is well-defined and h′ ∈ SH . We assume
a sampled transition instance (ht = h, at = a, rt = r′ , ht+1 = h′ ) ∈ F vl
generated by the transition model fS and the observation model fO . Since
h ∈ SH is identifying according to criterion CE and the set F∞ , it follows
that for every other transition (ht = h, at = a, rt = r′′ , ht+1 = h′′ ) ∈ F vl ⊆
F∞ that it holds h′ = h′′ and r′ = r′′ . Thus, the transition function fH
is well-defined.
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It also holds that h′ ∈ SH . Since (ht = h, at = a, rt = r′ , ht+1 = h′ ) ∈ F vl
and we have shown that h′ ∈ H is the unique successor list of h ∈ H after
′
executing a ∈ Avl
h , it must hold that h ∈ SH by the definition of the set
vl
Ah .
Reward Function The reward function rH : SH × A → R is defined as
rH (h, a) := r′ if there exists a transition instance (ht = h, at = a, rt =
r′ , ht+1 = h′ ) ∈ F vl . With the same arguments as for the transition
model, we conclude that the reward function rH is well-defined.
Since both functions fH and rH are deterministic, the process MH is a deterministic Markov decision process (MDP). We will show that the Q-learning updates
performed by Algorithm 4 are equivalent to ordinary Q-learning updates on MH .
An ordinary Q-learning update is defined in Algorithm 1 (α = 1).
(⇒): Assume that an update is made by Algorithm 4 for a transition instance
(ht = h, at = a, rt = r′ , ht+1 = h′ ) ∈ F vl . It immediately follows from the
′
definition of Algorithm 4 that a ∈ Avl
h and h ∈ SH . From the definition of the
vl
set Ah , it also follows that h ∈ SH . Since h is identifying according to criterion
CE and the set of valid transitions F vl , it holds that the reward signal rt = r′
and the successor list ht+1 = h′ from a sampled transition are uniquely determined given the history list ht = h and action at = a. From the definition of
the constructed MDP MH it then follows that fH (h, a) = h′ and rH (h, a) = r′ .
Thus, the update performed by Algorithm 4 is an ordinary Q-learning update
on MDP MH .
′
(⇐): Assume a history list h ∈ SH and an action a ∈ Avl
h such that h :=
′
fH (h, a) and r := rH (h, a). These are the components of an ordinary Qlearning update for MDP MH . It follows from the definition of the transition
model fH that there exists a transition instance T := (ht = h, at = a, rt =
r′ , ht+1 = h′ ) ∈ F vl . Thus, an ordinary Q-learning update on MDP MH is
performed by Algorithm 4 for transition T .
The rest of the proof follows with the same arguments as given in the proof
for Theorem 5.
Discussion and Tuning of Criterion CE
Before applying criterion CE to the maze benchmark, we want to discuss what
results we can expect based on the analysis presented so far. The convergence
proof with respect to criterion CE (Theorem 6) holds for arbitrary history spaces
as well as for arbitrary state spaces. However, if the state space is infinite,
convergence is restricted to single runs of the Q-learning update loop. Note
that the proof does not make use of the fact that the POMDPs considered are
deterministic.
The basic idea of criterion CE is rather simple. Those history lists in H from
which non-deterministic transitions to other history lists occur, are classified as
non-identifying. These lists are excluded from updating the Q-function. In
other words, a history list h ∈ H is used for Q-learning only if there is empirical
evidence that h identifies a state.
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Given an identifying history list, we know from Lemma 9 that criterion CE
will correctly classify the list. This assertion also holds for criterion CC, if the
history space H used is k-complete (Theorem 4). We conclude that criterion
CE detects at least as many identifying history lists as criterion CC will do. In
fact, criterion CE detects many more identifying history lists, since criterion CC
is applied only on the subset {h ∈ H | |h| ≤ k − lsu } ⊆ H of the history space.
A shortcoming of criterion CE is that some non-identifying history lists may
be wrongly classified as identifying history lists. Since criterion CE is based
on empirical evidence, the accuracy of the criterion strongly depends on the
set of sampled transition instances F . This does not harm the convergence of
Q-learning, but it may influence the performance of the policies learned. The
Q-values computed for wrongly classified history lists are not necessarily meaningful and the efficient identification strategy is less likely to find an action
sequence to an identifying history list. Fortunately, this problem is not very serious for short history lists. A short history list frequently appears on sampled
episodes. Since there is much empirical evidence available for such a history list,
it is unlikely that the list will be wrongly classified by criterion CE. However, a
long history list possibly occurs only a few times on sampled episodes, and conflicting transition instances are therefore hard to find for such a list. We tackle
this problem by classifying a long history list as identifying only if the list is an
extension of a shorter, already detected identifying history list (Lemma 4 and
Lemma 5). In particular, for the maze benchmark, we consider a history list of
a 6-complete (7,8,9-complete) history space to be long if it contains more than
3 (4,4,5) observations. These thresholds are derived from preliminary experiments. Unfortunately, some identifying history lists, which are not extensions
of shorter identifying history list, will be wrongly classified as non-identifying
by this procedure. Note that this kind of tuning does not invalidate the results
from Theorem 6 and Lemma 9.
Another concern with respect to criterion CE is that to reliably detect nonidentifying history lists, it may be necessary to consider n-step successors instead
of the direct (one step) successors. For example, consider a sequence of two
actions a, a′ starting from a non-identifying history list h. Even if action a
always leads to the same one-step successor h′ ∈ H, the two-step successor
h′′ ∈ H may be ambiguous after executing action a′ . History list h will be
wrongly classified as identifying, because criterion CE considers only one-step
successors. We tackle this problem by improving criterion CE in the following
way: We know from the Lemmas 4 and 5 that extensions of identifying history
lists are again identifying. Similarly, it is easy to prove that a suffix of a nonidentifying history list is also non-identifying. For example, if a long history
list h ∈ H is classified as non-identifying by criterion CE, then every shorter
history list h′ ∈ H constituting a suffix of h must be non-identifying as well.
By using this additional lemma, we can reduce the percentage of misclassified
history lists due to ambiguous n-step successors. It would also be possible to
detect ambiguous n-step successors by generalizing the definition of criterion
CE. However, we decided to keep criterion CE as simple as possible.

95

• If criterion CE is generalized to n-step successors, it is not clear how to
choose the parameter n.
• The computational effort of checking criterion CE for a history list h ∈ H
is minimized if only one-step successors are considered.
• If the history space H contains only very few identifying history lists, it
may be desirable to compute Q-values for some non-identifying history
lists as well. Paradoxically, failures of criterion CE are advantageous in
these cases. In the next section, we will discuss this issue in more detail.
To illustrate the performance of criterion CE, we conducted additional experiments in which we sampled 2 ∗ 106 transitions using the Safe Q-Learning
algorithm and then measured the number of correctly classified history lists.
The 6-complete history spaces we used for these experiments were learned by
the same setting of parameters as for the experiments for criterion CC.
Size (|H|)
55478 (162)

Accuracy Ident.(%)
83.5 (1)

Accuracy Non-Ident.(%)
100 (0)

Table 4.11: Performance of criterion CE on a 6-complete history space. The
first column gives the size of the history space learned. The second column
gives the percentage of correctly classified identifying history lists and the third
column gives the percentage of correctly classified non-identifying history lists.
All values are averaged over ten runs of the algorithm. The values given in
braces denote the standard deviation.
We conclude that there is a trade-off between criterion CC and criterion CE.
While criterion CC is applicable only to a restricted class of history spaces, it enables the Identify&Exploit algorithm to perfectly detect identifying history lists.
In contrast to criterion CC, criterion CE works without any assumptions, but
may cause a decrease in performance. From Table 4.11, we can see that criterion
CE perfectly classifies non-identifying history lists while making some failures
for identifying history lists. The tuning we implemented helped considerably to
increase the accuracy of detecting non-identifying history lists. Unfortunately,
as a side effect, this tuning caused a decrease of accuracy of detecting identifying
history lists.
Applying Criterion CE to Complete History Spaces
For a direct comparison of criterion CC to criterion CE, we repeated the maze
experiments presented in the last subsection, but using criterion CE for detecting
identifying history lists. Again, we learned four different types of k-complete
history spaces corresponding to different values of the parameter k ∈ {6, 7, 8, 9}.
For applying the Safe Q-Learning algorithm to these spaces, we performed a
coarse search for optimal parameter settings.
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average steps to goal

It turned out that discounting was necessary to make Q-learning converge.
This is probably due to the fact that in contrast to criterion CC, criterion CE
misclassifies some history lists. Thus, the history list MDP constructed in the
proof for Theorem 6 does not satisfy all assumptions needed for guaranteeing
convergence also for the undiscounted case.
We considered only the big maze for which we used only the efficient identification strategy. Figure 4.16 shows results for the 9-complete history space.
Individual learning curves for the other history spaces can be found in the appendix.
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Figure 4.16: The Identify&Exploit algorithm applied to the big maze using
criterion CE. The x-axis shows the number of control cycles, while the y-axis
shows the number of steps to the goal averaged over all possible starting states.
Setting of parameters: 9-complete history space, constant exploration rate ǫ =
0.2, discounting rate β = 0.98, and the maximal search depth L = 2 (efficient
identification). After every |F | = 100000 sampled transition instances, the Qlearning update loop was executed.
To illustrate the different performances achieved for different history spaces,
Figure 4.17 shows all learning curves within a single diagram. All values presented in Figures 4.16 and 4.17 are averaged over twenty runs of the algorithm.
To enable a better comparison to criterion CC, we summarized the performances
of the final policies learned in Table 4.12.
Interestingly, the performance of criterion CE is very similar to the performance of criterion CC, except for k = 6. Since criterion CE can be applied to all
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Figure 4.17: The Identify&Exploit algorithm applied to the big maze using the
efficient identification strategy and criterion CE. The x-axis shows the number
of control cycles, while the y-axis shows the number of steps to the goal averaged
over all possible starting states.
history lists of the learned history space, good results can be achieved even for
the smallest (6-complete) history space. As for criterion CC, the performance
of the policies increases monotonically with the length of the history lists used.
To show the robustness of criterion CE, we randomly deleted a constant
number of history lists from the 6-complete history spaces learned and then applied the Identify&Exploit algorithm to the resulting incomplete history spaces.
The setting of parameters was unchanged. Table 4.13 shows the performance
of the final policies learned.
If too many history lists are deleted from the 6-complete history spaces, the
learning process becomes unstable. This fact is reflected by the high variance
of the final performance. While some runs of the algorithm still yield very good
policies, other runs converged to very bad policies. Most important for learning successful policies are the short history lists, which are easy to classify by
criterion CE. It turned out that removing very long history lists from the history space had little effect on the final performance. However, if not enough
short history lists are present in the history space, the performance decreases
dramatically. Intuitively, short history lists constitute the backbone of the history space, while long history lists can be regarded as extensions allowing the
performance to be tuned.
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Maze
Big
Big
Big
Big

k
6
7
8
9

Criterion CE
18.25
16.41
15.35
13.19

Criterion CC
32.47
16.71
15.45
12.8

Table 4.12: Performance of the Identify&Exploit algorithm using criterion CE
for detecting identifying history lists. The second column shows the type of
history space used. The third column shows the number of steps to the goal
averaged over all possible starting states for criterion CE. The fourth column
shows the corresponding performance of criterion CC.
Size (|H|)
55478 (162)
55478 (162)
55478 (162)

# Deleted Lists
1000
5000
10000

Criterion CE
18.13 (0.87)
35.72 (30.28)
38.94 (29.9)

Table 4.13: Performance of the Identify&Exploit algorithm using criterion CE
on incomplete history spaces. The first column shows the size of the learned
history spaces. For all three experiments, the same history spaces were used.
The second column shows the number of randomly deleted history lists and the
third column shows the performance of the final policies learned. All values are
averaged over ten runs of the algorithm. The values given in braces denote the
standard deviation.

We conclude that criterion CE is more practical than criterion CC, since
criterion CE works well with less memory and less assumptions concerning the
history space and the state space. However, the benefits of criterion CC are
that it has desirable theoretical properties and no tuning is necessary to learn
good policies.

4.3.2

Abstract States with History

We now come back to the idea of creating an abstract state space by building
sequences of past observations and actions, as discussed in the last chapter. In
fact, the abstract state spaces considered in this section constitute a special
type of history spaces. This can be illustrated by assuming a fully observable
Markov decision process (MDP) with an infinite, continuous state space S. The
basic idea for solving such a large MDP is to transform it into a POMDP and
then apply the Identify&Exploit algorithm. The transformation is done by a
well known technique for dealing with large state spaces: A feature vector is
extracted from every state from S. The components (features) of this vector are
finite valued, i.e. every component takes on values from a finite domain. What
makes a feature vector interesting is the fact that features can be interpreted
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as observations of a state. A POMDP is built from the original MDP by defining the observation space O to be the finite set of all possible feature vectors.
The observation of a state is therefore equivalent to the feature vector of this
state. The benefit of using the Identify&Exploit algorithm to solve the resulting
POMDP is that the learning agent processes only a finite number of abstract
states instead of an infinite number of single states. An abstract state is given
by a history list consisting of observations (feature vectors) and actions.
In the following, we will present empirical results for continuous MDPs which
have been coarsely discretized. This can be interpreted as observing the current
state at a coarser granularity. The loss of precision is compensated by building history lists. In such a setting, the discrete cells laid over the state space
constitute the observations made by the agent. The only feature of a state is
the cell index in which the state is falling. History lists are therefore sequences
of cell indices and actions. What makes this approach especially appealing is
the fact that ordinary Q-learning possibly diverges on a discretized state space.
However, if the Identify&Exploit algorithm is combined with criterion CE, convergence of Q-learning is ensured by Theorem 6.
How to Use Criterion CE on Abstract State Spaces
If the state space S is continuous, the problem of learning good policies is much
more complicated, since most single states cannot be identified by a history list
of finite length. However, even if criterion CE is not able to detect identifying
history lists for single states, it may still be able to detect identifying history
lists for sets of states. Remember that identifying history lists are originally
defined with respect to a subset S ′ ⊆ S (Definition 19). In Figure 3.3, history
lists identifying subsets of the state space are illustrated. If criterion CE is
used to detect such lists, we can give an alternative interpretation of what it
means to identify a set of states. Consider a history list h ∈ H identifying
a subset S ′ ⊆ S. Since the definition of criterion CE consists of conditioning
future observations and rewards, the states belonging to the set S ′ are similar
with respect to the observations and rewards that follow these states. In other
words, the observation models of these states are similar or almost equivalent.
The motivation for defining a policy on the history list h is to execute the same
action at all states from S ′ . Theorem 6 guarantees that it is possible to learn
a policy for h in a ”safe” way. Here, safe means to preserve convergence of the
Q-learning algorithm.
Unfortunately, from preliminary experiments we found out that for the
benchmark problems we considered, almost all history lists were classified as
non-identifying by criterion CE. Thus, we could compute Q-values only for a
small number of history lists. We think the main reason for this sobering result is that criterion CE is not able to separate sets of similar states with high
precision. To clarify this, consider once again the definition of criterion CE. A
single transition instance conflicting with another sampled instance will force
criterion CE to classify the corresponding history list as non-identifying. Thus,
only very few history lists will be classified as identifying. We will therefore
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generalize criterion CE to a confidence parameter 0 ≤ δ ≤ 1.
Note that a set of transition instances F is not able to represent doubles of
transitions, i.e. a transition occuring several times. Without loss of generality,
we therefore consider the set F to be sampled from a single, very long episode.
Every transition instance from F can therefore be indexed by a uniqe timestamp.
Definition 26. Criterion for Detecting Identifying History Lists CE(δ)
Let H ⊂ H ∗ be a history space. Let δ ∈ R be a constant from the closed interval
[0, 1]. A history list h ∈ H is called identifying according to criterion CE(δ) and
a set of transition instances F if the following condition is satisfied:
,rt ,ht+1 )∈F | ht =h,at =a,rt =r ′ ,ht+1 =h′ }|
≥δ
∀a ∈ A, ∃h′ ∈ H, ∃r′ ∈ R : |{(ht ,at|{(h
t ,at ,rt ,ht+1 )∈F | ht =h,at =a}|
Choosing a particular value for δ enables to classify a history list as identifying, even if there are some conflicting transition instances stored in F . These
conflicts are simply ignored by criterion CE(δ). If δ = 0, every history list is
classified as identifying. If δ = 1, criterion CE(δ) becomes equivalent to the
strict version of criterion CE (Definition 25).
If δ is close to one, then a history list is classified as identifying by criterion
CE(δ), only if h identifies a small subset of states. This is due to the fact that for
high values of δ, the set of possible future observations and rewards of a history
list classified as identifying by criterion CE(δ) must be very small. Thus, it is
likely that there are only a few current states possible given that history list
h becomes the current history list. These states are identified by history list
h. Conversely, if δ takes on low values, history lists classified as identifying by
criterion CE(δ) identify a possibly large set of states.
Unfortunately, if criterion CE(δ) is used for detecting identifying history
lists, then the Safe Q-Learning algorithm is no longer guaranteed to converge to a
unique Q-function. This is due to the fact that criterion CE(δ) allows Q-learning
updates for conflicting transition instances. We therefore provide empirical results both for criterion CE(δ) as well as for a simple heuristic regaining the desirable convergence property. We call it the MaxProb heuristic and it works as follows: A transition instance (h, a, r′ , h′ ) ∈ F is used for updating the Q-function
at pair (h, a) ∈ H × A, only if h′ is the most probable successor list after executing action a in h. Stated precisely, the only transition instance used for updating
the Q-function at pair (h, a) ∈ H × A, is the instance (h, a, r′ , h′ ) ∈ F, maximiz,rt ,ht+1 )∈F | ht =h,at =a,rt =r ′ ,ht+1 =h′ }|
≥ δ. The
ing δ from the expression |{(ht ,at|{(h
t ,at ,rt ,ht+1 )∈F | ht =h,at =a}|
MaxProb heuristic selects a transition instance serving as a good representative
of the process. For example, if an action leads to a certain successor list with
95% probability, we ignore all other cases occurring with only 5% probability.
Moreover, the heuristic can be derived from the definition of criterion CE(δ).
More details concerning the MaxProb heuristic and how it is integrated into the
Identify&Exploit algorithm follow in the next subsections.
Learning Abstract State Spaces with History
Similar to the discrete maze problems analyzed in the last section, a procedure
is needed for learning a history space of high quality. Given the observations to
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be features of a state, history lists of these observations must be learned such
that near optimal policies can be defined on the resulting history space. The
algorithm introduced in the last section for building such history lists (Algorithm
6) seems to be inappropriate, since it aims at finding identifying history lists
for single states. However, as already discussed, in the case of continuous state
spaces, only few identifying history lists for single states exist. We therefore
decided to adopt the Algorithm 8 for learning history spaces, which is a part
of the QU-list algorithm. In [McC95], empirical evidence is provided showing
that this algorithm is especially suited for multi-dimensional, continuous state
spaces.
The Identify&Exploit Algorithm on Abstract States
Before analyzing two typical continuous reinforcement learning benchmarks,
we summarize the modifications necessary for adapting the Identify&Exploit
algorithm to abstract state spaces.
• Algorithm 6, used for learning complete history spaces, is replaced by
Algorithm 8. Since Algorithm 8 builds history lists based on Q-values,
it is necessary to interleave the refinements of the history space with the
process of learning Q-values. The Safe Q-Learning algorithm is therefore
modified such that it contains ocassional calls of Algorithm 8, similar to
the QU-List algorithm.
• We implemented two modified versions of the Safe Q-Learning algorithm,
one using criterion CE(δ) for detecting identifying history lists (Algorithm
10) and another one using the MaxProb heuristic (Algorithm 11).
• The efficient identification strategy (Algorithm 5) and the basic Identify&Exploit algorithm (Algorithm 3) remain the same.
The adaptation of the Safe Q-Learning algorithm applicable to abstract state
spaces is given by Algorithm 10. The main difference between Algorithm 10 and
the original Safe Q-Learning algorithm (Algorithm 4) is that the history space
and the Q-function are learned simultaneously. Moreover, since Q-learning is
not guaranteed to converge if criterion CE(δ) is used for detecting identifying
history lists, updates of the Q-function are done incrementally, i.e. by using
a learning rate α < 1. A small learning rate increases the likelihood that Qlearning converges even if there are no theoretical guarantees. The computation
of the sets Avl
h is adopted from the original version of the Safe Q-Learning
algorithm except that the term maxa∈Avl
Q(h, a) is defined to be zero if Avl
h = ∅.
h
This modification turned out to stabilize the process of learning Q-values.
The MaxProb Heuristic
The set of valid transitions F vl built according to the MaxProb heuristic contains only a single transition instance for each list-action pair. By ignoring
all other transitions, all conflicts between transition instances are resolved. In
102

Algorithm 10 Q-Learning with Criterion CE(δ)
1: F ← ∅
2: H ← {[ao] | a ∈ A, o ∈ O}
3: ∀a ∈ A, ∀h ∈ H : Q̂(h, a) ← 0
4: repeat
5:
Sample a set of transition instances Fnew by a modified ǫ-greedy exploration strategy. The greedy action of a non-identifying history list is
determined by the efficient identification strategy
6:
F ← F ∪ Fnew
7:
∀h ∈ H : Recompute the sets of valid actions Avl
h
8:
F vl ← {(ht , at , rt , ht+1 ) ∈ F | at ∈ Avl
ht and ht+1 is identifying according
to criterion CE(δ)}
9:
for i = 0 to Nmax do
10:
for all (ht , at , rt , ht+1 ) ∈ F do
11:
Q̂(ht , at ) ← (1 − α)Q̂(ht , at ) + α(rt + β maxa∈Avl
Q̂(ht+1 , a))
h
t+1

12:
13:
14:
15:

end for
end for
After every nref sampled transition instances, call Algorithm 8 to refine
the history space H
until the size of F exceeds a certain threshold

other words, criterion CE classifies every history list as identifying with respect
to the set F vl . Thus, every history list can be treated like an identifying history list allowing the computation of Q-values for the whole history space H.
Since no history lists are classified as non-identifying, the efficient identification
strategy becomes unnecessary. The Identify&Exploit algorithm consists solely
of selecting greedy actions with respect to the learned Q-function. Thus, using
the MaxProb heuristic makes the learning process similar to the QU-List algorithm. However, Lemma 10 shows some convergence properties holding for the
MaxProb heuristic.
Lemma 10. Convergence of Q-Learning with the MaxProb Heuristic
Let M := (T, S, A, O, fS , fO , r) be a deterministic partially observable Markov
Decision Process. Let 0 ≤ β < 1 be a discounting rate and let H ⊂ H ∗ be a
history space. If the set of valid transition instances F vl is sampled according to
the MaxProb heuristic (Algorithm 11), then every single run of the Q-learning
update loop will converge to a unique fixed point.
A proof of Lemma 10 can be found in the appendix. Note that convergence
is restricted only to single runs of the update loop (inner loop of Algorithm
11). The performance of the policies learned may change drastically between
consecutive iterations of the outer sampling loop.
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Algorithm 11 Q-Learning with MaxProb
1: F ← ∅
2: H ← {[ao] | a ∈ A, o ∈ O}
3: ∀a ∈ A, ∀h ∈ H : Q̂(h, a) ← 0
4: repeat
5:
Sample a set of episodes consisting of transition instances Fnew by an
ǫ-greedy exploration strategy. The greedy actions are extracted from the
approximated Q-function Q̂. Every history list is assumed to identify a
state
6:
F ← FS
∪ Fnew
7:
F vl ← (h,a)∈(H×A)
{(h, a, r′ , h′ ) ∈ F |

8:
9:
10:
11:

|{(ht ,at ,rt ,ht+1 )∈F | ht =h,at =a,rt =r ′ ,ht+1 =h′ }|
|{(ht ,at ,rt ,ht+1 )∈F | ht =h,at =a}|

is maximal with respect to F }
′
∀h ∈ H : Avl
←
{a
∈
A
|
∃h
∈ H, ∃r′ ∈ R (h, a, r′ , h′ ) ∈ F vl }
h
repeat
for all (ht , at , rt , ht+1 ) ∈ F vl do
Q̂(ht , at ) ← rt + β maxa∈Avl
Q̂(ht+1 , a)
h
t+1

12:
13:
14:
15:

end for
until Q̂ converges
After every nref sampled transition instances, call Algorithm 8 to refine
the history space H.
until the size of F exceeds a certain threshold
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The MaxProb heuristic ignores some aspects of the learning problem by
throwing away transition instances. This may sound unusual, but it offers the
following benefits:
• If Q-learning converges to a fixed-point, it is possible to extract a greedy
policy with respect to the final Q-function. Obviously, this is not the case
if the Q-function diverges.
• By ignoring some of the transition instances, we learn a policy consistent
with a subset of the complete set of transition instances. We know that
the policy learned by this procedure will be successful in at least some
situations, since it has been built from transitions that have actually occurred. We therefore can hope that the policy generalizes well to many
unseen situations. Moreover, we think that it may be possible to analyze the policy learned also from a theoretical point of view. As shown
in the proof of Theorem 7, we can extract a history list MDP from the
subset of transition instances used for updating the Q-function. It would
be very interesting to compare this history list MDP to the original MDP.
Although this is an important issue, we will not further investigate this
question, but leave it for future work.
Temporal Abstraction
We found out from preliminary experiments that even a drastic reduction of
a continuous state space by extracting features does not simplify the learning
problem if the total number of action choices remains the same. This is particularly true for history lists, because every action choice corresponds to an
entry in a history list. Thus, too many action choices significantly lengthen the
history lists. Thus, both the Identify&Exploit algorithm as well as the QU-List
algorithm need to make use of temporal abstraction, as already discussed, in
order to learn successful policies. All empirical results presented in the next
subsections are achieved by sampling abstract transitions instead of ordinary
transitions. A discussion about abstract transitions can be found in subsection
4.2.5.

4.3.3

Empirical Results for the Mountain Car

The mountain car benchmark consists of driving a car to the top of a mountain
by accelerating in the forward and backward direction. The original setup of the
mountain car benchmark can be found in [SS96]. However, we used a revised
formulation of the system dynamics developed in [Moo95] and [SR03], since the
original dynamics stated in [SS96] contain some technical flaws.
The state space is two-dimensional and consists of the position x of the car
and the velocity ẋ of the car. The track is bounded by the interval x ∈ [−1.0, 1.2]
and the velocity is bounded by the interval ẋ ∈ [−5, 5]. The bottom of the hill is
defined to be at xbottom = −0.5 and the goal is to reach the top of the mountain
at xtop ≥ 1.0. The car is always started from the bottom of the hill. Possible
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actions are forces taken from the set a ∈ {−4, 4}. The control frequency is set
to 20Hz and every episode has a maximum length of 300 control cycles. An
episode is aborted if the system reaches a goal state or the car exceeds the track
boundaries. A constant reward of (−1) is given unless the car leaves the track
(−100) or a goal state is reached (+100).
The observation space is given by a very coarse, regular discretization of
the state space. Both the resolution of the position of the car as well as the
resolution of the velocity were set to five. To make the process of building history
spaces from these coarse observations more efficient, Algorithm 8, refining the
history space is called three times in a row instead of making a single call.
As a baseline, we computed an approximately optimal policy by a 150 ∗ 150
grid using ordinary Q-learning. The optimal policy takes approximately 35 steps
to the goal, corresponding to a cumulative reward of 65.
Our experimental setup consists of fifty runs of each of the following algorithms:
1. The QU-List algorithm.
2. The Identify&Exploit algorithm using criterion CE(δ) to detect identifying
history lists. Results are presented for δ ∈ {0.3, 0.4, 0.5}, since we found
out from preliminary experiments that low values for δ give best results.
3. The Identify&Exploit algorithm using the MaxProb heuristic.
The only parameter that is varied among the algorithms is the maximal search
depth L of the efficient identification strategy. We selected the search depth L
yielding the best results for a particular setting of the parameter δ. Learning
curves of the experiments are plotted in Figure 4.18. All values are averaged
over fifty runs. The final performance of the policies learned is summarized in
Table 4.14.
Algorithm
Optimal
QU-List
MaxProb
Criterion CE(0.3)
Criterion CE(0.4)
Criterion CE(0.5)

Size (|H|)
107.7 (29.7)
128.7 (60.8)
124.4 (43.8)
166.8 (72.7)
183.4 (68)

Search Depth (L)
1
3
5

Cumulative Reward
65
36.4 (54.5)
64 (0.0)
61.5 (8.4)
52.58 (73.9)
12.77 (148.3)

Table 4.14: Final performance of policies learned for the mountain car. The
second column shows the size of the history space learned. The third column
shows the setting of parameter L and the fourth column shows the averaged
cumulative reward achieved. The first row shows the performance of an optimal
policy. The numbers in braces give the standard deviation.

As can be seen in Table 4.14, the MaxProb heuristic achieved the highest
cumulative reward followed by criterion CE(δ) with δ = 0.3. We think there
106

reward

100
75
50
25
0
-25
-50
-75
-100
-125
-150
-175
-200
-225
-250
-275
-300
-325
-350
-375
-400
-425
-450
0.0
*100

MaxProb
Delta=0.3, Search Depth=1
Delta=0.4, Search Depth=3
Delta=0.5, Search Depth=5
50.0
*103

100.0
*103

150.0
*103
control cycles

200.0
*103

250.0
*103

300.0
*103

Figure 4.18: Learning policies for the mountain car. The x-axis shows the
number of control cycles, while the y-axis shows the cumulative reward achieved.
Setting of parameters: Learning rate α = 0.1, constant exploration rate ǫ = 0.05,
discounting rate β = 0.98. After every ten sampled episodes, the Q-learning
update loop is executed with Nmax = 200. After every nref = 10000 sampled
transition instances, the history space is refined by Algorithm 8. A total number
of 3 ∗ 105 transition instances is sampled in order to learn a policy.
are two main reasons explaining these results. First, every single run of the Qlearning update loop is guaranteed to converge if the MaxProb heuristic is used
to build the set of valid transitions F vl (Lemma 10). The learning curve for the
MaxProb heuristic is therefore much more stable compared to the other curves.
The second reason is that for the mountain car benchmark, very good policies
can be learned on small history spaces containing less than one hundred history
lists. Thus, many transition instances are available for a single history list from
H and the transition probabilities can be estimated with high precision. The
transition instances selected by the MaxProb heuristic therefore constitute good
representatives of the process.
The QU-List algorithm computes Q-values for all history lists, but the Qlearning updates are not guaranteed to converge. Some runs of QU-List algorithm therefore diverged to useless4 policies, causing a high standard deviation
of the final performance.
If criterion CE(δ) is used for detecting identifying history lists, the Iden4 We

consider a policy to be useless if it does not reach the goal state.
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tify&Exploit learns much slower than with the MaxProb heuristic. This is due
to the fact that some lists are classified as non-identifying by criterion CE(δ).
For these lists, no Q-values are computed and the efficient identification strategy
is used to derive a policy. Although the efficient identification strategy helps
to avoid diverging to completely useless policies, the performance of the overall
policies found is often of low quality. The reason for this undesired behavior is
that the efficient identification aims at maximizing the probability of finding an
identifying history list, but does not care about reward signals. In fact, some
runs of the Identify&Exploit algorithm converged to policies reaching the goal
state after a large number of steps. This effect becomes stronger for high values
of δ, since for high values of δ, more history lists are classified as non-identifying
and the efficient identification strategy is called very often. For δ = 0.5, the
Identify&Exploit algorithm sometimes fails to learn a useful policy at all.
It turned out that the optimal search depth of the efficient identification
strategy strongly depends on the parameter δ. For high values of δ, the search
for identifying history lists has to be much deeper in order to learn successful
policies. Conversely, for low values of δ, a relatively flat search suffices to learn
good policies. This fact is illustrated by the Figures 4.19 and 4.20.
100
75
50
25
0
-25
-50
-75
-100
-125
-150
-175
-200
-225
-250
-275
-300
-325
-350
-375
-400
-425
-450
0.0
*100

Delta=0.5, Search Depth=1
Delta=0.5, Search Depth=2
Delta=0.5, Search Depth=3
Delta=0.5, Search Depth=4
Delta=0.5, Search Depth=5
50.0
*103

100.0
*103

150.0
*103
control cycles

200.0
*103

250.0
*103

300.0
*103

Figure 4.19: Learning policies for the mountain car using criterion CE(0.3) to
detect identifying history lists. The x-axis shows the number of control cycles,
while the y-axis shows the cumulative reward achieved. The five learning curves
correspond to different settings of the parameter L, the maximal search depth
of the efficient identification strategy.
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Figure 4.20: Learning policies for the mountain car using criterion CE(0.5) to
detect identifying history lists. The x-axis shows the number of control cycles,
while the y-axis shows the cumulative reward achieved. The five learning curves
correspond to different settings of the parameter L, i.e. the maximal search
depth of the efficient identification strategy.
A reasonable explanation for this result is that for high values of δ, only few
history lists are classified as identifying by criterion CE(δ). Thus, a deep search
is necessary in order to find an identifying history list.
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4.3.4

Empirical Results for the Cart-Pole

We also considered the pole balancing benchmark for which the system dynamics
are given in [BSA83]. The state space is four-dimensional and consists of the
angle θ of the pole, the angular velocity θ̇ of the pole, the position x of the cart
and the velocity ẋ of the cart. The initial angle of the pole is randomly chosen
from the interval θ ∈ [−0.05 0.05], while the initial velocities θ̇ and ẋ are set
to zero. The cart always starts from the middle of the track, which is bounded
by the interval x ∈ [−2.4 2.4]. Possible actions are forces taken from the set
a ∈ {−10, 10}. The control frequency is set to 50Hz.
The learning task is to prevent the pole from falling down and the cart from
leaving the track. If such an undesired event occurs, the current episode is
terminated and a new one is started. Episodes sampled for learning a policy
have a maximal length of 300 control cycles, while episodes sampled for testing a
policy are of length 2000. Moreover, learning episodes are started from a bigger
set of initial angles θ ∈ [−0.1 0.1], since it turned out that this procedure helps
to generalize over rarely visited parts of the state space. After every balancing
step (control cycle), a reward of (−1) is given unless the episode crashes (−100)
or the current state is within a certain goal area (+10). The goal area is defined
by the following two constraints: |θ| ≤ 0.05 and |x| ≤ 0.4.
As for the mountain car benchmark, the observation space is given by the
cells of a regular grid laid over the continuous state space. Every dimension of
the state space is discretized by a constant resolution of five. In order to cover
only the most important parts of the state space, we restrict the discretization
to the following subset of the state space: θ ∈ [−0.1 0.1], θ̇ ∈ [−1.0 1.0],
x ∈ [−0.2 0.2], ẋ ∈ [−0.5 0.5].
The experimental set-up is the same as for the mountain car benchmark, i.e.
we tested both the QU-List algorithm, the Identify&Exploit algorithm using
criterion CE(δ) for detecting identifying history lists and the MaxProb heuristic.
We performed a coarse search for optimal settings of the parameter δ and the
search depth L of the efficient identification strategy. We present results for the
set δ ∈ {0.2, 0.3, 0.4} combined with the corresponding optimal search depths.
While Figure 4.21 shows a learning curve plotting the cumulative reward
achieved by the policies learned, Figure 4.22 illustrates the number of steps
the policies are capable of balancing the pole. All values shown are averaged
over twenty runs of each algorithm. Table 4.15 presents a summary of the final
performance of the policies.
Since the history spaces H necessary for learning good balancing policies are
much bigger compared to the mountain car benchmark, less transition instances
are available for a single history list from H. Thus, the estimated transition
model on history lists is less accurate and the MaxProb heuristic fails to select
the transition instances being good representatives of the process. The performance of the MaxProb heuristic is therefore worse than for the other algorithms.
For δ = 0.3, the Identify&Exploit algorithm using criterion CE(δ) is able
to balance the pole more reliably than the QU-List algorithm. While both
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Figure 4.21: Learning balancing policies for the cart-pole. The x-axis shows the
number of control cycles, while the y-axis shows the cumulative reward achieved.
Setting of parameters: Learning rate α = 0.1, constant exploration rate ǫ = 0.1,
discounting rate β = 0.98. After every ten sampled episodes, the Q-learning
update loop is executed with Nmax = 200. After every nref = 50000 sampled
transition instances, the history space is refined by Algorithm 8. A total number
of 7 ∗ 105 transition instances is sampled in order to learn a policy.
Algorithm
QU-List
MaxProb
Criterion CE(0.2)
Criterion CE(0.3)
Criterion CE(0.4)

Size (|H|)
19580.6 (671.3)
18581.8 (675.7)
19633.1 (758.4)
19385.5 (811)
18610.4 (525.9)

Balancing Steps
1932.2 (138.2)
1451.8 (411.9)
1962.8 (77.4)
1912 (118.1)
1262.53 (538.7)

Cumulative Reward
14172.16 (7117.2)
9120.8 (5925.2)
14935 (3806.9)
17209.5 (3370.2)
10270 (5641.6)

Table 4.15: Final performance of policies learned for the cart-pole. The second
column shows the size of the history spaces learned. The third column shows
the number of steps the final policy is capable of balancing the pole and the
fourth column shows the cumulative reward achieved by the final policy. The
numbers in braces give the standard deviation.

algorithms are able to balance the pole for the same number of control cycles, the
Identify&Exploit algorithm is also capable of keeping the system inside the goal
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Figure 4.22: Learning balancing policies for the cart-pole. The x-axis shows the
number of control cycles, while the y-axis shows the number of steps the policy
is capable of balancing the pole.
area. This corresponds to keeping the cart in the middle of the track. Remember
that the reward for balancing the pole inside the goal area is (+10), while the
reward for balancing the pole outside the goal area is only (-1). We think
that this result is caused by the efficient identification strategy: The QU-List
performs Q-learning updates for all history lists in H, although many of these
history lists identify a very large set of states. The problem with history lists
identifying a large set of states is that Q-learning is not able to learn successful
policies for these lists. For example, consider a history list h ∈ H identifying
a large subset S ′ ⊂ S. It is hardly possible to find a good action for h, since
S ′ contains many states having different optimal actions. The Q-values learned
are less significant because they constitute average values built over a large set
of states. Thus, the greedy action chosen by the QU-List algorithm is likely
to be suboptimal. In contrast to the QU-List algorithm, the Identify&Exploit
algorithm executes an efficient identification strategy if history list h becomes
the current history list. This is due to the fact that criterion CE(δ) is designed to
classify h as non-identifying if the set of states identified by h is very large. The
identification strategy then searches for another history list h′ ∈ H identifying
a smaller set of states than h does. The Q-values for h′ are much more reliable
allowing us to extract a useful greedy action for h′ .
If the parameter δ takes on high values, criterion CE(δ) identifies only those
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lists as identifying which identify a very small set of states. In such a setting,
most lists are classified as non-identifying, which is why Q-values are available
only for a small fraction of the history space. We think that this is the reason
why the results are best for relatively low values of δ. For high values of δ, there
are simply not enough Q-values available to learn very good policies.
As can be seen from Table 4.15, the standard deviation for the cumulative
rewards achieved is very high compared to the experiments for the partially
observable mazes. This is due to the fact that none of the tested algorithms
is guaranteed to converge to a unique policy. While most policies learned are
capable of balancing the pole, all policies sometimes failed to keep the cart-pole
within the goal region. The standard deviation is high, since no algorithm we
tested was able to achieve a high cumulative in every single run.
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Chapter 5

Future Work on the
Identify&Exploit Algorithm
This chapter discusses possible extensions of the Identify&Exploit algorithm,
which can be implemented both by tuning the performance as well as by generalizations of the history list concept. We will especially discuss some ideas for
overcoming the limitations of the history list framework. The thesis concludes
with a summary of the results presented.

5.1
5.1.1

Solving general POMDPs with History Lists
Generalizations of the History List Concept

What are the limitations of the history list concept and how can the history
list concept be generalized? There are two main problems that inevitably arise
when working with history lists.
1. History lists are implementing short-term memory. In particular, history
lists do not allow to learn optimal policies, since the length of a history
list is limited. Much information about past events is therefore ignored.
2. It is hardly possible to explicitly model probabilities with history lists.
Thus, the algorithms presented in this thesis work best for deterministic
systems. In a stochastic domain, the use of history lists is mostly heuristical.
To solve the problem of limited memory, the work in [HJ06] introduces history
lists with loops. The history lists are contained within a suffix-tree making predictions about future observations. A path through this tree starts at the root
node and corresponds to a certain, possibly cyclic sequence of past observations
and actions. The leave nodes of the tree contain predictions about future observations. By allowing the tree to have loops, it is possible to deal with long

114

subsequences of useless information which can be sandwiched into an enclosing
sequence. Looping suffix-trees can substantially reduce the number of history
lists, i.e. branches of a tree. Moreover, the loops make it possible to remember
events that happened an infinite number of time steps ago. However, the trees
presented in [HJ06] are designed for prediction purposes. Neither is an efficient
identification used to safely identify the current state, nor is a policy learned.
The Identify&Exploit algorithm does not consider loops, because loop detection is a potential source of error. An incorrectly detected loop (by inspecting
sampled episodes) could damage the performance of the efficient identification
strategy and the quality of the Q-values learned. However, it would be easily
possible to include the looping mechanism by inserting links from longer history
lists to shorter history lists. A potential benefit of k-complete history spaces
compared to looping suffix-trees is that it is possible to bound the size of the history space by the parameter k. Even for small values of k, it will be possible to
learn good policies on a k-complete space because of the efficient identification
strategy. While applying a policy, the efficient identification strategy establishes
exactly those identifying history lists for which stored Q-values are available.
We conclude that it is still an interesting idea to extend the Identify&Exploit
algorithm by including history lists with loops. By such a procedure, we can
hope to solve problems which require unlimited memory.
In order to generalize history lists to stochastic domains, the notion of tests
proved to be very useful. The test concept was initially introduced in [RS94]
for learning the model of a deterministic POMDP. A test itself consists of a
sequence of actions, while the outcome of a test is defined as the observation
made after executing the action sequence. In [LSS02], this idea is generalized
to the stochastic case yielding predictive state representations (PSRs). In the
context of PSRs, tests are considered to be sequences of observations and actions
such that probabilities can be assigned to these sequences. The expression
p(t|h) = p(o1 , .., ok |ha1 , ..., ak ) for a test t = a1 o1 ...ak ok denotes the probability
of observing a certain sequence of observations, given that a certain sequence
of actions is executed and a certain history h (past events) occurred. Similar
to the work in [RS94], it can be shown that the model of a general POMDP
can be expressed by a sufficiently large set of tests {t1 , ..., tn }. This set is then
called a PSR. The prediction vector p(h) = [p(t1 |h), ..., p(tn |h)] constitutes a
sufficient statistic of the system. Unfortunately, until now, existing literature
about PSRs focuses mainly on predicting the state, but not on learning policies.
It is questionable if traditional reinforcement learning algorithms like Q-learning
can be used in combination with PSRs. The development of a framework which
enables learning policies for PSRs would be a big step towards efficient, modelfree algorithms for stochastic POMDPs.

5.1.2

Noisy POMDPs

The Identify&Exploit using criterion CE for detecting identifying history lists
converges to a unique policy even for stochastic POMDPs. This is guaranteed
by Theorem 6, since the proof of Theorem 6 does not exploit the fact that the
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problems we considered are deterministic. However, if the transition model is
stochastic, it is unlikely that a sequence of observations of actions is capable of
uniquely identifying a single state. In such a setting, the learned history spaces
probably contain only a very few number of identifying history lists.
We think that for a certain subclass of stochastic POMDPs, it may be possible to extend the analysis presented and therefore make the Identify&Exploit
algorithm applicable to stochastic problem settings. The idea is to consider only
those POMDPs, in which a deterministic model is disturbed by some noise.
Definition 27. Noisy POMDP
Let M := (T, S, A, O, PS , fO , r) be a partially observable Markov decision process. The POMDP M is called noisy with respect to noise terms 0.5 < zS ≤ 1
and 0.5 < zO ≤ 1, if the model of M satisfies the following two conditions:
∀s ∈ S, ∀a ∈ A, ∃s′ ∈ S : PS (s′ | s, a) ≥ zS

(5.1)

∀s ∈ S, ∀a ∈ A, ∃o ∈ O : PO (o | s, a) ≥ zO

(5.2)

As mentioned above, it is hard to explicitly model stochasticity with history
lists. A first step towards solving this problem could be to extract a deterministic model from a noisy POMDP and then learn a policy for the resulting
deterministic POMDP.
Definition 28. Deterministic POMDP Extracted from a Noisy POMDP
Let M := (T, S, A, O, PS , fO , r) be a noisy partially observable Markov decision
with respect to noise terms zS and zO . The extracted deterministic partially
observable Markov decision process MD from M is defined as follows: Every
component of MD equals the corresponding component of M except the transition
model and the observation model. The transition model of MD is deterministic
and can therefore be represented by a transition function fS : S × A → S.
The transition function is defined as fS (s, a) := s′ , if PS (s′ | s, a) ≥ zS . The
observation model is also deterministic and can therefore be expressed by an
observation function fO : A × S → O. The observation function is defined as
fO (a, s) := o, if PO (o | s, a) ≥ zO . Since zS > 0.5 and zO > 0.5, the model of
MD is well-defined.
Our goal is to adapt criterion CE to a noisy POMDP and to the extracted
deterministic POMDP, respectively. We have to generalize the definition of
criterion CE such that the criterion is able to detect identifying history lists
of the extracted deterministic POMDP, while still sampling transitions from
the original, noisy POMDP. The difficulty in detecting these identifying history lists is that there are two different sources for conflicting transitions. For
example, consider two conflicting transition instances T := (h, a, r′ , h′ ) and
T ′ := (h, a, h′′ , r′′ ) with respect to a history list h ∈ H. Assume that the
conflict is given by h′ 6= h′′ .
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History list h is non-identifying Assume that h ∈ H is not identifying a
single state with respect to the extracted deterministic POMDP. Then
there exist at least two possible current states, if h becomes the current
history list (ht = h). Thus, after executing an action at ∈ A, the observation made is possibly ambiguous causing a conflict between the transitions
T and T ′ .
History list h is identifying Since the transitions are sampled from a noisy
transition model PS and a noisy observation model PO , the transitions T
and T ′ may cause a conflict even if h identifies a state with respect to the
extracted deterministic POMDP.
Thus, a conflict can be generated both by an identifying history list as well
as by a non-identifying history list. This makes it impossible for criterion
CE to correctly classify a list.
We will now develop an alternative criterion for detecting identifying history
lists trying to separate the two different sources of conflicts.
Lemma 11. History Lists for Noisy POMDPs
Let M := (T, S, A, O, PS , fO , r) be a noisy partially observable Markov decision
with respect to noise terms zS and zO . Let MD be the corresponding extracted,
deterministic POMDP. Let fS be the deterministic transition function of MD .
Consider a sequence of state transitions so , ..., sL−1 , sL generated by the function
fS given a fixed action sequence ao , ..., aL−1 of length L. The probability of
the same state sequence to be generated by the noisy model PS is at least zSL .
It holds that p(s0 , ..., sL−1 , sL | s0 , ao , ..., aL−1 ) ≥ zSL , if fS (st , at ) = st+1 for
0 ≤ t ≤ L − 1.
Proof.
p(s0 , ..., sL−1 , sL | s0 , ao , ..., aL−1 ) =
≥

L−1
Y
t=0
zSL

PS (st+1 | st , at )
(5.3)

The stated inequality follows directly from the definition of the function fS
which is part of the extracted deterministic POMDP.
With this simple result, it is straightforward to adapt criterion CE to noisy
POMDPs. Every state sequence of length L (given a fixed action sequence)
generated by fS is also generated by the original model PS with at least probability zSL . We can apply this result for detecting identifying history lists in the
following way: Assume a history list h ∈ H is identifying a single state s ∈ S of
an extracted deterministic POMDP. We know from Lemma 11 that every time
the list h becomes the current history list, the state s becomes the current state
|h|
with at least probability zS . This is due to the fact that the identifying history
list h corresponds to a state sequence ending in state s, which is generated by
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the transition function fS . Thus, for every action a ∈ A executed in h, there
exists a history list h′ ∈ H such that h′ is the successor list of h with a probabil|h|+1
. We conclude that if a history list is identifying
ity equal or higher than zS
a state of the extracted deterministic POMDP, then the number of conflicting
transitions with respect to this history list is bounded.
Definition 29. Criterion for Detecting Identifying History Lists for Deterministic, Extracted POMDPs (CN)
Let M := (T, S, A, O, PS , fO , r) be a noisy partially observable Markov decision
process with respect to noise terms 0.5 < zS ≤ 1 and zO = 1. Let MD be the deterministic, extracted POMDP from M and let H ⊂ H ∗ be a history space with
respect to M . A history list h ∈ H is called identifying according to criterion
CN and a set of transition instances F sampled from the noisy transition model
PS , if the following condition is satisfied:
∀a ∈ A, ∃h′ ∈ H, ∃r′ ∈ R :

|{(ht ,at ,rt ,ht+1 )∈F | ht =h,at =a,rt =r ′ ,ht+1 =h′ }|
|{(ht ,at ,rt ,ht+1 )∈F | ht =h,at =a}|

≥ z |h|+1

|h|

Note that for very long history lists (|h| → ∞) it holds that zS → 0. Thus,
criterion CN is supposed to work best for short history lists and high values of
zS . Since we have no empirical evaluation of criterion CN so far, its presentation
is merely an inspiration for future work on history lists.
Another idea for generalizing the history list concept is to introduce confidence parameters for history lists. A confidence parameter 0 ≤ δ ≤ 1 represents
the probability that a history list h ∈ H identifies a state. Stated precisely, the
parameter δ gives the probability that the process is in a certain state when
h becomes the current history list. We think that for deterministic POMDPs
disturbed by some random noise, it is possible to bound the confidence parameters of a given set of history lists. Although Q-Learning would not converge
on a history space consisting of only gradually identifying history lists, it would
still be possible to perform value iteration on a learned, but fixed probabilistic
model defined on history lists.
Although the history list concept may be too simple to perfectly model general POMDPs, we think that it is a promising approach to search for interesting
subclasses of POMDPs, for example, noisy POMDPs.

5.2
5.2.1

Performance Tuning
Data Efficiency

All algorithms previously presented are not tuned with respect to the sampling
complexity, although the sampling process is fundamental to every model-free,
reinforcement learning algorithm. Here, we want to present some straightforward ideas for increasing the performance of the Identify&Exploit algorithm by
decreasing the number of sampled episodes.
First, it is possible to reuse sampled episodes. In order to learn complete
history spaces, Algorithm 6 discards all episodes sampled at the beginning of
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the main loop, even if these episodes contain very useful information. Such a
procedure prevents our algorithms from running out of memory, but is obviously suboptimal. The total number of sampled episodes could be reduced by
employing simple heuristics.
• It is possible to implement a data counter for every history list indicating how many transition instances are available for a list. Only those
transition instances are discarded, which belong to a history list having a
sufficiently high data counter.
• Since the number of possible history lists (in H ∗ ) exponentially grows with
the length of the lists, it is reasonable to sample only a few episodes during
the first iterations of the main loop, while sampling many more episodes
during the later iterations.
• The number of stored transition instances can be kept constant at a maximum level by simultaneously adding and discarding transition instances.
Thus, an abrupt decrease in the total number of sampled transition instances can be avoided.

5.2.2

Extending the Efficient Identification Strategy

The efficient identification strategy implemented by Algorithm 5 is an integral
part of the Identify&Exploit algorithm. We implemented a rather simple strategy trying to find the safest path to an identifying history list. Here, ”safe”
means to maximize the probability of eventually arriving at an identifying history list. As a second minor optimization criterion we used the length of the
identification sequence.
The performance achieved for the big maze (Figure 4.4) using this strategy
is very good as shown by the empirical results. However, for other problem settings it may be necessary to strictly avoid some regions of the state space, since
these regions cause very large negative reward signals. The efficient identification can be generalized such that the reward is included as a further optimization
criterion. A promising idea is to weight the cumulative reward of an identification sequence with the probability of reaching an identifying history list. As
discussed in the fourth chapter, it is also possible to use the value iteration
procedure for approximating a reward-optimal path to an identifying history
list.

5.2.3

Combining Criterion CC and Criterion CE

Given a POMDP with a finite number of states, the performance of the Identify&Exploit algorithm can be increased by combining criterion CC with criterion CE. To illustrate this, we will again discuss the benefits and drawbacks of
each criterion.
If a k-complete history space is available, it is preferable to choose criterion
CC, because it has been proven to work correctly and can be checked efficiently.
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Note that if the history space used is not k-complete, but at least it holds that
the conditions (4.1) and (4.2) are satisfied, then Q-learning will still converge
and criterion CC will detect only a subset of all identifying history lists. It follows from Theorem 4 that criterion CC can reliably detect an identifying history
list h ∈ H only if |h| ≤ k − lsu . Thus, if criterion CC is not applicable, criterion
CE can be employed. Criterion CE gives only empirical evidence that a history
list is identifying, but at least guarantees convergence of the Q-learning algorithm. The problem with criterion CE is that even if Q-learning converges, the
extracted policy is not necessarily successful. This is due to the fact that a history list classified as identifying by criterion CE can actually be non-identifying.
In such a situation, Q-values are learned also for non-identifying history lists and
the efficient identification strategy might fail to establish an identifying history
list.
Given a k-complete history space, we propose to classify a history list h ∈ H
by criterion CC if |h| ≤ k − lsu and by criterion CE otherwise. By using this
procedure, we achieve guaranteed convergence and it is likely that most existing
identifying history lists will be detected.

5.2.4

Extracting Features from States

For our empirical analysis of continuous MDPs, we used very coarse discretizations of the state space. We chose to discretize states, because the resulting
history space does not incorporate any form of prior knowledge. However, for
some problem settings, it may not be possible to identify sufficiently small sets
of single states by a discretization procedure. A cell index is a very simple
feature of a state.
A set of more carefully selected features is likely to help identifying the
important parts of the state space. A promising idea for increasing the performance of the Identify&Exploit algorithm is therefore to combine it with a
powerful method for extracting features from states.

5.3

Summary

In this thesis, we developed a model-free reinforcement learning algorithm for
solving both POMDPs as well as MDPs. We first presented the Identify&Exploit
algorithm for solving deterministic POMDPs, which was then generalized to
continuous MDPs. The motivation for such a two-step procedure is that solving
MDPs with large state spaces requires some form of abstraction over states.
One particular way of establishing such abstraction is to ignore some parts
of the complete state information, only considering sequences of observations
of states. However, if the learning agent processes observations of state, then
this is equivalent to a POMDP setting. Thus, algorithms capable of solving
POMDPs are potentially useful for large MDPs.
Since policies for POMDPs are memory-based, we employed a history list
framework to establish a certain form of short-term memory. Short-term mem-
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ory is practical for a variety of reasons.
• The concept of a history list is simple, clear and easy to implement.
• The amount of memory allocated by a history list is determined by the
size of the list.
• The simplicity of the history list concept allows us to analyze our algorithms also from a theoretical point of view. This is not the case for
powerful, but complicated memory representations like, for example, recurrent neural networks.
• A history space is scalable. This means that it is possible to adapt the
size of a history space to the needs of a specific problem. The same holds
for the total amount of memory used.
• Since a history space is finite and discrete, it is possible to compute Qvalues for history lists. Thus, standard algorithms from reinforcement
learning can be adapted to learn policies defined on history spaces.
The main idea presented in this thesis is to divide a policy for a POMDP
into two separate phases. At the beginning of an episode, the learning agent
collects information by actively establishing a history list identifying the current
state. This phase is called the efficient identification strategy. After the current
state has been determined, a Q-function can be used to extract a greedy policy.
Whenever the agent loses track of the current state, it switches back to the
identification phase. This algorithm is called Identify&Exploit.
The difficulty in implementing the Identify&Exploit algorithm is that the
learning agent is uncertain about which history lists are capable of identifying
the current state. Thus, a criterion is needed which is able to detect identifying
history lists. We presented two such criteria, namely criterion CC and criterion
CE. For criterion CC, we proved that it works perfectly under certain assumptions imposed on the history space. We showed empirically that for reasonably
large, but finite state spaces, it is possible to learn history spaces satisfying these
assumptions. The performance of the policies learned on the history spaces is
suboptimal, but still close to the optimum.
The use of criterion CE enables us to drop any assumptions concerning
the history space for the price of losing the theoretical guarantees available for
criterion CC. However, for both criteria, it is possible to show that Q-learning
converges to a unique Q-function. All learning can be done model-free, i.e.
without knowledge of the model of the process.
The Identify&Exploit algorithm can also be applied to continuous MDPs
by generalizing criterion CE to a confidence parameter δ. While the original
version of criterion CE aims at detecting history lists identifying single states,
criterion CE(δ) aims at detecting history lists identifying sets of states. A
history space can therefore be interpreted as an abstract state space. Each
history list corresponds to an abstract state consisting of a subset of the state
space. Identifying sets of states is a reasonable approach, since it is hardly
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possible to identify a single state from a continuous state space by a sequence
of observations and actions.
The parameter δ allows us to control the size of the sets that should be
identified. For high values of δ, a history list is classified as identifying by
criterion CE(δ) if the list identifies a small set of states. Conversely, for small
values of δ, a history list is classified as identifying by criterion CE(δ) if the list
identifies a large set of states. A history list identifying a small subset of the
state space is especially useful because it is likely that all states from this set
have similar optimal actions. Thus, a near optimal policy can be defined for
such a list.
We have empirically shown for two continuous benchmark problems that by
adjusting the parameter δ, it is possible to learn very good, but not optimal
policies. Unfortunately, Q-learning is not guaranteed to converge to a unique
Q-function if criterion CE(δ) is used to detect identifying history lists. The
learning process is therefore somewhat unstable compared to the experiments
conducted for finite state spaces. However, the efficient identification strategy
has been proven to be effective also for the continuous case. We conclude that
identifying subsets of the state space is a practical approach for implementing
state abstractions.
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Appendix A

Proofs of Lemmas
Lemma 1. Let M := (T, S, A, PS , r) be a Markov decision process such that T
is a finite set of time steps including a maximal element TF ∈ T . A countable
state space S is assumed and a discounting rate 0 ≤ β < 1. The value functions
Vn : S → R (0 ≤ n < TF ) defined in Equation (2.1) can be equivalently expressed
as follows:
X
Vn (s) = max[r(s, a) + β
PS (s′ |s, a)Vn+1 (s′ )]
(A.1)
a∈A

s′ ∈S

Proof. For the following analysis it is convenient to write
(n)
Ss := {s = sn , sn+1 , ..., sTF ) for a state sequence beginning with state s ∈ S
at time t = n. Elements of this sequence can be accessed by an argument
P
(n)
n ≤ i ≤ TF such that Ss (i) := si . The symbol
(n) expresses the sum
Ss
over all possible state sequences starting in state s ∈ S at time t = n. Let
π (n) := {πt }(n≤t<TF ) denote a non-stationary policy selecting actions from time
(n)
t = n until time t = TF − 1. The term p(Ss | π (n) ) denotes the probability of
(n)
the state sequence Ss given that policy π (n) is executed from state sn = s.
TX
F −1

Vn (s) = max E[
π (n)

t=n

= max[
π (n)

β t−n r(st , πt (st )) + β TF −n r(sTF , ·) | sn = s]

X

(n)
Ss

p(Ss(n)

|π

(n)

TX
F −1

)[

β t−n r(Ss(n) (t), πt (Ss(n) (t)))

t=n

+ β TF −n r(Ss(n) (TF ), ·)]]
X
= max[r(s, πn (s)) +
p(S (n) (s)|π (n) )
π (n)

·[

TX
F −1

S (n) (s)

β t−n r(Ss(n) (t), πt (Ss(n) (t))) + β TF −n r(Ss(n) (TF ), ·)]]

t=n+1
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X

Vn (s) = max[r(s, πn (s)) +
π (n)

·[

TX
F −1

p(S (n) (s)|π (n) )

S (n) (s)

β t−n r(Ss(n) (t), πt (Ss(n) (t))) + β TF −n r(Ss(n) (TF ), ·)]]

t=n+1

X

= max[r(s, πn (s)) + β
π (n)

·[

TX
F −1

p(Ss(n) | π (n) )

S (n) (s)

β t−(n+1) r(Ss(n) (t), πt (Ss(n) (t)))

t=n+1

+ β TF −(n+1) r(Ss(n) (TF ), ·)]]
X
X
(n+1)
= max[r(s, πn (s)) + β
PS (s′ |s, πn (s))
p(Ss′
| π (n) )
π (n)

·[

TX
F −1

s′ ∈S

(n+1)

β t−(n+1) r(Ss′

(n+1)

Ss′

(n+1)

(t), πt (Ss′

(t)))

t=n+1
(n+1)

+ β TF −(n+1) r(Ss′
(TF ), ·)]]
X
X
(n+1)
= max[r(s, a) + β
| π (n+1) )
PS (s′ |s, a) max [
p(Ss′
a∈A

·[

TX
F −1

π (n+1)

s′ ∈S

(n+1)

Ss′

(n+1)

β t−(n+1) r(Ss′

(n+1)

(t), πt (Ss′

(t)))

t=n+1
(n+1)

+ β TF −(n+1) r(Ss′
= max[r(s, a) + β
a∈A

X

(TF ), ·)]]]

PS (s′ |s, a) max E[
π (n+1)

s′ ∈S

′

TF −(n+1)

t=n+1

r(sTF , ·) | sn+1 = s ]]
X
= max[r(s, a) + β
PS (s′ |s, a)Vn+1 (s′ )]
+β

a∈A

s′ ∈S
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TX
F −1

β t−(n+1) r(st , πt (st ))

Lemma 2. Existence of the Information State MDP
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process. The information state MDP MI := (T, I, A, PI , rI ) satisfies the Markov
assumption and the model of MI is well-defined.
Proof. The Markov assumption is trivially satisfied for MI , since I0 ⊂ I1 ⊂ ... ⊂
It−1 ⊂ It . Thus, it holds that p(It+1 | It , at , It−1 , ..., I1 , I0 ) = PI (It+1 | It , at ).
Since all possible next information states It+1 after executing an action at ∈ A
correspond to a next observation ot+1 ∈ O, it must hold that
X
X
PI (It+1 = I ′ | It , at ) =
p(ot+1 = o | It , at )
I ′ ∈I
o∈O
(A.2)
=1
The transition model PI therefore forms a valid probability distribution for every
possible action at ∈ A. The term p(o = ot+1 | It , at ) can be computed from the
model of the original POMDP M . The same holds for the term p(st = s | It )
used to define the reward function rI . A formal derivation of these quantities is
provided by the proof of Theorem 2.
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Lemma 3. Equivalence of POMDP and Information State MDP
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process and let MI := (T, I, A, PI , rI ) be the corresponding information state MDP.
Then, it holds that
πI∗ is optimal for MI ⇔ πI∗ is optimal for M
Proof. We assume that the initial information state I0 is fixed such that the
information state space remains countable. However, the provided analyisis can
be easily generalized to an uncountable information state space by replacing the
sums by integrals.
We only consider the case of an infinite set of time steps T . If T is finite,
almost the same arguments hold.
∞
∞
X
X
β t E{It } [rI (It , πI∗ (It ))]
E{It } [
β t rI (It , πI∗ (It ))] =
t=0

t=0

=

∞
X

βt

∞
X

βt

t=0

=

p(It = I ′ )rI (I ′ , πI∗ (I ′ ))

X

p(It = I ′ )

I ′ ∈I

I ′ ∈I
· r(s, πI∗ (I ′ ))
∞
X
XX
t
t=0

=

X

β

I ′ ∈I

t=0

X

p(st = s | It = I ′ )

s∈S

p(It = I ′ )p(st = s | It = I ′ )

s∈S

· r(s, πI∗ (I ′ ))
∞
X
X X p(It = I ′ )p(st = s, It = I ′ )
=
βt
p(It = I ′ )
′
t=0

=
=

I ∈I s∈S
· r(s, πI∗ (I ′ ))
∞
X
XX
t

β

t=0
∞
X

p(st = s, It = I ′ )r(s, πI∗ (I ′ ))

I ′ ∈I s∈S

β t E{It ,st } [r(st , πI∗ (It ))]

t=0

∞
X
= E{It ,st } [
β t r(st , πI∗ (It ))]

(A.3)

t=0

Since πI∗ is optimal for the MDP MI , πI∗ maximizes Equation (A.3). Thus, πI∗
is an optimal policy with respect to the POMDP M .
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Lemma 8. Sufficient History Length for Infinite State Spaces
Let M := (T, S, A, O, fS , fO , r) be a deterministic POMDP such that S is an
infinite set of states and O is a finite set of observations. Then, it holds that
lsu = ∞.
Proof. We assume that the sufficient history length lsu is a finite constant.
Consider a history space Hlsu ⊂ H ∗ containing every possible history list up to
length lsu . Since there exists an identifying history list no longer than lsu for
every state, the history space Hlsu contains at least one such list for every state.
Since the state space if of infinite size, the history space Hlsu must therefore
contain an infinite number of history lists. However, given a finite number of
observations and a finite number of actions, the number of possible history lists
up to a finite length lsu is bounded. Thus, also the size of the history space
Hlsu is bounded. This contradiction shows that it must hold lsu = ∞.
Lemma 10. Convergence of Q-Learning with the MaxProb Heuristic
Let M := (T, S, A, O, fS , fO , r) be a deterministic partially observable Markov
Decision Process. Let 0 ≤ β < 1 a discounting rate and let H ⊂ H ∗ be a
history space. If the set of valid transition instances F vl is sampled according to
the MaxProb heuristic (Algorithm 11), then every single run of the Q-learning
update loop will converge to a unique fixed point.
Proof. Consider a set of sampled transition instances F before executing a run
of the Q-learning update loop from Algorithm 11. The set of valid transitions
F vl is derived from F by selecting a single transition instance (h, a, r′ , h′ ) for
every history list h ∈ H and action a ∈ A occuring in F . We have to show
that it is still possible to build a valid deterministic MDP MH such that the
Q-learning updates performed during a single run of the update loop (Algorithm
11) are equivalent to ordinary Q-learning updates on MH .
The state space SH of the MDP MH contains all history lists from H, i.e.
SH := H. An action a ∈ A can be executed from history list h ∈ H if a ∈ Avl
h,
i.e. if the set F vl contains a transition instance from history list h after executing
action a. The transition function fH of MDP MH for a pair (h, a) ∈ H × A is
defined by the transition instance (h, a, r′ , h′ ) ∈ F vl selected by the MaxProb
heuristic, i.e. fH (h, a) := h′ . Since only a single instance is selected for each
pair (h, a) ∈ H × A, the transition function is well-defined. The same holds for
the reward function rH (h, a) := r′ . The rest of the proof follows with the same
arguments as for the proof of Theorem 6.
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Appendix B

Proofs of Theorems
Theorem 2. Belief States Form a Sufficient Statistic
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process and let MI := (T, I, A, PI , rI ) be the corresponding information state MDP.
If the set of time steps T is finite such that TF is a maximal element of T , then
it is possible to rewrite the optimal value functions Vn∗ (0 ≤ n ≤ TF ) in terms
of belief states.
X
X X
Vn∗ (b) := max[
b(s)r(s, a) + β
PO (o | s′′ , a)
a∈A
s∈S
o∈O s′ ∈s,s′′ ∈S
(B.1)
′′
′
′
∗
a
· PS (s | s , a)b(s )Vn+1 (bo )]
The belief state bao denotes the successor belief of b after executing action a ∈ A
and making observation o ∈ O.
P
PO (o | s, a) s′ ∈S PS (s | s′ , a)b(s′ )
a
bo (s) := P
(B.2)
′′
′
′′
′
s′ ∈S,s′′ ∈S PS (s | s , a)PO (o | s , a)b(s )

The initial value function VT∗F is given by the expected terminal reward at time
TF .
X
VT∗F (b) :=
b(s)r(s, ·)
(B.3)
s∈S

Proof. To avoid additional notation, the symbol Vn∗ denotes both a value function on information states as well as a value function on belief states. The
argument of Vn∗ resolves any ambiguities.
Let b := bt be the current belief state at time t and let
It+1 = {a0 , o1 , ..., at = a, ot+1 = o} be the information state at time t + 1. First,
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we will prove that the next belief state bt+1 is given by bao as defined above.
bt+1 (s) = p(st+1 = s | It+1 )
= p(st+1 = s | It , ot+1 = o, at = a)
p(st+1 = s, ot+1 = o, It , at = a)
p(ot+1 = o, It , at = a)
p(st+1 = s, ot+1 = o | It , at = a)
=
p(ot+1 = o | It , at = a)
=

(B.4)

We will derive the expressions for the numerator and denominator of Equation
(B.4) separately. From now on, we will write o for ot+1 = o and a for at = a
using a short hand notation.
X
p(st+1 = s, o | It , a) =
p(o, st+1 = s, st = s′ | It , a)
s′ ∈S

=

X p(o, st+1 = s, st = s′ , It , a)
p(It , a)
′

s ∈S

=

X p(o, st+1 = s, st = s′ , It , a)p(It , a)
p(st+1 = s, st = s′ , It , a)p(It , a)
′

s ∈S

p(st+1 = s, st = s′ , It , a)p(st = s′ , It , a)
·
p(st = s′ , It , a)p(It , a)
X
=
p(o | st+1 = s, st = s′ , It , a)
s′ ∈S

· p(st+1 = s | st = s′ , It , a)p(st = s′ | It , a)
X
=
p(o | st+1 = s, a)
s′ ∈S

· p(st+1 = s | st = s′ , a)p(st = s′ | It , a)
X
= PO (o | s, a)
PS (s | s′ , a)b(s′ )
s′ ∈S
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(B.5)

p(o, It , a)
p(It , a)
X p(o, st+1 = s′′ , st = s′ , It , a)
=
p(It , a)
′′
′

p(o | It , a) =

s ∈S,s ∈S

X

=

s′′ ∈S,s′ ∈S

X

=

p(o, st+1 = s′′ , st = s′ , It , a)p(st = s′ | It , a)
p(st = s′ , It , a)
p(o, st+1 = s′′ , st = s′ , It , a)p(st = s′ | It , a)

s′′ ∈S,s′ ∈S

p(st+1 = s′′ | st = s′ , It , a)
p(st+1 = s′′ , st = s′ , It , a)
X
=
p(o, st+1 = s′′ , st = s′ , It , a)
·

s′′ ∈s,s′ ∈S

· p(st = s′ | It , a)p(st+1 = s′′ | st = s′ , It , a)

=

p(o | st+1 = s′′ , st = s′ , It , a)
·
p(o, st+1 = s′′ , st = s′ , It , a)
X
p(st = s′ | It , a)p(st+1 = s′′ | st = s′ , It , a)

s′′ ∈s,s′ ∈S

· P (o | st+1 = s′′ , st = s′ , It , a)
X
=
p(st = s′ | It )p(st+1 = s′′ | st = s′ , a)
s′′ ∈s,s′ ∈S

· P (o | st+1 = s′′ , a)
X
=
PS (s′′ | s′ , a)PO (o | s′′ , a)b(s′ )

(B.6)

s′′ ∈s,s′ ∈S

To derive the expressions (B.4), (B.5), and (B.6), we have only used the definitions of conditional probability, the sum rule of probability and the Markov
assumption.
To prove that the optimal value functions Vn∗ , (0 ≤ n ≤ TF ) can be rewritten
in terms of belief states, we introduce a mapping g : I → B from information
states to belief states such that g(I ′ ) := b′ with b′ (s) := p(s | I ′ ). The proof
consists of verifying the following two propositions:
1. ∀t ∈ T : bt = g(It )
2. ∀t ∈ T : Vn∗ (It ) = Vn∗ (g(It ))
The first proposition follows immediately from b0 = I0 and the definition of the
belief state bt (Definition 12).
The second proposition follows by induction over n. If n = TF , then it holds
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that
VT∗F (It ) =

X

p(st = s | It )r(s, ·)

s∈S

=
=

X

bt (s)r(s, ·)
s∈S
VT∗F (g(It ))

Now we will show that it holds ∀t ∈ T : Vn∗ (It ) = Vn∗ (g(It )) assuming that
∗
∗
∀t ∈ T : Vn+1
(It ) = Vn+1
(g(It )). Since bt = g(It ), it is sufficient to show
∗
∗
∗
∗
∀t ∈ T : Vn (It ) = Vn (bt ) assuming that ∀t ∈ T : Vn+1
(It ) = Vn+1
(bt ).
X
X
∗
Vn∗ (It ) = max[
p(st = s | It )r(s, a) + β
p(ot+1 = o | It , a)Vn+1
(It+1 )]
a∈A

s∈S

o∈O

X
X
∗
= max[
p(st = s | It )r(s, a) + β
p(ot+1 = o | It , a)Vn+1
(bt+1 )]
a∈A

s∈S

o∈O

X
X
∗
= max[
bt (s)r(s, a) + β
(bao )]
p(ot+1 = o | It , a)Vn+1
a∈A

s∈S

o∈O

X
X
= max[
bt (s)r(s, a) + β
a∈A

s∈S

o∈O

X

PO (o | s′′ , a)

s′ ∈s,s′′ ∈S

∗
· PS (s′′ | s′ , a)bt (s′ )Vn+1
(bao )]

= Vn∗ (bt )
In the fourth equation, we replaced the term p(t+1 = o | It , a) by the right side
of Equation (B.6).
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Theorem 3. Compact Representation of the Value Function
Let M := (T, S, A, O, PS , PO , r) be a partially observable Markov decision process. If the set of time steps T is finite such that TF ∈ T is a maximal element
of T , then the optimal value functions Vn∗ (0 ≤ t ≤ TF ) with respect to M are
piecewise linear and convex. Moreover, Vn∗ can be represented by a finite set
of vectors Γn such that Vn∗ (b) = maxγ∈Γn b ∗ γ. The ∗ symbol denotes the dot
product of two vectors. The set ΓTF consists of the single vector R(s) := r(s, ·).
For 0 ≤ n < TF , it holds that
X o,a
Γn := {
αf (o) | f ∈ f (O, Γn+1 ), a ∈ A}
o∈O

X
r(s′ , a)
+β
PO (o | s, a)PS (s | s′ , a)γ(s)
|O|

′
∀γ ∈ Γn+1 : αo,a
γ (s ) :=

s∈S

The symbol f (O, Γn+1 ) denotes the set of possible mappings from observations
to vectors from Γn+1 .
Proof. We will only prove that the value functions Vn∗ can be represented by
a set of vectors. The arguments for proving the convexity and the piecewise
linearity of the value function can be found in in [SS73].
First, we will again state the value iteration algorithm on belief states. For
0 ≤ n < TF , it holds that
X
X X
Vn∗ (b) = max[
b(s′ )r(s′ , a) + β
PO (o | s′′ , a)
a∈A
s′ ∈S
o∈O s′ ∈s,s′′ ∈S
(B.7)
′′
′
′
∗
a
· PS (s | s , a)b(s )Vn+1 (bo )]
The belief state bao denotes the successor belief of b after executing action a ∈
A and making observation o ∈ O. The value iteration algorithm consists of
computing the values for all belief states by iterating Equation (B.7).
We will make use of an inductive argument. If n = TF , then there is no
decision left.
P For this special case, the expected terminal reward is given by
VT∗F (b) = s∈S b(s)r(s, ·). Thus, the value function VT∗F can be represented by
a sinlge vector R(s) := r(s, ·). It is easy to see that VT∗F (b) = b ∗ R.
If n < TF , we consider the problem of representing Vn∗ as a set of vectors
∗
is already in the desired form. Let Γn+1 be a set of vectors
given that Vn+1
∗
such that Vn+1 (b) = maxγ∈Γn+1 b ∗ γ. For convenience, we will write the reward
∗
function as a vector Ra (s) := r(s, a). We now reinsert Vn+1
into Equation (B.7).
X X
Vn∗ (b) = max[b ∗ Ra + β
PO (o | s′′ , a)
a∈A

o∈O s′ ∈s,s′′ ∈S

′′

′

· PS (s | s , a)b(s′ ) max [boa ∗ γ]]
γ∈Γn+1
X
X
a
= max[b ∗ R + β
max [
a∈A

o∈O

′′

′

′

· PS (s | s , a)b(s )

γ∈Γn+1

X

s∈S
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PO (o | s′′ , a)

s′ ∈s,s′′ ∈S

bao (s)γ(s)]]

(B.8)

Consider the term
B :=

X

X

PO (o | s′′ , a)PS (s′′ | s′ , a)b(s′ )

s′ ∈s,s′′ ∈S

bao (s)γ(s)

s∈S

If we replace bao by the right side of Equation (B.2), then the double sum over
states in B cancels out. It holds that
X
X
B=
PO (o | s′′ , a)PS (s′′ | s′ , a)b(s′ )
boa (s)γ(s)
s′ ∈s,s′′ ∈S

=

X

s∈S

PO (o | s, a)

X

′

′

PS (s | s , a)b(s )γ(s)

s′ ∈S

s∈S

If we reinsert term B into Equation (B.8), we get the following equations:
X
X
Vn∗ (b) = max[b ∗ Ra + β
max [
PO (o | s, a)
a∈A

·

o∈O

X

′

γ∈Γn+1

s∈S

′

PS (s | s , a)b(s )γ(s)]]

s′ ∈S

= max[b ∗ Ra + β
a∈A

X

o∈O

max [

γ∈Γn+1

XX

PO (o | s, a)

s′ ∈S s∈S

· PS (s | s′ , a)γ(s)b(s′ )]]
X
X
X r(s′ , a)
+β
PO (o | s, a)
= max[
max [
(
a∈A
γ∈Γn+1 ′
|O|
s ∈S

o∈O

s∈S

· PS (s | s′ , a)γ(s))b(s′ )]]

(B.9)

Let for all observations o ∈ O, actions a ∈ A and vectors γ ∈ Γn+1 , the vector
αo,a
γ be defined as
′
αo,a
γ (s ) :=

X
r(s′ , a)
+β
PO (o | s, a)PS (s | s′ , a)γ(s)
|O|

(B.10)

s∈S

It follows that
Vn∗ (b) = max[
a∈A

γ∈Γn+1

X

γ∈Γn+1

o∈O

= max[
a∈A

X

o∈O

max [

X

′
′
αo,a
γ (s )b(s )]]

s′ ∈S

max [αo,a
γ ∗ b]]

(B.11)

Now we can define the new set of vectors for value function Vn∗ . Given an
action aP
∈ A and a mapping f : O → Γn+1 , the vector γf,a is defined as
o,a
γf,a :=
o∈O αf (o) . Let f (O, Γn+1 ) denote the set of all possible mappings
from observations to Γn+1 -vectors. The value function Vn∗ is then equivalent to
the maximal dot product of all possible vectors γf,a and a belief state b.
Vn∗ (b) =

max

f ∈f (O,Γn+1 ),a∈A
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b ∗ γf,a

(B.12)

It follows that
Γn = {γf,a | f ∈ f (O, Γn+1 ), a ∈ A}
X o,a
={
αf (o) | f ∈ f (O, Γn+1 ), a ∈ A}
o∈O
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(B.13)

Theorem 7. Detection of Identifying History Lists with Criterion CC
Let H ⊂ H ∗ be a history space and let h ∈ H be a history list of length k̂ := |h|.
If k − k̂ ≥ lsu for a fixed k ∈ N, then the following two propositions hold:
H is k-complete
: h is identifying ⇒ 6 ∃h′ ∈ H : h′ 6= h, h is a suffix of h′
(If H is k-complete, then criterion CC is complete)
H satisfies 4.1-2 : h is identifying ⇐ 6 ∃h′ ∈ H : h′ 6= h, h is a suffix of h′
(If H satisfies the conditions (4.1) and (4.2), then criterion CC is correct)

Proof. (⇒):
∗
Let h ∈ H be an identifying history list and let hid ∈ H ∗ be the minimal iden∗
∗
id∗
tifying suffix of h. Since |hid | ≤ |h| = k̂ ≤ k − lsu , it holds that hid ∈ Hk−l
.
su
id∗
id∗
Since h
is also a suffix of h, it follows from condition (4.3) that h = h .
id∗
Thus, it holds that h ∈ Hk−l
and it follows again from condition (4.3) that
su
there is no history list h′ ∈ H such that h 6= h′ and h is a suffix of h′ .
(⇐):
Let [s0 , a0 , ..., st−k̂ , at−k̂ , ..., at−1 , st ] be a sequence of states and actions generated by the transition model fS . Let [o0 , a0 , ..., ot−k̂ , at−k̂ , ..., at−1 , ot ] be the
corresponding sequence of observations and actions generated by the observation model fO . We assume that h = [o(t−k̂)+1 , a(t−k̂)+1 , ..., at−1 , ot ] is a suffix of
the sequence with |h| = k̂. We assume further that h is a non-identifying history
list. We have to show that there is at least one history list in H containing h
as a suffix. By the definition of the sufficient history length lsu , there exists an
identifying history list h′ ∈ H ∗ , h′ := [o′0 , a′0 , ..., a′r−2 , o′r−1 ] for state st−k̂ with
r ≤ lsu . Consider the history list h′′ := [o′0 , a′0 , ..., o′r−1 = o(t−k̂)+1 , a(t−k̂)+1 , ...,
at−1 , ot ], which is built by extending h′ with history list h (at the tail). The first
thing to show is that h′′ ∈ H ∗ , i.e. the history list h′′ can be generated by the
transition model fS and the observation model fO . Since h′ is an identifying
history list for state st−k̂ , it trivially holds that h′ ∈ H ∗ . We assumed that the
sequence h = [o(t−k̂)+1 , a(t−k̂)+1 , ..., at−1 , ot ] can be generated from state st−k̂
by the transition model fs and the observation model fO . The observations o′r−1
and o(t−k̂)+1 must therefore be the same, since both observations are made of
state st−k̂ . Since h′′ is a concatenation of history list h′ and history list h, it
must hold that h′′ ∈ H ∗ . It follows from Lemma 5 that h′′ is an identifying
history list for state st , because h′′ is an extension of the identifying history list
∗
∗
h′ . Let hid be the minimal identifying suffix of h′′ . Since both hid and h are
′′
id∗
id∗
a suffix of h , it must hold that either h is a suffix of h
or h
is a suffix
∗
∗
of h. If hid is a suffix of h (including the case h = hid ), then it follows from
Lemma 4 that h is an identifying history list. This would be a contradiction
to our assumption that h is a non-identifying history list. Thus, it must hold
∗
∗
∗
that h is a suffix of hid with h 6= hid . If |hid | ≤ k − lsu , then it holds that
∗
id∗
id∗
h ∈ Hk−lsu and it follows from condition (4.1) that hid ∈ H. In this case, we
∗
∗
∗
are finished, since h is a suffix of hid . If |hid | > k − lsu , then hid has a length
135

of at most k, because |h| = k̂, |h′ | ≤ lsu , |h′′ | = |h| + |h′ | − 1 and k ≥ k̂ + lsu .
∗
∗
id∗
Thus, it holds that hid ∈ Hkid \ Hk−l
. It follows from condition (4.2) that
su
∗
′′′
id
there exists a suffix h ∈ H of h
with |h′′′ | > k − lsu . Since h is a suffix of
id∗
′′′
h
and |h| < |h |, h must be a suffix of h′′′ with h 6= h′′′ . Thus, we found a
history list in H containing h as a suffix.
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Appendix C

Learning Curves for
Criterion CC
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Figure C.1: The Identify&Exploit algorithm applied to the big maze using criterion CC. The x-axis shows the number of control cycles, while the y-axis shows
the number of steps to the goal averaged over all possible starting states. Setting
of parameters: 6-complete history space, constant exploration rate ǫ = 0.2, discounting rate β = 1.0, and the maximal search depth L = 7 (efficient identification). After every |Fnew | = 100000 sampled transition instances, the Q-learning
update loop was executed.
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Figure C.2: The Identify&Exploit algorithm applied to the big maze using criterion CC. The x-axis shows the number of control cycles, while the y-axis shows
the number of steps to the goal averaged over all possible starting states. Setting
of parameters: 7-complete history space, constant exploration rate ǫ = 0.1, discounting rate β = 1.0, and the maximal search depth L = 4 (efficient identification). After every |Fnew | = 100000 sampled transition instances, the Q-learning
update loop was executed.
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Figure C.3: The Identify&Exploit algorithm applied to the big maze using criterion CC. The x-axis shows the number of control cycles, while the y-axis shows
the number of steps to the goal averaged over all possible starting states. Setting
of parameters: 8-complete history space, constant exploration rate ǫ = 0.2, discounting rate β = 1.0, and the maximal search depth L = 3 (efficient identification). After every |Fnew | = 100000 sampled transition instances, the Q-learning
update loop was executed.
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Figure C.4: The Identify&Exploit algorithm applied to the big maze using criterion CC. The x-axis shows the number of control cycles, while the y-axis shows
the number of steps to the goal averaged over all possible starting states. Setting
of parameters: 9-complete history space, constant exploration rate ǫ = 0.2, discounting rate β = 1.0, and the maximal search depth L = 2 (efficient identification). After every |Fnew | = 100000 sampled transition instances, the Q-learning
update loop was executed.
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Figure C.5: The Identify&Exploit algorithm applied to the big maze using the
efficient identification strategy and criterion CC. The x-axis shows the number
of control cycles, while the y-axis shows the number of steps to the goal averaged
over all possible starting states.
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Learning Curves for
Criterion CE
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Figure D.1: The Identify&Exploit algorithm applied to the big maze using
criterion CE. The x-axis shows the number ofcontrol cycles, while the y-axis
shows the number of steps to the goal averaged over all possible starting states.
Setting of parameters: 6-complete history space, constant exploration rate ǫ =
0.2, discounting rate β = 0.98, and the maximal search depth L = 3 (efficient
identification). After every |F | = 100000 sampled transition instances, the Qlearning update loop was executed.
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Figure D.2: The Identify&Exploit algorithm applied to the big maze using
criterion CE. The x-axis shows the number of control cycles, while the y-axis
shows the number of steps to the goal averaged over all possible starting states.
Setting of parameters: 7-complete history space, constant exploration rate ǫ =
0.1, discounting rate β = 0.98, and the maximal search depth L = 3 (efficient
identification). After every |F | = 100000 sampled transition instances, the Qlearning update loop was executed.
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Figure D.3: The Identify&Exploit algorithm applied to the big maze using
criterion CE. The x-axis shows the number of control cycles, while the y-axis
shows the number of steps to the goal averaged over all possible starting states.
Setting of parameters: 8-complete history space, constant exploration rate ǫ =
0.2, discounting rate β = 0.98, and the maximal search depth L = 3 (efficient
identification). After every |F | = 100000 sampled transition instances, the Qlearning update loop was executed.
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Figure D.4: The Identify&Exploit algorithm applied to the big maze using
criterion CE. The x-axis shows the number of control cycles, while the y-axis
shows the number of steps to the goal averaged over all possible starting states.
Setting of parameters: 9-complete history space, constant exploration rate ǫ =
0.2, discounting rate β = 0.98, and the maximal search depth L = 2 (efficient
identification). After every |F | = 100000 sampled transition instances, the Qlearning update loop was executed.
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Figure D.5: The Identify&Exploit algorithm applied to the big maze using the
efficient identification strategy and criterion CE. The x-axis shows the number
of control cycles, while the y-axis shows the number of steps to the goal averaged
over all possible starting states.
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